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PostgreSQL 16
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CustomScan for full query
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Persistent Volume, ~2GB
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(control plane)
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Seafowl
(Apache DataFusion)

NVMe Ephemeral Storage
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Cache + Local Spill-Out space

DataFusion temporary query execution
spill-out space, cache for Parquet files from

Parquet File Metadata

Parquet Files

Object Storage
(via “Storage Locations”)

Delta Tables
Multiple buckets, could be

separate owners. Each table
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5, HROTRA SV T4 =Y —reruRY—YaryL ) r—yavii, EERT Xty b
B hEBmMmLET,

HhEOJDETH

HExa Y —E A3, FBRURZECE SO W THE O] TR 25251 £3°, REST A& n 2k, HTTP
O— RN e Ny 72 FORUENEEHLE S, AWS S3 77— 7 uid, BENRA V75X b
STF RN L TH—N—L RO AL L 5,
HEraZPHHATERWVGEER, T UVRHICEEL 32, BT —7 107 ) BITIITHEL

FRA, CODT7—FTFT7F%E, HROTDAYTFF U RAERIFEERIZ, a7 EREOHEHSZ EHICET
IHET,

247 X aVTA4T7—FTIVF¥
TOEREBIL—LT—Y

PostgreSQL DB — L R—2ZD 7 7L AHIE, LA 7 T R) Y = RHRRSNET, 7—T L)L
FIL N DHERRIX, RIFEATICER R S BBRINCER I N E T, TL\1DEF2 ) 74K >—ik, 21—
Y—arTFRAMIEOVWTT—XEEFINC 7 4 LZ VT LET,

IUR—FFA RIS AT L DEITE D, S N4 v ARED Rt X % F, LDAP. Active
Directory, B XU OAuth EEIZX D, I v b7+ — 22K T—ELZ ID EHIRAEINET,
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FE 5L EREg
TR RESIX. 74 734 7V 2RIChbizoTT— 22 E# L £3, Transport Layer Security &, 27 7

A7 b BE—F BIXER M —VHTBHLTWE 77— 225U 5, ¥——F 4 FOI
Fid. 779 PN, X—F 3R~ —EHX—Z2H L TRET -2 2 REL X7,

LNV DS, HEE7 4 — L FOREZBINLET, BELshdlid, X2V 74av 754
7AW LR, FRGEA Ty 7 A N L TRAMREREE T,

BEFEXIAVTISA4T7UR

HMREREoNE, ar oA 7V RBEOITRTOTFT— R 7 7R 2BWLET, 72V lE, 12—
e BALREYT, BIUOT7 7R EINEF TV 27 b 2Xx vy 7F v LET, AbL—I 77k
E, IRTOA TV =7 MEEERRL T T, Biln2ZE. v A4 VilfT e FIEOEHE 2B L £ 3,

GDPR. HIPAA. PCIDSS Z&Lpa >y 7oA 7V AT L —ALTV—20%, X2V 74 FEEZHL FLET,
F— X OFEMORIENI I a2 T4 7 VAR L. BRIV -3 F—&2D54 74 I VE
HeEEEbEL 3,

2.4.8 BRNZ—>
EENRY —EXDRER

Hybrid Manager (&, BEifbtEN /7oy a=rvr R5—V v 7, BIUOA YT FUREHZT-71~<
$—3 RO Analytics Accelerator BRI Z#ZM L ET, COTI7v b7+ —2013 A V7 F5RA NI 7 F 8
B, X2 V)74 EH BRXUAT7 -~ 2AOFECELEL F5,

HEEEREM

HOEBERTIX, A Y77 A 7 7F v e lliemR2IChHcEE s, . A7 v 3x, 754
R—brIISTR, FRBA VI IR I IF v« TR a—Fo7y 7 u—F2HEHLTERLE I,

Kubernetes XL —&X —ix, B Y 74 794 7 VEEZHENL 3, Helm F v — ME, —f&kiz> 7
VADT 7T — MEENHER 2R L £, Terraform T 2 —d, 7797 K74 X —2KTAH
VIIANIZF Yy OHFLERERRICL T,

N7V FER

NA TV RARE—F, EFNFRaybte— LT L—VrHOEHTFT— &L — Y 2lHAEDEE T,
o7 ua—Fik, BIEOHBN L N RER TN T — X EEBHDOANT A2 D FET,
BEHNFa P a— L L —YiE, F—F AL —Say, BEZRY VY, BAUXERF—REHP M

LES, HEEMT -2 7L —2iE 779 b7+ —2HEERZTTH LA 6, MOERNTT — & Zif
RLET,
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2.5 Analytics Accelerator Quick Start
TDIA4 Y7 AR—=FTIE, RDZLZ2ITVWET,
1. Lakehouse / — K ZfEM L %3,
2. 85T % Postgres 7 74 7 M EREHL T/ — IR L E 3,

3. A7V P AL =Y HNOY Y ST — & TPC-H, TPC-DS. Clickbench. ¥ 7z1% 1BRC ZlE& 1L
%9,

HB L UOEERL— R 7 — RIZDWTIX, PGAA functions reference %2 ZHR L T 72 & W,

2.5.1 XL ®IC

Postgres Lakehouse (%, EDB Postgres ® Al 75 v F 7 4 —AT7REYa =V TE3HLWVWEAL TD
Postgres 7 7 AR —EFHZIE 1 DD/ —F T3, ZhIZIE A7 =227 PA ML —=YDIHERL A 7Y
AT — TN EHRBET 5 729D Apache DataFusion 12D RZ MU Z )V Z VI U REENTVE
3 Delta Lake protocol 2 L 3,

HoTH<{REZL

FERCDWTIX, Analytics Accelerator Concepts 38 X T8 PGAA functions reference IR LT 7EE W, 72
7ZL. ZINODHoTBLIRNEFERFEAS Y MTT,

* Postgres Lakehouse / — R IZ—Kfd DT,

* Postgres Lakehouse / — Kk, A 727 PA ML =Y DRV Fv =0T —Xty h2RRTE LD
WCHATHR SN TVE T,

* Postgres Lakehouse (3B #t AR D HH T2, 2L OHEX. TXTOHERIR Postgres 27 L) —
ZHR—-—PLET,

o VAT LT =TI NIEZAAARER D, 2—F—rua—LEERTEET, ThHDT— 7,
BfiEhlz7 vy 7 XA ML=V IMRFEEINE 2D, £ VARV ADPHEFHINS ETHRHEL, Ny
7w THETCIREO—H e L TRESINE T, ThIANDEE. Lakehouse 7 — 7 MR A 7
Pz PAML=VIMREEIND 2D, Ny I Ty TO—HTIEHD ¥ A

BRKT7—*%70F%

Z DMZ. Lakehouse / — FDHRy Z ADONEERLTWVWET,

25.2 [ILC®HIC
HCP KR—&izar4 Lt/ uader v 2ERLES, 79 RAXR—2ETE %3,
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Metastore
(control plane)

Schema / Table Definitions

From Control Plane “metastore”

PostgreSQL 16
(EPAS or PGE)
Table =
“Materialization” Metastore Poller Pa“ﬁ‘e‘f“le ':A‘e“ada‘a
reate Shim (a.k.a. “metastore agent”) : e
Scherr bl
seafowl_pg
CustomScan for full query p
or an FDW if can't run full Oue‘”ei 9 Pata Seafowl Par?uét F“I‘E‘S
query on Seafow! Flight GRPC (Apache DataFusion) nly as neede
Persistent Volume, ~2GB NVMe Ephemeral Storage Object Storage
(PGDATA) (PGDATA/base/pgsql_tmp) (via “Storage Locations”)
System Tables Cache + Local Spill-Out space DEHERELES
Role definitions, schemas, DataFusion temporary query execution Multiple buckets, could be
tables, etc. spill-out space, cache for Parquet files from separate owners. Each table
(no “actual data”) object storage has a location.

1: Level 300 Architecture

Lakehouse / — R Z{EF T 3

7aY 2 FR—I T, Create New > Lakehouse Analytics % 3R L 3,

Create New A

[ Database Cluster

Deploy a single node or highly available Postgres
Distributed Cluster

lu Lakehouse Analytics

Deploy an Analytics Cluster with new exciting

capabitilies

2: Create Lakehouse Node Dropdown
Create Analytical Cluster X— VDX EF, ZZT, 7Y L —bFEAFREREHIARLE L R EER
TEEJ,

Custom Build %33R L. Start from Scratch %% L £3, Create Analytical Cluster R— DB =, 7
FAR—DY A R R EEIRTEET,

RiZ. Clusters R—JIWCREDFET, ZIZT. Z57RAR—DIERFHC, 75 AXR—DRAT—RAZTRTE
F3, VIRR—DTOL T a2 iF10~15 00 35ERH D 3,

WL DD EHEIE
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< Back Create Analytical Cluster ppor

Choose Path

Choose Your Path

Use atemplate or build from s

No Templates Available, Yet...

No templates are available, but you can create your own! Start building a

emplate below.

Create New Template

Custom Build

Customize every aspect of your cluster, from primary settings to backups.
Best for advanced users needing flexibility.

Start from Scratch

3: Create Lakehouse Node Wizard Step 1

< Back Create Analytical Cluster Support

Cluster Settings  Additional Settings Cluster Summary

Cluster Type single Node
Cluster Name o €
Cluster Nodes 1node

Cluster Name =

Tags -
Password Deployment Location naged-
devspatcher
Passwords must be at least 12 characters.
Postgres Type -
Enterap rd ® a
Postgres Version -
CPU Cores -
Wemory -
We do not store your password and cannot retrieve it. If you forget your password, you can simply change
it on the “Edit Cluster” page or from Clusters Action menu. Networking Private
Backups Retention 30Days
Scheduled Backup Time 21:49
Tags
® AddTag

Deployment Location
Location

managed-devspatcher

Database Type

Please reference this page for more information on database types

Pastgres Type
PostgreSQL | EDB Postgres Extended Server | EDB Postgres Advanced Server
Postgres Version  Software Image
Select. Select.

© 16isthe minimum supported version for Lakehouse clusters

Instance Size
CPU (0.1-15 Cores) Memory (0.1-10 Gi)

Cores Gi

4: Create Lakehouse Node Wizard Step 2
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c HD ARV — FEANTZ2HELND D FT, BERNATV— FEERL, RRATV—Fvr—Y v —
WARTEL £ 3, HCP 3RV — FRREFELEH A,

» EDB Postgres Advanced Server ¥ 7z1& EDB Postgres Extended Server ZERTZ ¥£75,
* NVMe F7A4 7 EDFTRTDT—RIF, 7 I7RX=DT ¥y bR FTHLRbOAET,

¢ AT LT —TNDKGET —Ra—HF— a—L kX EREIN7 oy 7A=Y TS RIZ
RIFEN, BEEBNEZEANAy 27y THETLY A ZABDBFER LT T,

* Postgres 16 DAY R—F SN TVET,

2.5.3 Lakehouse / — R D&k
J—=FRICERLET

EDB Postgres Al 77 v s 7 + — L0 BMD 7 5 A2 =128t d % D L [6 U LT, Postgres 7 74 7> b
%{#H LT Lakehouse / — FICHEHTEF T, 77 RAX—DFMIR—JICBEI L. ZOHEH LT %2 a—
LEd,

722 Z21¥. .pgpassblob #~/.pgpass IZa ¥ — L FJ, $YOUR_PASSWORD %, 7 T A X —ZH#IRIZHETE L
TerSRAY — FIZEZHZTLIZS W, KIT, HEhiCFHlZa e’ — L, psql £7213 pgeli D5 e ULTHAT
ERE 2

EH. LD Postgres 7 74 7 b EFHLTT —ARN—ARZHEHTEE T, FABEITRNTOAL > b
AR av I T —PERET 2 2 e BHIfFLCVWE T, 25 ThRWI Y —BRO»-725E. FHUX
NTTT,

OVAMLA2%Z2EETS

e TNRTDZY F AKX —1% EDB Postgres Advanced Server ¥ 7z1% EDB Postgres Extended Server % ffif L
T3, LEDPoT, il ZRA VA —AHNDINHLD T L—N=00FKf F7—T L —FT—
TADBRREND Z e TRINET,

e JIVAJRET — ARV F =TT =KLy bOLIRIEF, TAET =T LTATI=zI PR b
L= EEINE T, IRTDZ FZAX -, 1~1000 DA & —)L7 7 7 Z—T TPC-H, TPC-DS.
IV IRYFHNDORYF—IF—REGUANL—IANFry b 2EAL Vb T2E5127)0—
FEnTWVWET,

o BIE AWS DAY R— TN TWVWE T, Bring your own account BYOA 347K — P TN TWEHEA,

e« EDB Postgres Al 7 AV Y N T7 277 4 7ALEINTWBEED Y —Ya it/ 7 AX—%2BHATE %
T, BV —Ta i, RUVFv—ITF—RDA—2ELN Ty bSO ET, LEhoT, 77
AR—%EET L., 7I7RAX—IZRHBIEVGFTORNYF—0 7T —2BNEHEINET,

e VIARX=F—RRBDTT, B—, =% — fEREDIAT LT —TNDT—REFRE,
TFT—RIFIN—FRIAL TIREINERA, JIRX—FHEERNTEIN, FIRRXR—2N I T v
LTIEILT S8, ZRNHDVRTLAT—IABEILEINET, XL, ATz PR ML =YD
T—RIEFEINRVEETT,

¢ VIRR=NE, ATV 2 PR L —YHDT—RDOHARDERA I ) — %2 R—FLTVWET
B, 2—HF =R BERT 3D AT LT —INANDEEZIAAI Y — 2 R— L TVET,
FITP 27 PRV REEEZIIADI LI TETEA, T—IAEBERT S22 3TEEEA,
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s MEHDT—X%EA T2 PR ML —=2Zu— RT 358X, Reference - Bring your own data % 2
LTLZENW,

254 ROFI—=UVT7—32ty b 2EETS

RYFR=IT =Ry bERBELET, IRTDIIRXX=IZE, TSIRMFEHATEEZRVF =TT —
ZDBHH ET, peeli ZHEHLTWBREHEA, \dn ZFET LT, #HHIRER T — TV ERRTEET,

HHARERR Y F 32— T =Xty MIRDLED TT,
¢ TPC-H, A7 —)L7 77 &—1, 10, 100. B X 1000
« TPC-DS, A% —)L7 77 &—1, 10, 100, B X 1000
e ClickBench. 1 {817
s 10fEfTF YL Y

RN Fv =0T =Xty b DFFMITDOWTIX, Reference - Available benchmarking datasets % Z 8L TL 72
W,

255 RVFI—U57—2ty F2BRT3
WS ODDHARNEZ L) — R FEFLTABEI LA TEET,

edb_admin> select count(*) from clickbench.hits;

SELECT 1
Time: 0.945s

edb_admin> select count(*) from brc_1lb.measurements;

SELECT 1
Time: 0.651s

!!'note

W/ 7 ) — D HIEIC B § 2 EEEE L HHRICOWTIE. PGAA functions reference SR LT 7Z&E W,
m
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2.6 Reference - EDB Postgres® Al Lakehouse

HCP Lakehouse (&, 7 — XXM 7 TV 2FT5 572D D58 172 — VT, Postgres D _ITHEFEX T
W37z, BEFED Postgres DRl E Y — VR HHTE 3,

Lakehouse THm DT 7 AR LY A %18 25I121E, Analytics Accelerator Quick Start \ZfE> TNV F < —72
T=RERELET, KiZ, MED T —&X ¥ How-To Lakehouse Read With/Without A Catalog ® R — K % iR
HBZENTEET,

Zot7¥arTiE Ao TBINREHBERHHDOW LS OOV THLLIHHAL XI5
* Benchmarking datasets
* Queries in Lakehouse
¢ Delta Table tools
* DirectScan and fallback modes
e Users
e Loading data
* PGAA functions reference

RIFIG AT % B % 728 @ PGFS B4EEIC DWW TIE. Al Factory PGFS documentation S8 LT 72X\,

2.6.1 Benchmarking datasets

Lakehouse / — FZ7nbPa=r 33, 3 U TNARYFI—IF—Xty +FZET AWS us-east-1 D
NIV T SBANTy beRA VT2 XD ICHAEREINE T,

0 IR

Accessing these datasets can incur costs for data transfer and be subject to cross-region latencies.

AF—HTEWMILILITED, ZhoDTF—Xty FOT—TAZRARTEET,

Schema name Dataset

tpeds_sf 1 TPC-DS, Scale Factor 1
tpeds_sf 10 TPC-DS, Scale Factor 10
tpeds_sf_100 TPC-DS, Scale Factor 100
tpeds_sf_1000 TPC-DS, Scale Factor 1000
tpch_sf 1 TPC-H, Scale Factor 1
tpch_sf 10 TPC-H, Scale Factor 10
tpch_sf_100 TPC-H, Scale Factor 100
tpch_sf_1000 TPC-H, Scale Factor 1000
clickbench ClickBench, 100 million rows
brc_1b Billion row challenge
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l'note “ClickBench 7 — X IZBH 3 21 EEHIE"
J— &%l EventData {&., HJTd7 S BT,

ClickBench DHNZIII KT EEND /-0, 5IHFTHOLED D D £33, Postgres D5 FHFD 720
SR FAIR S e N EDE R SN F R A, B

select "Title" from clickbench.hits;

select Title from clickbench.hits; !!!

2.6.2 Queries

HAWMDEH 7 Y =Y R—- P ENTVET, A7V 27 PR —JREEEZADILIITEEE
Ao THUTIE, FTARTD Postgres LIV A VT 77> ary, AT—bAXY M, BXUXA I0EENE
T, /2 BT 2 BEIRL7Z7 0 A MY B 2 —3 3 I U T, EDB Postgres Advanced Server ¥ 7z
!% EDB Postgres Extended Server 235f8ft 52 OB ENE T,

F—REFA, B HIBR, F203EET S 213 TEFH¥ A, CREATE TABLE (&, / — RIZEHE D Postgres
T—INENER T 272 DICDAEHATEES, /— FIZ—RRdDT, KT T2 BN E3, CREATE
TABLE... USING PGAA #ffH LT, S3HMA T 2 7 PR L —YDFNE T — TN EBIET 38T —
TNEERTZZ B TEXT,

MEDETL 22V 7 b, F7z21& Delta 7 — 7V £ 7213 Iceberg 7 — 7 AANDHEEXIAAEZ Y K- b T 59—
RFR=F 4 DETL RN X—2FHLT, 7V A TNV FTT—X%EANT vy MZR— R TI20ERH
DET,

FECDOWTIE, Loading data B L TL 72X W,

1 D2DfIAME. 2= —, v—I, (N G52RET 27D ENS Postgres ¥ AT LT —7 VT, Z
NEDT—TNE, Ny 270 P VANTIREENZ0—hLT 0y 7T, AR EINET, Lz
35T, CREATE USER. CREATE ROLE. % 721X GRANT USAGE 2 T& %%, ZhsDa—¥—/a—/
5%, HES @R ED £3,

2.6.3 Delta Lake Table tools

Delta Lake 7— 7 )L D1ERL

deltalake Python 5173 1) OfER

deltalake Python 74 72 VAL T, 7AXT =7 ZEH L. NFry MZEZAL I LA TEET,

lakehouse-loader 1—F« 1) 5+ DfEH

EDB 23 Z @ &% 2 27 FIIZERL L 7z lakehouse-loader L —7 4 U 7 4 ZfHH LT, {EE D Postgres 4 > A X >~
AMBA ML =Y kD Lakehouse 7 — 7 NMIT —RXEZ LI AKR—+bFTE5ZLHTEET,

il lakehouse-loader = —F 4 V 5 4 ZEH T 355
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export PGPASSWORD="..."
export AWS_ACCESS_KEY_ID="..."
export AWS_SECRET_ACCESS_KEY="..."

# export other AWS envvars

./lakehouse-loader postgres-to-delta postgres://test-user@localhost:5432/test-db -q
—"SELECT * FROM some_table" s3://my-bucket/my_schema/my_table

ZDa— FlE, test-db 77— XX— XD some_table 7 — 7 /L% 5 my-bucket N7 v kD my_schema/
my_table WADTINRT—TNIZT—RELI AR—bFLET,

iz, my_schema/my_table RADT IR T — TN EBIRTENET — TV EIERT S Z 212X D, Lake-
house / — R TZDT—7NVERETEE T, ZNE2ITI HIEDFMICTOWTIX, How-To Lakehouse Read
With/Without A Catalog SRR L T 72\,

2.6.4 DirectScan and fallback modes

DirectScan

Postgres Lakehouse &, 2 TV 4{f% DataFusion, FIRERGEICT TV R T 2 -0 IfEH I Z X7 +
MEZ IV Ty > a XDy TELRHAITHRETT, FERINCE. HOHNR Ty > 2a X0 O KR—
MBI 5720, X DEEHIRGIEAAIREICIR D £ 9,

Postgres Lakehouse 1, 2 DDE— F T/ Y ZEITTE LT, ®mMIZ. DataFusion [ZHD W HH DI
T —XR—=ZTH?5 Seafowl ZMHEML T, 72V EERZFITLES L LET, 2 A& JSOND XS5 %
PostgreSQL [EH D/E% [HH$ 5 72912 Seafowl 257 TV 2IK%FE(TT &R WIHA. Postgres Lakehouse (%
PostgreSQL =/ ¥ ¥ 2 — X DFHIZ 7 + —Nw 7 L, Seafowl I37ERBRT—TNaAY TV RA MY —
IVILET,

7 Y DIEFITBWVIGS, FADEI o TWAARENDLH D 3,

EXPLAIN Z LTI IV TS0 =2MHEET S

2 L) —TEXPLAIN #FE{T L. i 7TV — ) — FH DirectScan TH 2 Z L BHERT 22212k,
TOE—FIMEHXN TV A ZHRTEET, fi

explain select count from (select count(*) from tpch_sf_1.lineitem);

QUERY PLAN

Aggregate (cost=167.52..167.55 rows=1 width=8)
-> Append (cost=0.00..165.01 rows=1001 width=0)
-> CompatScan on "16529" lineitem_2 (cost=100.00..150.00 rows=1000 width=0)
(RDR—J12HE )
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(ATDR=I D 5 D X)
SeafowlPlan: logical_plan
TableScan: tpch_sf_1.lineitem projection=[1_orderkey, 1_partkey, 1_
—.suppkey, 1_linenumber, 1_quantity, 1_extendedprice, 1_discount, 1_tax, l_returnflag,
1 _linestatus, l_shipdate, 1_commitdate, 1l_receiptdate, 1l_shipinstruct, 1_shipmode, 1_
—.comment ]
(6 rows)

ZDHE. 7TV —IX PostgreSQL IZ & o THEITE ., Seafowl 137 — 7% 2 ¥ v VT 25510 ARG
L% 3 D CompatScan # B L TL 2 E WV, ZOHADEIEE, MHID COUNT( *) FNTHAZRINICH
B2 % Z & T3, Seafowl (ZBFERDHHT count (* ) ZfF1F 2 DITH L. PostgreSQL (3 count & ME57z
HTI,

edb_admin=> explain select count from (select count(*) as count from tpch_sf_1.
—lineitem);
QUERY PLAN

DirectScan: logical_plan
Projection: COUNT(*) AS count
Aggregate: groupBy=[[]], aggr=[[COUNT(UInt8(1)) AS COUNT(*)]]
TableScan: tpch_sf_1.lineitem projection=[]
(4 rows)

Z 2T, BRI DirectScan MERENE T, UL, Seafowl 2327 TV 2IKZFHITLTWB Z ¥ 2EK
LET,

Seafowl THBIZFITTEZ LD 7TV REETIZDOIMEDL D Z5EE. P R—FrFry bt —7
LTLZEW,

2.6.5 User management

Lakehouse / — RE7ub P a=r 732 %d SRV —FEANTZDLENRHD 3, edb_admin L —
F—rlLTurlA 3323, AV — FPRBETT, edb_admin T—H —1F, 2—%—, B—I)l, BX
OS5 2ERTE 22— -2 —HF—F7H Y2 FTF,

HCP X Z DAY — FEFIFEL X A,

edb_admin OERIEREHLE T 20, FhrFHL o —F—2EHRK L. 5 0EREERZ AR T
EEIR

2.6.6 Loading data

MBEDOT—2DFELAH

NI T AR TF— TN BLEBEDS3 ANr Y h LA Z AR — RIZET 2 Z e BARETT, 7272 L.
ZHIENWL O DOKERFEFELHD ET, INSIEFEROV Y —ATRRXINEZFETT,
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AREIH
o T — 7 UIIGFTANZ Delta Lake Tables ¥ L TIRIFT 20 EXH D 35,
e Delta Lake Table F 721X Delta Table 1Z. < 25D JSON X X 57— R % &¥p Parquet 7 7 A LD 7 *
]l/&\“—‘fj—o
NTy bAOT—200O—F

lakehouse-loader L —7 4 UV 7 4 ZfHH L T, {EE D Postgres f Y AR Y ANBHA ML —=INF vy FDTIL
RT—=TNET =R LI AR—PTEFT, £02—7 4 V7 4 ZHUG L THHT 2 77EDOFEHICOW
Tld. Delta Lake Table tools B LT 12&E W,

FHHZOWTIX, How-To Lakehouse Read With/Without A Catalog =S IR L TL 72X W,

2.6.7 PGAA functions reference

S

A VARV AEDTRTODPGAA 7 — T )b, ZOMWNEGAT, BXUSZREVZMLET,

NFR—=Z—

%l

Returns
Column Type Description
schema_name text T—TILDAF—~
table_name text TF— 7LD H]
stor- text 7 — 7 VDR D44l
age_location_name
path text RGN D % T — T LN DIRA
managed_by text T =T NEAER L Ie 2 —H — DHH]
format text T—=TNDT x—~<v ML delta” F 7213 ice-

berg"

pgaa.lakehouse_table_stats()

B=

Lakehouse 7 — 7L DEFRHN—T a VDAL PHEADOH A XL, TRTOAN—Ta YOFHY A4 XERL
x93,
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NFTA=R—
Parameter Type Description
relation regclass P A X2 BIGT % 7 — 7L D4HT
Returns
Column Type Description
latest_snapshot_size bigint T—IILDBRHFDAF Yy Fay hDNA FEH
(VAR 7
total_size bigint T—=TNDFTRTDN=T 3 yONA D

At 4 X

2.6.8 PGAA functions reference

pgaa.create_storage_location

B=

S3 HDF 7Y = 7 MRIFGFT 2 BT 28 L WIRTEGAT 2 /E L 5,

INFTR—=F—
Parameter Type Description
name text RIFS PR D 4T
uri text S3 Efao A 7Y 27 FETFSHATD URI
‘s3://bucket-name* £ = & *s3://bucket-
name/prefix’ 7% &
options Jjson RIFGFRDA 7> a VEE
FFoay
Option Type Description
access_key_id text REGFRD 7 72 A% — 1D
secret_access_key text REGFTDS — 27 Ly b7 7B AF—
session_token text RESOty>ay h—2 v
region text PRIFBFRD Y —Y a ~
endpoint text REGFROLTY FARA > b
bucket text REFGRI DN v b
use_http boolean TRIFSFMC HTTPS Of8H DI HTTP 23 %

RDR—J12H L

2.6. Reference - EDB Postgres ® Al Lakehouse
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£ 6-HIOR—I DL DX

Option

Type

Description

skip_signature

boolean

RIFGATOBLBELZ 2 ¥ v 79 %

2.6.9 Supported AWS instances

Lakehouse / — RZJET 2 £ X1, mbid A VAR VAT 7 IV =oAL VARV AR T2EIRNT 205
EADHDET, HEELZDIZ. ThoDA Y AKXV RIZIE, NVMe K94 7HAEFREINTVWE Z 2T,

AIREAVAE—BHEDHDTT, TNHDNVMe FI4 Fi&. 72 QA AL T D M EBICO
AEHEIN., BEXUOT A RZIWCTNERT— TN Xy a$3E0EHEINET, 759AX—DBT vy
DT 28, NVMe R4 7T EDITRTOT—EPBFEbONLE T,

SRAFLTF—TINIGKEILEINE T, AT LT —TNDOKGET —RL—F—, m—jL, *RZ L, EEd
N=7vy 7A=Y TN, RIRFEES . —FHEILEBEY A 2B FR L E T,

HPR—FINhTWVWBEIV IRV R

AP| Name Memory  vCPUs Cores Storage

mobid.large 8.0 GiB 2 vCPUs 1 118 GB NVMe SSD

mobid.xlarge 16.0 GiB 4 vCPUs 2 237 GB NVMe SSD

mb6id.2xlarge  32.0 GiB 8 vCPUs 4 474 GB NVMe SSD

moid.4xlarge  64.0 GiB 16 vCPUs 8 950 GB NVMe SSD

mbid.8xlarge  128.0 GiB 32 vCPUs 16 1900 GB NVMe SSD

moid.12xlarge  192.0 GiB 48 vCPUs 24 2850 GB (2 * 1425 GB NVMe SSD)

moid.16xlarge  256.0 GiB 64 vCPUs 32 3800 GB (2 * 1900 GB NVMe SSD)

moid.24xlarge  384.0 GiB 96 vCPUs 48 5700 GB (4 * 1425 GB NVMe SSD)

mbid.32xlarge  512.0 GiB 128 vCPUs 64 7600 GB (4 * 1900 GB NVMe SSD)
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3.1 EDB Postgres Lakehouse Architecture

3.1.1 EDB Postgres Lakehouse & &

EDB Postgres Lakehouse (&, PostgreSQL D D HEREZ R L TTF— & L A 7 X + L —I CEZEIHEL. ¢
KDOTFT = ZR—ZADEEHE B DA T2 7 PR ML =Y DR =Y T4 £ aRMIREHAED
TET, TOT7—F77F¥ITLD, MBI SRS T — X RX—212 7 — X 2B T, S3. Azure
Blob Storage. % 7213 Google Cloud Storage IZfRIFZ N TV B REXNA MO T — Xt v M U THEME
7% SQL O &FATTE LT,

ZDR—IX, Analytics Hub D—ET3, EE2RF LS = a VIOV TE, K% JEL 72X W Analytics
Hub — Analytics Accelerator Concepts — How-Tos (Runbook-Aligned)

LATANDRAT7 IR—FE, T— RV 2T NVR T =X A ZROIERDBERZHRLE S, 7FV T4
JRT 727 —2—PGAAZ. AT LARKRTEET — X Z2HFF$ 2D TId72 <. Apache Iceberg % Delta
Lake DX O BRA =TT —=TNT7 =<y b RFHLT, 7—2PERETL2HAZEERARL, £ 7Y =
ZIARL—=YTDACID b 0¥ 7> ary, AF—<DHEH. BLOXA &~ I NAUERERRMEEL £ 5,

312 LAINDRT—FTIFvH o BEZRITBA

F=RAR—2BBEIL, LA 7 Y ZERERTER LT, BRXIROEWEEILA b L — Dl 2523 L
SERR T 7 7R AR LS, EffiZs PostgreSQL A hL—I 0564 TV 27 P A L —IIZERE
F—REZHHBICA 70— FLET,

TFT—=RAIVSZTE, A7V 27 AL =R ARFESADHREICEINT T —Z R T4 V2K
B, EBHI AT LS AT AOERZ ETL 70 22 HRELE T, LA NIRRT —FFT7F %
. X7 — IR EN L TAYy F RN -3 vy —2n—FOWAZYR—-—bLET,

T=ATF)ZRE, FNMENRZSQL A VX —T 2 A AN L TIRTOMBT—RIC7T 7€ L, FHiC
2B AN L — Y DM R BEE IS, AL — a > D PostgreSQL 7 — X L JBFEL £ 2N AT — T )L
DOMFERELE T,

TSR ITFA—LF—LiIZ. LV FINDA e a—T 4 P TI Y R— T R3RETH T —FT

JF vk FEL FT, Spark IZHEHEL LRI L, Analytics Accelerator 134 > X F 77 4 77 2 ) &g
L, IRTHRCEICRZ T XTI EALET,
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3.1.3 Lakehouse 77— TV F v %2 EBH I D A&
BEERXNEBER/NZ—

NATVy Fe3x =Yy —FRIEFALEHA YA b= %ZN L THEHOD Lakehouse / — FZ B L 73,

- - Configure storage location for lakehouse data

SELECT pgfs.create_storage_location(
lakehouse_storage,
s3://analytics-bucket/lakehouse,
I"region”: "us—east—l"!

)5

- - Create external table over Iceberg data
CREATE TABLE sales_history () USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.storage_location = lakehouse_storage,
pgaa.path = warehouse/sales.db/transactions

DE

- - Query seamlessly across storage tiers
SELECT
DATE_TRUNC(month, sale_date) as month,
SUM(amount) as revenue
FROM sales_history
WHERE sale_date >= 2024-01-01
GROUP BY 1;

HEOLTP + OLAP 7—* T U F v

HEHY—Zo—RenHiv—2n—F2E—075y b7+ — A ICHEAELET,

- - Hot data in PostgreSQL

CREATE TABLE sales_current (
sale_id BIGINT PRIMARY KEY,
sale_date DATE,
amount DECIMAL(10,2)

D

- - Cold data in lakehouse
CREATE TABLE sales_archive () USING PGAA
WITH (

pgaa. format = iceberg,

pgaa.managed_by = lakehouse_catalog,

pgaa.catalog_table = sales_historical

);
(RDR—=I12Hi )
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(HIDR=TI D 5 DfEX)

- - Unified view across tiers
CREATE VIEW sales_complete AS
SELECT * FROM sales_current
UNION ALL

SELECT * FROM sales_archive;

314 7—FT7UFvIAVR-V}
ZF—hLALAINIZ/ =K

Lakehouse / — Rl&, 7 —X 20— W VIR FEREIIC, oMV —2u— FYHOHEHDFHEY ¥ — X2 1Et
LET, ZORT—FLRATHA VICZED, T—RBTE B 7 VERICESWTERRER T =) v
DATEEICE D 9,

H)—=RE 7FHVT 4 ZRT7 7€ 7 L —X—HRMEEETIL X N7/ 5E2 72 PostgreSQL A X v 7 B 54T L
¥ 9, fVIEN PostgreSQL 1 ¥ & —7 = A4 RE, BHFEDOY =27 7V —> a v e OB % REE
L. BIZKRZRT ML D VD07 =) HICEEL X NIz 7 =< Y AR R L £ 5,

J—FREBEXEZF—ZEN L THBITHEIN, SAFTLDAL VAR RTh=21i5|7 21 D%E
IWAREICR D £ 5, u— RT3 —i, FIAHARER ) — Feficr v —%208 L. AL KV
VUBRART =5V T 42—l EEMELET,

R MU nfoTIITOO Y

Apache DataFusion (&, X7 PULIATZ Y I V25l L., FIIRT—22TZ e TR Ny FTUHL %
To TOT7TB—FITLD, CPU F v v ¥ affHIRPRAM SN, DHriRfEZBIICER{LS % SIMD &
BLDSAIREIC 72 D £3,

IUINE, 74NRETAI 2T avEAMNL =V LAY —ICHBIIZ v > 2 L, F— REEEZR /)
FRICHIZ T, =T 4> arN—=r kD, ARDBHHINIHNICT — R 7 7 4 V2K
RPN ET, IO ORELEHAGDE S Z & T, PostgreSQL O HFAMEZHERF L2 h3 5.,
HHDOOM T —ZRN—RIZEZ 7 T VT =<V AZRMELE T,

TRTT 4TI —DFTIE, FATHICR A I N ERED 7 — ZRHEICEDOWWT, LIS 235 L %
T FIHAMGHAREZ A A FLETH, 2o id, 7)) OETIIL T TRGER & LTIk 2 B2
Rt L9,

AbL=CHRELA Y —

PostgreSQL File SystemPGFS 1%, 284 7Y 227 PA ML =YY AT LAANDH—7 72 2% L 5,
ZoMEbL A v =i BEE. Tu FaroEN, BRUOST 4 —< Y RAORELEZEEINUEL £ 7,

CDTRAT AL, WAFTLDARL—I Ny 7Y RERBICHR—FL, 277 K70, X—I2%/
Wb, FRETI IR AVTLIRDRA ML=V RHAGOELZZVEENCLEST, A>TV
YMRFr vy allkh, HiIhEZT-INERO—BEUHBEHEEELLRL S, BDBRLOXXT— 24
TEDHIRE N £ T,
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PRy — ) e BT vy 213k, 7299 FERE TR —RNExy VY —2BEZNEL £ 3,
ZPL =L AY—1d, BEINELATYI— 20—y MERIcE O WT, BEsRsx— 2 HEIN
WL 5,

T—7INT =Y FORE

Apache Iceberg & Delta Lake DA 7 4 7HKR— Mk D, XVEEHRT—XTas X7 L OHAEERH
PEDSATREIC A D £ 3, Analytics Accelerator 1%, 7 — 7V DX R F—XEFARD . FEMEKEZLHE L 3
WAF =2, R=T14>vay, BLUTZ 7 A LVOGFEZEEL £,

Iceberg 7— 7 NDGE, AT LF AF—<iEft, BLAA—T1>a=rr XA LT
ZEUTERBEELY P2 R—PLTVWET, X JOMEICED, BOayCa—T1 7Ty
DU TOEBT -7 AR L X 27— X OFEMD IR D £,

THAELA 7 DY R— MIBEGRAIRD BIEICELRZLYTTED., BFEOT—X LA ZHENDT 7 £ R
PRMLET, FI UV I Y arya S OBInEEEBNICHREL. TAE T — TN ZEHED PostgreSQL Y
L—>arye LTRRLETD,

3.1.5 N7 +—< > A%
9 T ) BELEEE
ZIVFTF 4w A P =k, EFT IV EERT AL XA 2 Y RABEBOBERFRLE3, 7— 7

AERD X ZTF— 200 DR, EEIEFE L EFHRIEE A FLET, 7740 AT —1F, =74«
avIN—= VDAL X RTF—RBIEDO L —N—~Ny FONF 2% D ET,

WFET v a &3, B 7 4 VZR—%B2 T, BHLRALEEEEDET, YATLEF 7)) &
EZ T, A ML=V LAY —TEITINZBERRALL., T—ROBEI L HEEELZHIRL 5,

AR MR—ZADRBETIE, v bT—=ZBIE, T—XORAME BLXUE7+—~v MEBORMEEZE R
LET, 79003 =& Frvda, V—VaVyAML—JRHEETSED, FREFI70R Y-V gy
RN E D D DITHIE L E T,

FrYyIIT—RTIFY

BEOX vy a2l A¥ =13, 7V —20— RFT—BRNGEDIEL 7 7 AKX -V 2 R#ELL 5,
ARF—=RZDF ¥ v 22L&, WX ITMRE AF—<HREREOBED BRLBAEICRD T, 774
ALV DF vy ald, BT 72 REN 5 Parquet 7 7 A V% B —H)L SSD IREL 3,

JIVRERDF v v aid, A7 VPREDRLETEINLE Xy aR—FeLR—- b7 —270— R
MIGLET, FryPafMbA D= LET TN T+ =<y FON=Ya VEMEPEEREL, BTk
T EAPEEINGETH —HIEZRIEL £ 9,

BISR X v v 22 BHIZ, 77 ARE -, 7Y aR b, BIMERARER Y Y —RIZESWT, R
Rl Ed, Ky b7F—2R@3F v v aSNAEETIN, 2LV FF—RBZ—-Y 7Y ML, &
7YY — AR MR L LT,
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RT7T—=3EUT1—DERFR

KUV ENVRAT—0 7%, /7 —FZEMLT, EITHDOV—2uo— RE2HEE3IC7 ) ORIRET
&@%M%%@Li?oXT—bvx7—#77%¥k;b LW/ — P37 ) LEgENIcE
AL %9,

FEAT =V Y 7E, EDZLLDXEY 713 CPU ZRE L T 28R 7 2 VIS L T4 D/ — F
UY—REHBLET, YRTAE FATRER Y Y — RS W THHVLIE 2 BEIRNCHEL. VY —
AetilES® s Z e {ERARERIELET,

APL—YDRT =Y FA T2 PR =V RN LU THN L THRE L, FE FERIEDF — 2 08y
MEHRE—FPLET, AV Pa—T4 VPR ML=V 0T 2221k, AT 220 2—
T4 YT aAA MR L TREEDOBRT — 22 FTE X7,

3.1.6 {HE/NZ—
BEBILR b L—S DR

#Hi#l3. PostgreSQLAFET — 7 LA I N RBET — TV ZflAEDE S ZLI2Xk D, BEELA L —
VERFEELET, FI UV I a rO—BWURBERRIED T — &3 PostgreSQL 125 D 523, HW\T —
REATO 27 PA ML=V IBITLET,

HERSATR Y =&, FaEfil, 7272 %—v, $RB IR RNV —NIZHIWTT -2 2BE L %
T, BT ntRiE, T—XOBEWEMER L35, 178D PostgreSQL 7 — X %, 7717 =) HICK
B XN 7=FIRD Parquet 7 7 4 MITEHL F5,

BB 7 TV —T 4 Y E BERICEDOWT I LY ZEYIREICHE L £ 5, KERX—2027 V13,
W77 DJED 5 OFERZ BEIFNCH G L. FEZ 2V EEL L TR 2 — 244 L £ 3,

RIVFIOOYOT7FITFT14 IR

VA INIRT7—FT7F %, SEIFERY—70— &AL, FICHEHODa  Ya—T 4 7y d 0%
HHR— b LET, Apache Spark | 3#HMEZ ETL ZEH ML, 7F VT4 7R T7 72T —R—=1FA V&
7547 SQLZ Y —BEEL, HHEE S5y 74— L3 N -V T RICEET VAL E T,

HEF—TN 73—y MDD, YOIV UPERLFETTI20CERRL, —BEPRIEENE T,
FoUH T arogliickh, BR3P Vs ORFEEROBELHIEINE T, ZOEMIC
XY, HBZE - OHEEOERFEZHEZ LS, &Y a TICHRERY —LVE2HHTEET,

AMV—=22T79

BHOAN) =22 T 59 b7 4—0F YA 278"y Fa3y bEFEHALTLA 2 AT ZT =TI
HEBCHIICE ZIAAE T, Analytics Accelerator 1Z, R+ v F¥a vy MpBE2N L TUIEY 7L X4 ORI
ML, EITHOERICL 21O T —EH LA TV RREZMRIEL £75,

Apache Kafka X Amazon Kinesis D X5 A XY M A MY =3I V7 27 40%, MAKOHZ A L —DY
DIEDT= DIV A VNI RT =TT —RZ2ELET, A MY —I ¥ 74P = R ¥ SQL 7
EHAGDEDZ LT, VT7AEXA LONERME, BIEE=2V V7 BETHINMREDL -7 —X
MABEICR D £3,
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3.1.7 ERLDEESEIA
BAETI

NATVy Rex—Y v —%N L= BEERZ. BEbXN o ya=ry 25—1) 7, BXWY
XVTFFURBEBELES, 799 b7 4—201F S —FDIALTHA TN, vXxaVT 4 EHF, BLO
R F—< ADEELE BRI L 5,

BE2EEERMIZ. 177 A7 7F ¥ EEROEELTHIHERE LT, FFEDa Y 74 7V AEH%
72 37D Kubernetes 4 >~ 7 7 A b7 7 F ¥ 2Fioiid,. 2 0546, BOEHADERZERL 3,

NTTUy REE, G ay tn— LS L -V HOEET—&X L — V2 HAELEET, 20
7 7u—F%, BIEOBBRL L HHINRER TN T — X TEEHONS 2% DT,

EZRUVITEHR

RAZE=ZY O E, JZURTH3—< VA, VY —RAfFHE, BLXUA ML —IT7 7R RR—
PEBHLET, ZZVEMSRRM., A3y E&N/7—X, BIU—T 4 > ary -7 OEMER.
RO ERLET,

AP =X MV ZF, R—=T42a VBB Fy vy a K —F@BHIT ATV EANRKR -V
HSMZLETS, 7— X7 7 ADKRy PARy M, T V774 XA R a—FRERB—T 4> =
VAF—LDERMERBLET,

UY B MY v 213, F1 0T 4 P50V e R5—) Y TORERHA FLET, CPU,
XEY, BXUOFYy b= DFHERE—VIE, V—a—FParVa—T4 7, XEY, /2
VORNT Y RTHENEIDERLET,

EFIUFAT—FTIF ¥

LAIZADREF 2T 4 ETME, RIALFTNLDULA Y —IZblzo TEZEHiHZFHEEL 3§, PostgreSQL
DU —NVR=2AD7 7L AHIENE L —F —HRZEEL, 727 AL =Y IAM R =7 —%&
772X EHIEL EI,

BEetid., 7297 R ung X—DiESt— R ERREIREZ—ElXF—2FHL T, RET—%X%
RELET, FSUAR—PLAVY—F2VUT41F HE/ —FEXAPL -V RAFAMTEHLTY
37— REEELLET,

EEa N, av I 547 R X 2T 4 0O DITRTOTFT—X7 7R 2EBWLET, 7
vy, ANL—I7rk2uY, BEOEIFARY M. YA T L2OFRERRESZEICAHELLE T,

3.2 Apache Iceberg Integration With Analytics Accelerator

7t Hybrid ManagerHM (&, BRIE2(AT Postgres, 7747, Al Z 70ty a =2 7B XC#RES 570D EDB
DAY ba—ATL—=rTF, 7FVT47AT7 727 L =X PGAAF. LA 7 TR, BEEL. BXU
R7 b7 =) #RE%Z (#FH L T Postgres ##L5R 3 % EDB O HHSRERIE L £ 3,
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3.2.1 Apache Iceberg & I&

Apache Iceberg 1Z, 7Y =27 PR ML —JITHERERINLT—X VLA 7127 —XR=2AD X 5 LEENE%E
b1 T AT T —TINERTT, WERDT7 7 A NR—2AD7 T —F L1382 D Iceberg IX. Parquet
R ORC LY DIFHET + —< v b L OHBMZHMEFF LA 5, ACID + 7 %272 ar, ¥ —<DiE]L,
BLUEEA LD TUERER IR U £ 9, Analytics Accelerator PGAA (&, Iceberg ZIEH LT, A7 =7
FRFL =I5 T —XEBHETIC, REANL MREBD T — XL A4 712X F % PostgreSQL 7 1) —%F
ML ET,

Z D=, Analytics Hub D—E T3, BRI LS =2 a VIOV TIE, K% ZE L 72X W Analytics
Hub — Analytics Accelerator Concepts — How-Tos (Runbook-Aligned)

3.2.2 Iceberg DFEEZFERT 3 A

T—RIVIZTIE. Ax—~ DL AR DFARD /FH X ALEELHE L T2 EEEOE VT — &8
AT T4 DD Iceberg T— 7N EFEHELET, Hold, 72V 0—EERHR LA OA MY -3
T AABZ IR T 2 Iceberg DIEREZ G L TV 3

F=RTFURRMZ, FNEN SQLEXEZHH LT, 7FV T4 2 A7 27+t 5L—&X—%A LT Iceberg
T—INEREL, HICEIZA ML —YOEMIEHRETICXA LN TNV D) EN L TREET — &
77 ALET,

TS5y kT A—=LF—LiE. Spark. Trino. B X PostgreSQL 3R LT — Xty MZ—BLT7 27t AT
SWEMNDHBZINF T YV IREDEME & U T Iceberg Z R L £3,

F=RYPAITYT 1 AR, Iceberg DN—Y 3 =V VRERERTER L CEBREZHB L, FFEDKRET ML —
=V T=RIT7RA L, ETNVOBEBEMEZRIEL 5,

323 7FUT14UVART7UESL—42—Tlceberg ZERAIT 3 HE
=% N: 0k AN A

Analytics Accelerator % Iceberg 77 & 0 ZZ##i L T, BIfFO 7 — 7 V2B XORE L 7,

- - Add Iceberg catalog
SELECT pgaa.add_catalog(
data_lake,
iceberg-rest,
I"url”: "https://catalog.company.com",
"warehouse": "analytics",
"token": "auth_token”!
s

- - Attach catalog for querying
SELECT pgaa.attach_catalog(data_lake);

- - Query Iceberg tables directly
SELECT * FROM data_lake.sales.transactions
WHERE transaction_date >= 2024-01-01;
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SNERT— T ILDER

Iceberg 7 — X #5833 PostgreSQL 7 — 7V EEHZL T,

CREATE TABLE customer_events () USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.managed_by = data_lake,
pgaa.catalog_namespace = events,
pgaa.catalog_table = customer_activity

BALESNILITY
MO a -2 ESIEET - X7 72 AL TS,

- - Query data as of specific timestamp
SELECT COUNT(*) FROM sales_facts
FOR SYSTEM_TIME AS OF 2024-12-31 23:59:59;

- - Compare current with historical state
SELECT
current.product_id,
current.price as current_price,
historical.price as year_end_price
FROM sales_facts current
JOIN sales_facts FOR SYSTEM_TIME AS OF 2024-12-31 historical
ON current.product_id = historical.product_id
WHERE current.price != historical.price;

3.24 Iceberg 7—F TV F v =R T S
X B T—2EE

Iceberg 1&. KHIELR AT 4 —< YV A ZMFF LB O EERBREELZBNCT L3 /RAEXT—27 %77
Fr2RELTVET,

XBRTF=RIT7AIE, AF—~<, =T 4>¥a=vy, RFvTvay VEBEZELHEDT—7 10D
REZBMLET, 7—IAEELEETLZ-0, FiILWXEXT—XT7 7 A ADBEREA,. XA L FFTL
LI DO AN—2 a U MREINE T,

RZTIRAMIUZRME, R—=F4¥arIL—=r7ofidz2dHLTT—& 774 00aLryar?
WELES, 7FVT 4 2AT7 725 —R—13ZNSDMEZ2HHA LT, 7)) OETHBB I NS H]
WARER 77 A NVDRAF % Y 2HRLE T,

YZTIRAFIT 7L, HADF—R 7 7 A NDHLOVDIREDBEENTVET, Zhs0HtEIc
k0, BEDT Yy S a BT UREMNIRD, TFIVTA7AT7 75 —X—1F, —HT2172E8D3Z
EPWTERVWT 7 ANV EAFY TTEET,

44 %5 3 & Use Anywhere




Analytics Accelerator, J1)—X 1.3

BLN—FTa>ay

Iceberg 1¥, IERRD =T 4 > a=v 72N L T2 =05 —T 4 > a VOBEMIZMRILL T,
) = ZEHARRIERFEH L ETH, Iceberg lZZNHENR—T 4> a > 7 4 VX —ICHIPNTERL
£79,

- - User writes simple query
SELECT * FROM orders WHERE order_date = 2024-03-15;

- - Iceberg automatically prunes to day=2024-03-15 partition
- - without user knowing partitioning scheme

oG ticEk b, 7Y RLEEEFTIISN—TFT 1 > a rOfELAAEEIc R D 5, k. BEEO T Y
r—aryEHETIC, T-XBOBEINIG U T S—T 4 Y a vy VBRI TE £,

SBT3V ETIL

Iceberg 13, R+ vy 7> ay bpBEHHLTA T 74 I X7 4 v ZERFETHIEZEELET, 714 X—
. 7RI v 2RISR EZFLVWARFy I ay bEERL, VX =2RELEICO 22O T —H
LT =T NVIRERBIETE 2 LKITLET,

Analytics Accelerator (&, ZDETFTAZEH LT, KIEATREL 7 TV RERZHRMEL T, A MY -3V F >
AT LPFLWT =R 2 EZRAOLHETH, REMETEN20M 72V -3 Fy Fay b7 7k
A L#ET, iAID -FEZAADOHEZHRL 3,

3.2.5 X¥—T bk

Iceberg i, 7FV T4 ZRA7 7251 =X —DFESQL a~v Y FENLTRMEINS, T—&2HFEH
A% DBRVEUENZRAF - DEE 2P K— P LTVET,

BLBAX—TYDEE
F—RT7 7 ANMCFERMATIHEEBMN, WA HE, -3 Fey 7LET,

- - Add column (instant operation)
ALTER TABLE customer_events ADD COLUMN region VARCHAR;

- - Rename column (metadata only)
ALTER TABLE customer_events RENAME COLUMN usr_id TO user_id;

- - Drop column (marks as deleted, data retained)
ALTER TABLE customer_events DROP COLUMN deprecated_field;
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247 70E—>ay
BHEOEITIGC T, 7= 22 ZRITHRL £ 7,

- - Promote int to bigint
ALTER TABLE transactions ALTER COLUMN amount TYPE BIGINT;

- - Promote float to double
ALTER TABLE metrics ALTER COLUMN value TYPE DOUBLE PRECISION;

N\

3.2.6 hEOJHKENT—>

Analytics Accelerator 1%, Z L ENDIEIL 2 5EHEMFIH L 7AEED Ieceberg & u FFEEZ Y R—F LT
WE T,

REST h4#0%

REST &1 2%, HTTP 7B F a L Z N L TRV X —=a2— b IALRKEEZEMEL £9, AWS Glue.
Tabular, B X UOH AKX L FEHEZ, FEHE(L X7z REST API 241 LT Iceberg 7— 7L 2 NBAL 5,

SELECT pgaa.add_catalog(
aws_catalog,

iceberg-rest,

!"url": "https://glue.us-east-1.amazonaws.com",
"warehouse": "production",
"credential": "aws_iam”!

DE

AWS S3 7—7J L

AWS S3 7 =T e DA T 4 TIEIZ KD, ==L 2D Iceberg 7 & 1 FHEREI RSN F T,

SELECT pgaa.add_catalog(
s3_tables,
iceberg-s3tables,
I"arn”: "arn:aws:s3tables:us-east-1:123456:bucket/analytics",
"region": ”us—east—l”!

)N

Oz bRy —

Nessie 1%, Git D & 5 &7 % Iceberg 7 — 7VITBAII L. EBRDH ZRAIEEIC L £ 355

- - Query production branch
SELECT * FROM catalog.main.sales_facts;

(RDR—J12Hi )
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- - Query experimental branch
SELECT * FROM catalog.experiment_branch.sales_facts;

(BIDR—T 5 D X)

3.2.7 N7 #— > ARELERER

771 ILIERK

Bl 7 7 A VA4 kb, IR Y /O ZIROAN S V 2ABENE T, BEOLEHE N LT 128~512

MB @ Parquet 7 7 A V%2 X —47 v MITLET,

- - Compact small files for better performance
CALL pgaa.compact_table(catalog.schema.table,
target_file_size => 256MB);

vV —hoORi#EL

77 ANNDT =R EANEZ L &, EFMEDBH L, BIREZZAF v TH5AH

ZhET,

- - Z-order by frequently filtered columns
CALL pgaa.zorder_table(catalog.schema.table,

columns => ARRAY[customer_id, order_date]);

A TF—2ER
EHIR X T F Y RITE D XX T —RDOMBEPHERI SN E T,

- - Expire old snapshots
CALL pgaa.expire_snapshots(catalog.schema.table,
older_than => CURRENT_TIMESTAMP - INTERVAL 30 days);

- - Remove orphan files
CALL pgaa.remove_orphan_files(catalog.schema.table);

3.2.8 —EMIBHENE—>
EEBILA ML —ST—F79F v
PostgreSQL DJEF 57— & ¥ Iceberg DJEET — X 2 lAEDOEE T,

- - Unified view across tiers

CREATE VIEW sales_unified AS

SELECT * FROM postgres.sales_current
UNION ALL

SELECT * FROM iceberg.sales_historical;

3.2. Apache Iceberg Integration With Analytics Accelerator
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RILFI>o>7Otys vy

Iceberg DA =T 7 4 —< v MZED. V=L ORI AIREIC D £ T,
* Apache Spark 7% ETL £
s PHIUTFA4VR7OEIL—F— M8 SQL 7 ) —
e Trino ¥ A7 2 2RKD7 27— ary /) —

e Flink 2 U — ALY V7L & A4 A50HT

ARV—=Z20F—2D%KE
—BLEAFy P ay EFHLTA N —I VI F—XZ0HEL 75,

- - Query latest streaming data
SELECT COUNT(*) FROM events
WHERE event_time >= CURRENT_TIMESTAMP - INTERVAL 1 hour;

- - Streaming platforms write continuously
- - Analytics Accelerator queries see consistent snapshots

3.29 EEHELDEESFIAE
E-AUIEH
RERART7 =<V ADEDICTEERX MY v 7 E2BHLET,
e RFvTay M XX T—XOHEMERLET
e N=T42arITlDI77AINBE=—X2REL T
e ART—RBREDLATUOI—hEZa 7 =<V AZHLPICLET
e YIVTIN—ZVIDBEME =T 4> a =V JWIEEREEL £ 3

FYNITATSZUT

Iceberg IZA ML=V %AV a2 =T 4 VIO HBEL. MYV LA =) U 72 BGMLET,
¢ ARL=C F—XBERFy TSy ay FORFRIISCTHEMLET
s AVEa—TFTa VY AR ) OAMIIS L TRy =) ¥ 7

¢ XBT—=8 7= T NOEITIE T TEMIIR X > 7 F ¥ A E

BATHER

Iceberg & BXFEMNICEIRAA LT, VR 7 2R/MRICHIZ 3
L X100y b7z —AMGEEDTDIZIET VT4 AINT =Kty P 2EHT 5
2. 7O 3 BT SEQ T T — 7V 2 RET 5
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3. BEBERA $XTOIMT — & % Iceberg TIEHELT 2

3.3 Delta Lake Integration with Analytics Accelerator
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D=, Analytics Hub D—HTF, TERRFEF = a VIOV TX, K% ZE L X W Analytics
Hub — Analytics Accelerator Concepts — How-Tos (Runbook-Aligned)
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1) % Delta Lake @ Parquet 7 7 A L ¥ + 7 > H 7> a a3 2 @b X 8 EICE R L 5,

SATAT—FTI7F X FAEa—T 4 VI EAN =IO THL. V—2 10— FEIZHESWTH
VL7EAT =V Y 7RARIICLE T, 7T VALHIE, DeltaLake DR b L — AR IR NG 27z
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333 FIELAIT—TINIT =T vk
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LLTTF— &S LET, 2O HF Iy aruild, TRTOT— INEEDTELIERFE
L. #llla> 7 o347 Y RCHRIRBZARA Y b AV RZA LT T) L EBEKREEZ AL ET,

CD74—<y MEATT 4 IRT 4 v ZRIETHIEIZHEL, 54 X—DPEEEZETL TS L FI
BRDOY) —X—=DT—=RT7 7L ATEFT, ZOTHA LD, F=ROEHFFIZITHY—2ra—F
70y r$5ZeRk, —HLAEZZVREIRIEZNE T, Analytics Accelerator 1%, 46 D—H M
RAEZTEH LT, BB 2T —EPEHEINLGETH, BEEOESVWI Z VKRR £7,

Delta Lake 7 — 7 VD 7 7 4 MEKIZ, 7TV X = ICEDEMEATRER S —T 1 & a Y AF — 4
KIRENE T, —fREVEAR—T 4 > a = ZEIZICIE. FERIIT —XOHMR—Z2AD =T 4 > a=r 7%
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3.3.4 HiaHEEE
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AMU—=Z2T5Hh
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3.3.7 BITDEREFIA
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F—RY 27 AT ZOBITIE. BE. BEOY R T A THREDEH T — X2 Lans, SAXLA Y
NDBRET—=ZDT7 —H A THOHEED T, BITHRHPICZ7F VT4 7AT7 7271 —R—I 2V —Z
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TA4Z Use With PGD

4.1 Tiered Tables With Analytics Accelerator
411 BEET—T L ik
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INTEARRE DOREEIE B, B DIEXIIH AR —HF—ERICV T NAVERA LDT 7R 2B e L, B
7 — X MR & TSR E $5
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- - Create a time-partitioned table
CREATE TABLE partitioned_table (
key BIGINT,
inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
revenue DOUBLE PRECISION,
comment TEXT,
PRIMARY KEY (key, inserted_at)
) PARTITION BY RANGE(inserted_at);

- - Create yearly partitions (no offload yet)
SELECT bdr.autopartition (
relation := partitioned_table,
partition_increment := 1 year,
partition_initial_ lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE
);

- - Wait for partitions to be created across nodes
SELECT bdr.autopartition_wait_for_partitions_on_all_nodes(partitioned_table::regclass,
«, CURRENT_TIMESTAMP::text);

F—REHFHEL, A—ILFERX—F4>arDr7ua—FEEHILET,

- - Insert sample data
INSERT INTO partitioned_table (
SELECT
g,
2010-01-01 00:00:00::timestamp + INTERVAL 1 second *
(EXTRACT (EPOCH FROM (CURRENT_TIMESTAMP - 2010-01-01 00:00:00::timestamp)) /.
1000000 * g),
g * 0.001,
encode(sha256(g: :text::bytea), hex)
FROM generate_series(l, 1000000) g
s

- - Reconfigure AutoPartition to offload partitions older than 1 year
SELECT bdr.autopartition (
relation := partitioned_table,
partition_increment := 1 year,
partition_initial_lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE,
analytics_offload_period := 1 year
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F7O—RkRNE—>

AutoPartition . RN —XDOMEE{LE BB L E3, T— 7LV 2K0FFH/HhZa sk Lt 7o—
Rz, otV —va vy 2L ET,

- - Example: offload an entire transactional table (no catalog)
CREATE TABLE transactional_table (

key BIGINT,

inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,

revenue DOUBLE PRECISION,

comment TEXT,

PRIMARY KEY (key, inserted_at)
s

- - Enable replication to analytics storage
ALTER TABLE transactional_table SET (pgd.replicate_to_analytics = TRUE);

- - Optionally convert to PGAA to read directly from Iceberg
ALTER TABLE transactional_table
SET ACCESS METHOD PGAA,
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table
)3

ot za—Fik, 72207 —TNVZREIL, ZDT—TNDAEA TV —RTEHILIZEDER
TZE9,

BEGIN;
CREATE TABLE transactional_table_before_2020 AS
SELECT * FROM transactional_table
WHERE inserted_at < 2020-01-01;
DELETE FROM transactional_table WHERE inserted_at < 2020-01-01;
COMMIT;

ALTER TABLE transactional_table_before_2020 ADD PRIMARY KEY (key, inserted_at);
ALTER TABLE transactional_table_before_2020 SET (pgd.replicate_to_analytics = TRUE);

- - (Optional) convert to PGAA for direct Iceberg reads
ALTER TABLE transactional_table_before_2020
SET ACCESS METHOD PGAA,
SET (

pgaa.auto_truncate = true,

pgaa.format = iceberg,

pgaa.storage_location = appliance-bucket,

(RDR—J1THi )
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(ATDR=I D 5 D X)
pgaa.path = public.transactional_table_before_2020
D
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ALTER TABLE transactional_table
SET ACCESS METHOD heap,
SET (pgd.replicate_to_analytics = FALSE);
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ATV TV I RA2—DIERZRKRT S
e HM X v > 27 KR— KT, CreateNew %27 Vv 7 L¥7,
* Lakehouse Analytics 7213 SO 5 X2 — ZiEIRL 7,

e F—TFUVAINTRAT =<y VERBETEDO0H I T AR —FER L TWS 2 ZHERL
9,

ATy T2BESDEEZERLTLEETV
MR Z#Rs 2 Lot kD on g,
s TUTL— b —HEiRE N T L — FRMEHL 2 IAHRERSE S,

e HAALEI R — 5ZRRERHEITENCIE Start from Seratch 227V v 7 LEFIE L A Y DEEICBE)
HLET,

ATV T3 VA —REEHEHT S
IS RAX—®E
o YSRAA— — —EODLH/-¥ 213 sales_analytics_lakehouse # ASJL %7,
 Password — /] B A — =2 —HF =RV -2 ASILET,
o RY X T2 arTRITEBIML % environment :production. project:q3-reporting 72 ¥,

BEGFR — 7 2 P anf X -V —ya ry28IRLET,

T—RA~R—2Z24 T — EDB Postgres Extended Server % 7z1% Advanced Server %3#R L %3,
* Postgres /\—2° 3 > —Lakehouse #LRIEREZ S L R— P SR TV EN—Y a Y Z2EIRL 5,

ARV AYA R — v —rna—RiI@darYa—74 79 A4 XBFRIRL 9,

BINRE
e XY RT—Y —VPC, ¥7 % v b, EF2VFT47L—F IPKRVAL FURFEREERLET,

e NV IT VT — BTG C TNy 77 vy TRIEZHR L £7,

AT v 7T A FER L AERR
c USRARA—DBIE 2R L £ T,
s IRNTOREZMRL £,
* Create Cluster 27 Vv 7 L£9J,

e HM X'y ¥ a A — FTETIRRZEHL £9
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6.1.5 RICTZEFB_L

Lakehouse 7 9 A X —M7u by a v & N20, KON TEET,

e VS RAA—|IHEHRLTSQL 7V —%2FHITLE T, HM 1RO D FFEMI TIRMED Postgres 7 7 A

7 ¥ b psql. DBeaver, pgAdmin ZfH L %3,
s T—RICTVERTBELIICA ML= h2OJ 2R LET

* Configure a PGFS storage location — Delta Lake £721& 7 7 4 V> X T A X— 2D Iceberg ZRET 3

Ba.

 Configure Analytics Storage and Data Tiering with PGAA and PGD — 7% 2 0 Z7EH ® Iceberg 7 — 7V

2RI 256, $723PGD BE(LT — 7 A2 M T 258,
s LAINIRAT—TILDERLRBRE
* How-To Lakehouse Read With/Without A Catalog
*« PGD 5F 70— RENITVURBET—T I

e Tiered Tubles With Analytics Accelerator DRER %83 5

6.1.6 FELEY D
* Lakehouse clusters in Hybrid Manager

* Analytics in Hybrid Manager

6.1. Create A Lakehouse Cluster

75






77
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7.1 How To Get Setup for Lakehouse analytics

7.2 Lakehouse 77+ V5« U ADKE

D KF 2 XY bTlE, Delta Lake 3 X U Iceberg 7 — 7L Tt AN D BH T 2 FAT T 2 AL E L FTHE
M REFIECOWTHHAL 7,

BTG A A= N— a v, BREZR. CAGEE, hXu M. BLXUATI =27 PR ML —INTy
b &R 2 SOV THHL £ 3

721 J-J)L
o WMEIL ARG VR YRR - a v DR
o SRR ERRIERE LT 2
s 77747 A CAGIFHEDES

¢ TFIA T UVRTTu Y a vy SENEA TV P AL —=INRNT Y FDORE

7.2.2 Eff

RDFRT Y KA X =T PRETT,
* PGD 6.0 Expanded 2} v 7> a vy hN=T a3 v
* PGAA 1.2+

PLIRMRED N — 3 YRR L £ 5,

SELECT name, installed_version, default_version
FROM pg_available_extensions

WHERE name = pgaa;

“default_version’ ‘1.2+‘ ‘Tl%ﬂ%ﬂ%{gﬂﬂl%ﬂbﬂiﬂ?ﬂo ‘

:;35|:1@|ﬂa|@|£%|dﬁjﬁs1x|%|\y|71v|a|y| NY R v [l = [y [ 2]y NAN S fr R

CRD<— 12k ) |

DAE:

K312}
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(FHTDR—T 5 DHEX)

v [

Z|opla | Rica] | pape 2 5 2R&Z =4 TV v FeRr—Tr —TBHIFREY 3 =2 VSR TVS D
rxiifRe LTwg s [Halel = s |

EPAS 7213 PGE Tl " -pgdx" |4 [P [z
@ AR |

il s oo U] |

. csv-table::

B NE

Hip

Dﬂi%ﬁL‘ Vanilla PostgreSQL

:header: Variable,Meaning,Example
:widths: 12,25,15

:align: left

:class: longtable

"PROJECT_ID ,Hybrid Manager Project ID, prj_RAi8WE2xivmeK4qm"

"APPL_URL ,Hybrid Manager base URL, https://portal.eks-04250637-main.edbaiplatform.
—.enterprisedb.network"

"API_PROV ,Hybrid Manager token with []editor[] project permissions,‘baak_abcdeﬂ[]‘
"API_WRITE ,Hybrid Manager token with []write&_catalog[] project permissions, baak_
~ghijkl}-|

"PARAMS_URI ,Managed catalog API URL, https://portal.eks-04250637-main.../catalog/"
"PARAMS_WAREHOUSE ,Managed catalog warehouse name (PyIceberg), prj_RAi8WE2xivmeK4qm-
—.catalog"

"PARAMS_WAREHOUSE_ID ,Managed catalog warehouse UUID (PGAA), cd8c29f6-20fa-11£f0-97cd-
—cfc1662c48a8"

"PARAMS_CONFIG ,Managed catalog config URL (PySpark), https://portal.eks.../config?
—warehouse=prj_RAi8WE2xivmeK4gm-catalog"

"BUCKET_URL " ,URL of the bucket used by Hybrid Manager for offloads, s3://eks-04220339-
—.main-edb-postgres’

I R

e PPV FRY A et |

D

-
—

" “bash

# Using kube_context

(RDR—J12HKi )

78 % 7 Z How To Playbook




Analytics Accelerator, J1)—X 1.3

BIDR=I 55 D %)
kubectl --context "$kube_context" get secret -n cert-manager global-ca-secret -o.
—yaml | yq .data."ca.crt" | base64 -d > ca.crt

# On RHOS or avoiding kube_context

kubectl get secret -n cert-manager global-ca-secret -o yaml | yq .data."ca.crt" |.

—.base64 -d > ca.crt

# On RHOS GCP where cert-manager may not exist

kubectl get secret -n edbpgai-bootstrap beaconator-ca-bundle -o json | jg -r .data.

—"public.crt" | base64 --decode > ca.crt

B CAGEFAZERE, N TV v PR =Y % —T 747V ADAPI L —E RITHER T2 & 2 IEHEE
ﬁﬁﬁ?é?ﬁ@&:ﬁz‘gfj—o

7.2.3 Lakekeeper 12O % {EFT %
API_PROV b —2 Y Z2fH L 3,
1. "7V v F¥%x—Y % — Ul T, Catalogs—Add Project Catalog IZf8] L % 3

2. HEROZEERMHLTISON #abt’—L %3, #i

uri":
—efpRstCQll6m21Gm",

"warehouse": "prj_efpRstCQll6m21Gm-catalog-iXFkMR",

"warehouseId": "dldld4ce-850a-11f0-88fb-af8509011340",

"config": "https://portal-uat-rke.rke.hcp.enterprisedb.network/api/iceberg/prj_
—efpRstCQl16m21Gm/v1/config?warehouse=prj_efpRstCQll6m21Gm-catalog-iXFkMR"
}

"https://portal-uat-rke.rke.hcp.enterprisedb.network/api/iceberg/prj_

SHEAZ NS DT X —&R—1%, 5T PGAA R EENG S X 1 7 % 721X Pylceberg < PySpark 72 ¥ DGR —
MY 753 2IfERHEINE T,

RHOS T, pgaa.add_catalog DE 547 7 AKX —HNSQL AT — X bD,7 Y v URL Db D
\ZNER Kubernetes —E X URL ZfH L %3,

724 N7 NURLEZSELET

T4 T REF, HEHOF TP 2 PA ML —IN Ty bR Ya =y LET, CSPIZESONWT
URL ZHER L F 5,

e AWS ;R— %)L URL @ eks-XXXX #5%{#H L. -main-edb-postgres ZiBML £3,
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https://portal.eks-03242048-v11x.edbaiplatform.enterprisedb.network
— s3://eks-03242048-main-edb-postgres

e GCP K— %)L URL @ gke-XXXX ¥ %ffH L. -main-edb-object-storage ZBINL £5, #

https://portal.gke-05151425-v12x.edbaiplatform2.enterprisedb.network
— gs://gke-05151425-main-edb-object-storage

* RHOS Barman \v 27 7 v /%7213 edb-object-storage > — 27 L v P ERAEL £,

kubectl get secret edb-object-storage -o yaml | yq .data.bucket_name | base64 -d

SHBAPGAA o~ Y FB LUV VY INTF—RRAIZ Y F TR ML —Y% ST %1213, BUCKET_URL {EH 4
BTT,

725 YZF«4Fxzvy

NTVYINTY bADT IV ERZWHRT DA T ar

aws s3 1s s3://beacon-analytics-demo-data-us-east-1-dev/iceberg-example/default.db --

—,recursive --no-sign-request

RDEXIT 7 ANPRRENZIETTTT,

2025-03-18 08:44:38 902 iceberg-example/default.db/iceberg_table/data/00000-0-.
2025-03-18 08:44:38 4340 iceberg-example/default.db/iceberg_table/metadata/4ef9.
2025-03-18 08:44:38 1823 iceberg-example/default.db/iceberg_table/metadata/snap.

FREA Z AU, VT D Iceberg T— Rty FOFEL, TAMDEDIIT 7 LATELZ e 2R L ET,

726 XRODATvT
o How-To Lakehouse Read With/Without A Catalog \ZHEAF T,

o F721&. How-To Read/Write Without Catalog ZF L TL 72X W,

727 TAUT7 Tk
s EHINLREDERBONT Y —h Zn Y V=~ A T7u— FEIELET

e CANYFRLENT Y NURLIE, 7—X7 7Ry —LOEMWTT
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7.3 How-To Read/Write Without Catalog

BB PGD &% H L T EDB PGAA Z#l LT, 2 XA MREILE T+ —< 2V ADAF—Y V7D
OO0 HET— 2R, A 7u—F, BEXRLAIZNANTRAT—F T 7 F v 2 EHELET,

FEHEYEEY b7y TROEERSA—T 4 > a VEMETORERTY -7 70 —F IR LA T LT A AN—
ZOME. BEEELERE. X L —YREEOTEEAE T,

7.3.1 HiRRSM
EATEIEM

PGD & Al M % i 2 7 PostgreSQL (&, h &2 u ZEH, N—7 4 > a VE. BIXURA ML —-IHEHKOE
HEMRTEEL TV 2 0ENDH D £3, PGAA TLEMAEIX. S3 AT Y FARA ¥ M 2ETIEERA L —
PIRAT LAY T =THERRLTA VA=V T2RESHD T, THRAEEZ. A 7e—- K78
T AFDR ML —VREEB DT — XA EE S R— ML E T,

HEZEM

PostgreSQL D %—7 4 ¥ a =Y 7 OMR, AT ahxua s, BROTHT — X X— X EHZ HES
22 &, ShRNREENREICE D E T, ATV PAMNL =V AT AL LA IANTAT —FT
TF v, BEXUOOGH T -0 — FRX—THEBELTWS 2, R EOPEERELT 2 DIKEIBE T,
SQL X7 # —< Y AP OEANLZAFIE. NS TN a—T 4 Ve REILT 774 T 4 B R—F
LXE9d,

=

RIRERE

RIVFIND ) — REHZT27 27T 4 7 PGD 7 5 AR — 3@ AiMEORAR 2124 L. PGAA JEiRMEREIZ )
AL —DMEZABEICLE T, 2y hY—2tX 20T 4 BRI BYR 77477+ — L il
HEEFHL TR N =YY FRA Y bAD T IV RAZFFATI2RERHDET, BEHA V7T X
FI227F %, N0 REARAZOMBY XA L —IFHARZ— VBB T 20ERZD D 5,

732 Ev b7V T BRAYTSANS O F v DIERK
27w T 1PGAA ILRIEREE N T +#— IV AREXWEL TS
FANBXOERAEMS F U F ISR N RETHNA Y T IR T2 F v BRER L T,

- - Setup PGD configuration for efficient testing cycles

SET bdr.taskmgr_nap_time = 10000; -- AutoPartition worker runs every 10s vs default.
—~290s

SET pgaa.max_replication_lag_s = 5; -- Analytics replication lag threshold

SET pgaa.flush_task_interval_s = 5; -- Frequent storage flush for testing

- - Initialize PGAA extension
CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;
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NI+ =V AKEZ. HREBICT AN 7 2—XFHONY 7757 REAZZNEEINEL £, EH
BB, SATLV Y — R BEEHFICH LTINS DOREFZITHMET A3 HE,RDH D 3, PGAA HEERE
HEZ. DA PL—SHiB e LA 2T AT — T VEHORBZIRME L £ 3,

ATV T2ZAML—CDIGFRZERT %

HYILF 20 7 1 MRE LT, HAIRD WHOSH 7 2 £ 2 b % S ABIRIEOT 5 O RS & 1
WLET, CBLEEL

- - Create read-only storage location for existing Delta Lake data
SELECT bdr.replicate_ddl_command (
SELECT pgfs.create_storage_location(
biganimal-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"aws_skip_signature": "true"
Dk

);

- - Create development storage location for Iceberg tables
SELECT bdr.replicate_ddl_command (

SELECT pgfs.create_storage_location(
biganimal-sample-data-dev,
s3://beacon-analytics-demo-data-us-east-1-dev,
"aws_skip_signature": "true"

)
);

PGFS (Postgres File System) o PGFS X b L — 5, FiAMD EHOH T 7t R & & ZALRED
i DIAZEMEN L F T, aws_skip_signature iEE STV v I Ty MSEAINE T4, KEERRE
T, IAM B — V723 BERIEIR 7 7 4 V2 L7 EY) 72 AWS B TEHRMERDIRET T,

ATYTITFIVTA U ADEEAHIGFRZIBRT

HE 7 —& 4 70— FEHD 75 4 <V i RESFTZ 3 E L £ 3, Getting setup for Lakehouse analytics
ESLTLZZW,

p

- - Create appliance storage location with dynamic path construction
SELECT bdr.replicate_ddl_command (
SELECT pgfs.create_storage_location(
appliance-bucket,
$BUCKET_URL || / ||
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT.
1) ||
/analytics-offload

)
);

(RDR—J1THKE )
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(BIDR—T 5 D X)

- - Validate storage location accessibility

CREATE TABLE sentinel_sl_read_test () USING PGAA

WITH (pgaa.format = iceberg, pgaa.storage_location = appliance-bucket, pgaa.path =_
—,nonexistent);

- - Should return ERROR: No valid Iceberg metadata file found (confirms bucket access)

- - Set as primary analytics write location

SELECT bdr.alter_node_group_option(
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT 1),
analytics_storage_location,
appliance-bucket

DE

B R 2L, L FTF Y MRRTOBREECTDHDPGD J — RN —TE4BREENE T, BEX
ML s—T AN ENURFESOMERC X D, BUREREE 2 v NV — BRI R INE T, OHT
DIREGFIRRET R 8. LA AT ZREVED Seafowl 2 TV I VB 72T 4 72D £3,

27w 7 4Seafowl JTVIVS VDT I T1 T =HRT 3

S Z TV UL, LA 2 Y RABEOMERBTETWAE I e #HERLET,

- - Verify Seafowl query engine is running
SELECT application_name FROM pg_stat_activity WHERE application_name LIKE %seafowl%;
- - Must show pgd seafowl_manager for proper operation

Seafowl 7TV > T d, A7 LF A ML —IRAERTHNY —27 10— FORBELINRIT2RAL
S

7.3.3 HAWMO BRI BIFEDT—EANDT IR

Iceberg 7 + —< v MEFRICE D, RF¥ —~< Db, =T 1> a VER, X4 417 UKREZ B0ER
X RTFT—&RY K-+ E{HZ = Apache Iceberg 7 — TNV T 7L A TEF T,

2FYvTERML—RMEESRT S
THHEREZFEH LT, LA ANTRT—TNLDA ML —IFHARE T 5 —< V 2AFE R R L £ 3,

- - Analyze storage statistics for Delta Lake tables
SELECT * FROM pgaa.lakehouse_table_stats(lineitem::regclass);

- - Analyze storage statistics for Iceberg tables
SELECT * FROM pgaa.lakehouse_table_stats(iceberg_table::regclass);
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A+ L —UHEHE IR 7 7 AV, BEOT Y 8T  —<  RRHEICB S 2 AR 2R L. ol
LOPGEZBAIL T, ZNHDX MY v 273 g7 =20 —RDX ¥ RO T4 F530 =0 T8 _T 5 —
v AR R-PLET,

734 FIUY O avT-TAGHAT7O-F
27T RSIHILa v F—TNEERLTT—2EANT S
A7a— K72 EBAAORET -2 WAL T 7> F oy ay 7 =TI L E T,

- - Create transactional table for offload testing
CREATE TABLE transactional_table (
key BIGINT,
inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
revenue DOUBLE PRECISION,
comment TEXT,
PRIMARY KEY (key, inserted_at)
5

- - Insert test data with temporal distribution
INSERT INTO transactional_table (
SELECT
g,
2010-01-01 00:00:00: :timestamp + INTERVAL 1 second *
(EXTRACT (EPOCH FROM (CURRENT_TIMESTAMP - 2010-01-01 00:00:00::timestamp)) /.
—1000000 * g),
g * 0.001,
encode(sha256(g: :text::bytea), hex)
FROM generate_series(l, 1000000) g
E;

F— R, ST+ —< AT A MZT0RARY 2a— 22U 06, HENLRRKBSMAAZ— V%
PERR L £9, SHA256 Nv > 24K, EREIS AFATHOP-RAZEEFF A baryForysEyIa
1/"‘]\ Lij‘o

ATy 710 BhATO—RZHERT S

IXFOBRBLE R T+ —<VADRAT =Y T DDIT, b HF T a T XD A L —IA
OHEIL AV — a yEEVCLET,

- - Enable analytics replication for transactional table
ALTER TABLE transactional_table SET (pgd.replicate_to_analytics = TRUE);

- - Monitor replication progress
SELECT * FROM bdr.analytics_table;
- - Wait until table appears in results (~120s for initial sync)

. J
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TFVT A ZAL T =2 a i RSO RESGC S YH 72 a >y 7 =X Iceberg RIAZAE
BLET, IR e 7 +—~<y VEBERIEL, T—20—EBHD=DIETHFDOL 7Y 7 —
SaYA MY —ABREILET,

ATY9TNMNTFFITAOR)—HE =103 —T 1 X2 kLT 3

HHOV —X—F7 =T NN LT, IMET —X\OEKT 7t AZMHLL £,

- - Create reader interface for analytics data
CREATE TABLE transactional_table_analytics_reader ()
USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table
);

- - Verify data integrity across storage tiers

SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue
FROM transactional_table_analytics_reader;

- - Should return: count=1000000, total_revenue=500000500

DY —F =%, 72V OFBFMEERHERE L2205, BAMIROE WA ML —IADEET 7+ 2224t
LET, T—XOEEMMELICE D, 74—~y VBB L SV —2 a >y av AR LI Z L HiHE
mENE T,

AT 12 bSO a T—TN T )TV ZABERICEHRTS

O—WNT—REWELENES, PMA ML —PRERFAT AL T I ary T — I e
L%,

- - Convert to analytics-only access

ALTER TABLE transactional_table

SET ACCESS METHOD PGAA,

SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table

);

- - Verify conversion maintained data access
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM transactional_
—table;

ot 0%, OMEEN LEENZ SQL 7 7 A2 L) o, O—HIL AL —IDF—N—
Ay FEEBRLUE T, BEFUIDE QX o7 4 7O HAMZHERE L%, n—h L7 — X 2HIBRL 9,
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7.3.5 BELGT—TJIVEREF
ZFYTBTFUTA NS RSO H I a VA ML—SICT—TILEERT S

O—HNDENRT =V ADT T2 APRERF VIO HA7a— FOHEERLET,

- - Restore table to transactional storage
ALTER TABLE transactional_table SET ACCESS METHOD heap, SET (pgd.replicate_to_
—,analytics = FALSE);

- - Verify restoration with query plan analysis

EXPLAIN SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM..
—,transactional_table;

- - Should show Parallel Seq Scan indicating local heap access

EITHEER, 778 ARR -V F 3T 4 =~ Y RAB R EREE T 2 -D0FMERRMLET, 7Y
7T Ui & b, MHIILEMERE R X 721 — )L PostgreSQL £ — A F L — I NDOBITHER I N F
L7,

ATy 714 SR ZERA L TT —2DEMZNIET S
A ML —CHEEER T 2R T 57 —2EEY -7 7n—%mRLE T,

- - Update data in transactional table
UPDATE transactional_table SET revenue = revenue * 2;

- - Re-enable analytics replication to propagate changes
ALTER TABLE transactional_table SET (pgd.replicate_to_analytics = TRUE);

- - Wait for synchronization (~120s) then verify changes propagated
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue

FROM transactional_table_analytics_reader;

- - Should show doubled revenue: total_revenue=1000001000

BEHOEEE, T - XOEEEMRANNIE L 206, b7 ¥ 7o a VEe BRI O B2 HER L
9, A7t RiE, BEOT—X2/fH L T RBEZBEERL £9,

ATy T WA T—TINAT7O0—-FERET S
T — T NDRIEGR T DB I A b L — P IS 53 RIRT =& 7 — 4 T2FITLET,

- - Perform partial offload with consistent transaction boundary
BEGIN;
CREATE TABLE transactional_table_before_2020 AS (
SELECT * FROM transactional_table
WHERE DATE_PART(year, inserted_at) < 2020
Js
(RDR=D12Hi <)
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(HIDR—I 5 DFEX)
DELETE FROM transactional_table WHERE DATE_PART(year, inserted_at) < 2020;
COMMIT;

- - Configure partial table for analytics offload
ALTER TABLE transactional_table_before_2020 ADD PRIMARY KEY (key, inserted_at);
ALTER TABLE transactional_table_before_2020 SET (pgd.replicate_to_analytics = TRUE);

- - Convert to analytics-only access
ALTER TABLE transactional_table_before_2020
SET ACCESS METHOD PGAA,
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table_before_2020
)5

- - Verify temporal data distribution
SELECT
COUNT(*) FILTER (WHERE inserted_at < 2020-01-01) AS before_2020,
COUNT(*) FILTER (WHERE inserted_at >= 2020-01-01) AS after_2020
FROM transactional_table_before_2020;

oA zm—RNckb, HEPRL2Z X ML —YVEEEPRLZ5E8TH. TDOMIrVT—& 54
TV A ZNVEHPAREICIRD £F, IV I a VBRI T—A4 7 akxbor—-2o—Ht %
RAEL 97

7.3.6 9thrA 70— K% {EHM L 7= AutoPartition
ATFw 16 HEIN—TFT o> a>v%=iBRT 3

Ay =5 INRT =2 MDD DBET 4 74 ZNVEBEFHEH L TRERX—ZXD =T 4 > a=rvr
ZHESL L E9

- - Create partitioned table structure
CREATE TABLE partitioned_table (
key BIGINT,
inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
revenue DOUBLE PRECISION,
comment TEXT,
PRIMARY KEY (key, inserted_at)
) PARTITION BY RANGE(inserted_at);

- - Configure AutoPartition without immediate offload
SELECT bdr.autopartition (
(RDR—D1THE L)
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BIDR=I 55 D %)
relation := partitioned_table,
partition_increment := 1 year,
partition_initial_lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE
5

- - Wait for partition creation across cluster
SELECT bdr.autopartition_wait_for_partitions_on_all_nodes(partitioned_table: :regclass,
—» CURRENT_TIMESTAMP: :text);

. J

AutoPartition #5A1%. — IR T —R 7 7 AKX —VICEDLEEEREZFOERS—T 4 ¥ a Y 2/ER
LET, IR TIEA 70— FREZBRALT, v 7y PBEULF—ZDHAAAT = —XHDE
TELTFT—XOBITEIEE S,

2AFYTAT TFRAMTF—ADO—RER—RXSA VA ML= DD

R=F 4 ¥ a NREMNHRTF -2 EAN L, BT OR—ZF4 VR L= X M) v 7RI LE T,

- - Load test data across temporal partitions
INSERT INTO partitioned_table (
SELECT
g,
2010-01-01 00:00:00: :timestamp + INTERVAL 1 second *
(EXTRACT (EPOCH FROM (CURRENT_TIMESTAMP - 2010-01-01 00:00:00::timestamp)) /.
— 1000000 * g),
g * 0.001,
encode(sha256(g: :text::bytea), hex)
FROM generate_series(l, 1000000) g

DE

.

F—ZOu—RIZkh, PHMRER QA MNET Y V8T 53— VAW EAREICT 2 —BE LA ML —
ORI ERAS—T 4 a2 T 2ITR 65,000 L a— RAERENE T,

ATYTI8R=RXFA A L—25h

WFE72 A M L— O isRE 2 B L. D721 AL A7 —RFX MY v 7% F » FF v LET,

- - Create optimized row counting function
CREATE OR REPLACE FUNCTION temp_get_table_rowcount(schema_name text, table_name text)
RETURNS bigint AS [g§
DECLARE count bigint;
BEGIN
-- Uses DirectScan for PGAA tables (1.8s vs 20s without optimization)
EXECUTE FORMAT(SELECT COUNT(*) FROM %I.%I, schema_name, table_name) INTO count;
RETURN count;

(RDR—J12HKi <)
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HIDR=TI 05 DFE )
END |} LANGUAGE plpgsql;

- - Comprehensive partition storage analysis
WITH partitioned_table_info AS (
SELECT
nspc.nspname AS schema_name,
child.relname AS table_name,
pg_catalog.pg_get_expr(child.relpartbound, child.oid) AS partition_constraint,
pg_get_partition_constraintdef(child.oid) AS partition_constraint_full
FROM pg_inherits inh
JOIN pg_class parent ON inh.inhparent = parent.oid
JOIN pg_class child ON inh.inhrelid = child.oid
JOIN pg_namespace nspp ON parent.relnamespace = nspp.oid
JOIN pg_namespace nspc ON child.relnamespace = nspc.oid
WHERE parent.relname = partitioned_table AND nspp.nspname = public
s

pgaa_tables AS (
SELECT
m.schema_name, m.table_name, m.format,
CASE
WHEN m.storage_location_name IS NOT NULL THEN FORMAT (pgfs://%s/%s, m.storage_
—.location_name, m.path)
WHEN (m.managed_by IS NOT NULL AND m.catalog_namespace IS NOT NULL AND m.
—~catalog_table IS NOT NULL)
THEN FORMAT (%s.%s.%s, m.managed_by, m.catalog_namespace, m.catalog_table)
END AS path,
temp_get_table_rowcount (m.schema_name, m.table_name) AS num_rows,
s.total_size AS total_size,
pti.partition_constraint
FROM pgaa.get_all _analytics_table_settings() m
LEFT JOIN LATERAL pgaa.lakehouse_table_stats(FORMAT(%I.%I, m.schema_name, m.table_
—name) : :regclass) s ON TRUE
JOIN partitioned_table_info pti ON m.schema_name = pti.schema_name AND m.table_name,,
= pti.table_name
WHERE m.storage_location_name IS NOT NULL OR (m.managed_by IS NOT NULL AND m.
—»catalog_namespace IS NOT NULL AND m.catalog_table IS NOT NULL)
s

local_tables AS (
SELECT
pn.nspname AS schema_name, pc.relname AS table_name,
temp_get_table_rowcount (pn.nspname, pc.relname) AS num_rows,
pg_total_relation_size(FORMAT(%I.%I, pn.nspname, pc.relname)::regclass) AS total_
—size,
(RDR—D1THE )
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(ATDR=I D 5 D X)
pti.partition_constraint
FROM pg_class pc
JOIN pg_namespace pn ON pc.relnamespace = pn.oid
JOIN pg_am am ON am.oid = pc.relam
JOIN partitioned_table_info pti ON pn.nspname = pti.schema_name AND pc.relname =
—pti.table_name
WHERE pn.nspname NOT IN (pg_catalog, information_schema, pg_toast, pg_internal,.
—.pgaa, pgfs, bdr)
AND pc.relkind = r AND am.amname != pgaa
P

all_leaf tables AS (

SELECT schema_name, table_name, format AS pgaa_format, path AS pgaa_path, num_rows,..
—~total_size, partition_constraint FROM pgaa_tables

UNION

SELECT schema_name, table_name, NULL AS pgaa_format, NULL AS pgaa_path, num_rows,..
—,total_size, partition_constraint FROM local_tables

),

final_table_info AS (
SELECT
schema_name, table_name,
CASE
WHEN pgaa_format = iceberg THEN iceberg
WHEN pgaa_format = delta THEN delta
ELSE heap
END AS type,
COALESCE(pgaa_path, local) AS location,
num_rows, total_size AS total_size_bytes,
SUBSTRING(partition_constraint, FROM N(([A]+)) AS start_bound,
SUBSTRING(partition_constraint, TO N(([A]+)) AS end_bound
FROM all_leaf_tables
ORDER BY partition_constraint ASC

SELECT * FROM final_table_info;

RN=RFAUHERIRTDR—=T 1 > aVF, BFES—T 4 a8 10MB, &ffiZs t 529272 a
VARL—VDRERT Xty FDEF~154MB D type = 'heap' B XN location = 'local' iR
LES,
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ATy 719 BESHA 70— R 28T %

7)) OFBPWEEHER L7205, F— X OB O L & WHEICESWTHEI S —T 4 > a VEELER
MIZLUED,

- - Configure analytics offload for partitions older than one year
SELECT bdr.autopartition (
relation := partitioned_table,
partition_increment := 1 year,
partition_initial_lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE,
analytics_offload_period := 1 year
s

1 MO U EWEZ, BES—T 42 a Y 2BHRNIROEVIHT 4 7T LAEN S, REDT — &
ZEMERER P L —DICHERF T2 28 ICE D, BMET 2 RERERA L =Y aX FOREILD NS VR %
EhET,

ATwv 720 A 70— FigE2ERT S
Ny 27579 FOBITOETRRZEH L., XA ML —YRBEOBITOR T AT —XAZREL XTI,

- - Monitor offload work queue until completion
SELECT

wqs.workid,

wis.ap_wi_started_at,

wis.ap_wi_finished_at,

wis.ap_wi_status,

"partition",

sql
FROM bdr.taskmgr_local_workitem_status wis

RIGHT JOIN bdr.taskmgr_local_work_queue_status wqs ON wis.ap_wi_workid = wqs.workid
WHERE relname = public.partitioned_table
AND sql NOT LIKE %bdrN.autopartition_create_partition%
ORDER BY ap_wi_finished_at DESC;

FTARTOD ap_wi_finished_at fEA3 NOT NULL, [EHIZFET L7222 /R_nT FCEMAL I, WUWHIZIX,
BHE. 14 DJEREASS—T 4 > a > 2010~2025 FIZETDHE 2023 12 10 7L ENRKRETT,

ATYv T 21 AL —CREB DR ZREET B

APL=YRBERBOED Y THatTe a— ANV A ML =Y DHIBRRGEEZE U T, BTN L7 Z & 2/l L
£75

- - Examine storage tier assignments

th+

- - Historical partitions should show "pgaa" with "® bytes"
- - Recent partitions should show "heap" with actual storage allocation
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FHINZHERIZ, Tpgaa) 7272/ EL¥on—H VA L=V 2FHLBESA—T 4 > a2 V&KL,
DHBANDIEHERBATE2HRLE T, LD —T 4 avid, =LA L =YD k-7 77
AR LT, RERRER7 +—<v U RAEEH LT,

ATv T 2B ITERDX L -5 ROIEHR

TR A P L =Y RIT LT RBRERZE R L, AR EZHRELE T,

- - Run same storage analysis query as Step 18 to capture post-migration metrics

- - Verify data integrity across storage tiers
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM partitioned_table;
- - Should maintain: count=1000000, total_revenue=500000500

A =2 ORBELDIER

Metric

Before Migration

After Migration

Savings

Local Storage (Histori-
cal)
Storage Cost Profile

144MB

100%

storage

premium

Uniform fast access

16MB

11% premium, 89%
standard
Recent fast, histori-

128MB (89% reduction)

60-80% cost reduction

Optimized by access pattern

Query Performance
cal acceptable
Manual Eliminated manual intervention

Administrative  Over-

head

manage- Automated lifecycle

ment

HEREZ., A L —VBEESERTERN R ) 7 7 AR LR, AV 757X 7F v
A DOREZEBEERLE T, OO T— X3, BEEHICEDETEMRER L =212 D £33,
BT — 2%, BAXNSEROEWIIR L —YHICREL XN E T,

737 FIITNa—T1 T LIREE
—AREY % R C RRRER

AbL=2O7—>a T IoERERBERER LR L =TT FARL Y bADR Y P U — 2 Hfi%
MRLET, BRNRZ I —T7 A M2HHLT. Ny b7 7 RA[RME L iR 2 MERE L £ 37

70— RUIBBHEAN Y 7 759V FAR 7 X 2 —%E=X L, BFEEEICADHE T bdr. taskmgr_nap_time
ZHRLET, EBES AT LI VY —REHEEDT 7 4V VREERMRIT 20BN DH D 5,

F—ADESHICETRIBRITHEHHERZFH LT, A L —VHEEOBI TR TO T —20—Ht%
MRELET, 7MA ML=, 74—~y NERT 0 2 2B L CRERT —XDBENEHERL T,

JIIUNT3#—=IVADN)I—=33>oL 4703 —kh2L—Ty MZOWTERBILE N0 A FL—
CERHEALT. AN —UMBRETRER A7 + —< VAR THEINET, o—AINLA ML —JDE
FDOF—2Z, R EREEH#ERELET,
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NTA—IVREZZVVY

A ML — AR, BERED 7 ) RERE, BLXUOANY 2750 RER DR TRZBIL £7,

78— FEREPDINER P L =Y S AT LA DIy VY= IR VY — ADERAEEZBERL $3,

7R ZARR—DEMAROIICED, A7 —FLEWMEZREELT 23S, R RE M I
HONWTXEIERIATIAINALR) S —RRBEL TE—F 4 > a VERFETAHREMDR D D £ 3,

CHERRHERRIZ. N TV Yy FRA ML= 7 —F 77 F v RIKTERN L SQL 7 27 & A ZHERF L 72HT 5,

pL

HRT7 =< Y REFE A P L=V aX s DEELDNT v 22 ROBE T — X REE KR IREE L £ 37

7.4 How-To Integrate with Third-Party Iceberg Catalogs
7.41 BE

ZDHA RTE, H— F =7 1 @ Apache Iceberg 7 Z 1 7' 2 #1535 X 51T PostgreSQL Advanced Ana-

IyticsPGAA ZREK L. 97 —2 80— FDY— AL ZABRTF— XL A 7 DHEZRFHECT 2 FIEZ L

ES

3. PGAA X, AEBAH X0 7Y — ¥ R%ES Lz Iceberg 77— 7L DFHAMD BLUEZIAAE Y R—F L.

PostgreSQL B L WifT L THHFD T =X VLA VAV I TR 77 F v RIEHTE £ 9,

742 OVTF A BE

CDHA FORAE

CDOFFaXy TR ROTEZHHAL T,
o Y— K R—=F 1 D Iceberg 1 21 7ZHHE T 5 K 51 PGAA Z KT %
* PostgreSQL & Iceberg 7 — 7O T — &2 70 —Z2HMIT 2
« PGD Postgres Distributed 70— KD A X a Z#i&z2i%E T %

o SNERHTY — N & D IR ER T B

HR—bETNTWVWEHEZOTE1T

PGAA BT OMEEZ Y R— P LTVWET,

* Snowflake Open Data Catalog Apache Polaris &) OAuth b —27 Y EHr O Bt 2 R L £ L7

c AWSS3T—TIL F—TNANFry VRER LA T 4 TIHE

7.4.3 HURRSRMF
COMEERIIAT BRI, KD L EMBL T ES W,

WEBRIAVKR—2V bk
s WY T A ABMHLIET 7T 4 77 PGAA 4 Y A b —)L
* BDR WA AL 7V o —3 a ¥ K X 4172 PostgreSQL 7 7 A X —

* PGAA 7 Z v VEHBEENDER Y 7+ X
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Snowflake Polaris fi & DIHE
* Snowflake DR F 7213 FERE 7 A Y > b
o FHFED AWS 7 A7 > FCRIE S L7z AWS S3 N7 b
¢ S3NFTy MIT 72 RT %7:DD Snowflake D 1T #K:Z

 Snowflake 22 5 D OAuth 27 5 4 7 > + BI&IGIR

AWS S3 F—JILIEEDIBE
e S3F—TIADBEMZR 5T AWS 7AW Yk
o S3 T —TIVEMD -0 DY IAM HERR

o« T—TINNTy b2 LTHREINZS3IANT v b

744 REOT7 TV r—3>

COMAEIED, W OPDEERLI—A 7 —IANAREICR D 5,

1. 94 70— FEHF D PostgreSQL 7 — X N— 20 5B HXMMERDOE A 7P =2 7 F A L =D

JRIET — 2 BEL$5

2. T=RLAVHRET — R EBEI 31T PostgreSQL 5> & Iceberg 7 — 7V R EHERA L 3§

3NATIVYRTFIFTA IR 7R A LD PostgreSQL 7 — X L& 7 TV T Iceberg 77— X D

JBIEZREELET

4. VORT 5w b7 4 —LGFHLEOD Iceberg 7 Z 1 27" % 41 LT PostgreSQL & D Atz > & VT

PR EHET B

7.4.5 EAFIE

Snowflake Polaris #igDt v b7 v

27w 7 10Auth k=27 > ZHI§T %

BEDOHIRD /=, OAuth +— 27 VIIFEITHIS T 24685 D, BRI 1 K T3, XD Python A

VI EHHLT, P2 ERRIELE T,

from pyiceberg.catalog import load_catalog
from pyiceberg.catalog.rest import RestCatalog

# Replace with your Snowflake OAuth credentials
CLIENT_ID = "your_client_id"
CLIENT_SECRET = "your_client_secret"

TOKEN = f"{CLIENT_ID}:{CLIENT_SECRET}!"

# Replace with your Snowflake Polaris endpoint

(RDR—J12Hi )
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(BIDR—T 5 D X)

URI = "https://your-account.snowflakecomputing.com/polaris/api/catalog"

catalog = RestCatalog(
name="PGAA Test",
warehouse="pgaa_test",
uri=URI,
credential=TOKEN,
scope="PRINCIPAL_ROLE:read_write_all"

# This will print your temporary token

print(catalog.properties["token"])

BE NI UHNEREFELET, ROARAT v I TREICRD £5,

27w 7T 2PGAA HROJ %R T 3

KD SQL 2= F%EE(TL T, PGAA I Snowflake Polaris 7 & 1 7' %3815 X SRR L $5,

- - Remove existing catalog if present
SELECT bdr.replicate_ddl_command (
SELECT pgaa.delete_catalog(snowflake_polaris);

);

- - Add new catalog configuration
SELECT bdr.replicate_ddl_command (
SELECT pgaa.add_catalog(
snowflake_polaris,
iceberg-rest,
!"url": "https://your-account.snowflakecomputing.com/polaris/api/catalog",
"token": "YOUR_OAUTH_TOKEN_HERE",

"warehouse": ”pgaa_test"i

);
);

- - Import catalog metadata
SELECT bdr.replicate_ddl_command(ﬁﬁ
SELECT pgaa.import_catalog(snowflake_polaris);

);
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ATy T 3EFTAHMERZIERT S
BDR / — R N—T%2RRT A 212D, IZn I/ NOFEZAARELZENILE T,

SELECT bdr.alter_node_group_option(
(SELECT node_group_name FROM bdr.node_group
WHERE node_group_name != world LIMIT 1),
analytics_write_catalog,
snowflake_polaris

DE

AWS S3 T—JILREDtEYy c Ty

S3 T —7UREDYE. AWS S3 Tables Getting Started Guide I2fE»> TT— 77 v F Z{ERK L. PGAA
DOWRRFIC & 7 & 4 7 LT iceberg-s3tables Z#if L 3,

SELECT bdr.replicate_ddl_command (S
SELECT pgaa.add_catalog(
s3_tables_catalog,
iceberg-s3tables,

!”bucket": "your-table-bucket",
"region": "us-east-1",
"access_key": "YOUR_ACCESS_KEY",
"secret_key": "YOUR_SECRET_KEY'[

Dk

);

7.4.6 FEEE TR+
WA, XOBIEET A LT, MAEHRLET.

AROTH 5 DFHRAED

- - List available tables
SELECT * FROM pgaa.catalog_tables(your_catalog_name) ;

- - Query an Iceberg table
SELECT * FROM your_catalog_name.schema_name.table_name LIMIT 10;

A2OTADESTAH

- - Create a new Iceberg table
CREATE TABLE your_catalog_name.schema_name.new_table AS
SELECT * FROM your_postgresql_table;
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PGD #70—F
PGD MR R Y S — 1> T, BRFEADH ZO 1T — X ZIEEICA 70— R TE 32 e #HERLET,

SNERY — LD E %

P— Ro8—F 4 DOHTY —LD, PGAA N LU TIEREINIzT — TV e L a— DM ZiHARS Z 23T
XRZEETAMNLETD,

7.4.7 BXFNDOFIFE

o b—2 VB8 Snowflake Polaris b — 72 & 1| REEIRICERIEAR LI 2 72, FEICTEHT 2 LEHN
HHFET

o BT DBIRLANCAR—ANE TN HEZ O TE 7 ) 7 —DRET 550D X T

o OAuth 70— OAuth 7 5 4 7 > FBRIEHR 7 0 —1%, PGAA ODANFCFHNTHEITTAINELD D £ 7

7.4.8 EERG
< HBMHE
=2 U BREART S —
o FERR A 1 RIS =) —EERE 7 —CRIL £ 5
o BERE OAuth b —27 Y ZFAERL, AExu /MR EERLET
ke dn b ik % Sl MOES:
» fiftk pgaa.import_catalog() ZT7 — %KL FT

o ERE Sy VY — AR L. X102 URL AT TD PostgreSQL / — K67 72 A TE
52z LET

JTINT =2 ADME
o fER Iceberg 7 — 7 M7 7 R T EBD I T Y T 3 —< Y ADK T

o FEREHEY) L NR—T 4 ay TN — VIRl BT 7R RENETF—XDT YT I X
FEa—DIERZME LE T

749 XDRATv S
H &0 ZEREDSIEF IR S h %
1 EREREO b—2 vV 7Ly ¥ aFIHEHLT 2
2. AR ZEROEREHKT
3. HEiA 70— ROLDDT =X F74 7H A4 I NVR) > —%2FEET 5

4. PostgreSQL & Iceberg DIREV —27 0 — FD 7 T Y & — v 2T 5
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7.5 How-To Lakehouse Read With/Without A Catalog

7.5.1 &

ZDHA FTIE, A XA THMEOERIIOIDLT, 7T—R LA T74—<v VT 7R T 572D
PGAA Lakehouse 7 7 A X — %23 2 /71E %2 L ¥ 3, PGAA I, Delta Lake 35 & U} Apache Iceberg
T—TNANDEHET 7 RA%eH K= L, 7T—XZBHETICA T2 PR ML =D THHYV - v —
REAMCLE T,

7.5.2 HURRSRMF

SRTLEH
e PGAA Lakehouse 7 7 A X —37u vy a=r 7N 7 7t A0RE
* PostgreSQL File SystemPGFS N\ — 3 > 2.0.1 DA % HELE

e AXUTBLIUR L —IUHROEHENER

T Ut REH
e ARUTHEDIGE 2—4 v A X0 Y — b RDOEZBERIER
s BfET VERADHERZR—F v N S3AF Y FELIFA L — IO FHAR D HER

¢« ZAPL =YV REL Y IFADRY M7 — 7B

753 R 7 7O0—F
PGAAZ. VA INDRTFT—R7 7L ADIDODFEER 7 o —F 2P R—FLTWVWET,
| hEOJEBT IR A XA 7Y — U R L ORERHES
2. AALYMFNRLAITIRRD X0V KGFBIGHE L TFAE T — A BARLET

3. Iceberg DAA LI RTOECRRXEZT =27 7 A VEHHL Tlceberg 7 — 7N EMEILET

7.5.4 AWS S3 7—TJILDIRE

Python 7 51 7 > MER

AWS S3 57— 7L TlX. Python 7 5 4 7 > + @D REST API O BEMEMRE TS, KD & 5 12 Pylceberg % 1#
L E T,

from pyiceberg.catalog import load_catalog
# Define S3 Tables parameters
REGION = "eu-north-1" # Your S3 Tables bucket region

ARN = "arn:aws:s3tables:eu-north-1:0123456789:bucket/your-bucket"
(RDR—JIZHi L)
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(BIDR—T 5 D X)

s3tables_catalog = load_catalog(

"s3tables_catalog",

]
"type": "rest",
"warehouse": ARN,
"uri": f"https://s3tables.{REGION}.amazonaws.com/iceberg",
"rest.sigv4-enabled": "true",
"rest.signing-name": "s3tables",

"rest.signing-region": REGION,

7E Pylceberg N — 2 < 0.9.1 1%, 7% APLMEUVH U TEMIEROREREFEIT L. h X ZERPICS3 4
TrarvEERETILIETEIEA,

PGAA A 7 TH&R

PGAA ¥4 A4 7 4 7D Rust S3 Tables 7 74 7> F &2 L, REST 70> DA ——~vy FEHERL
£7,

SELECT bdr.replicate_ddl_command(ﬁﬁ
SELECT pgaa.delete_catalog(s3tables_catalog);
SELECT pgaa.add_catalog(
s3tables_catalog,
iceberg-s3tables,
!”arn”: "arn:aws:s3tables:eu-north-1:0123456789:bucket/your-bucket",
"region": "eu—north—l"!
)5
SELECT pgaa.import_catalog(s3tables_catalog);

Eﬁ ;

FHEW

H&Zn XA 7 iceberg-s3tables iceberg-rest TiEH hH THA
o JHNTFGRXA—KX—ARN VY —T a3 vDA
o FSFE AWS BRIFIRF = —> 7 m 7 > £ v, BREZK. IMDS

o WRHZBRIEEIEY R— SN TWEH A, SDK BRIEHMOMRICHKTT 5

755 TIZLAIVADEETIEX
A FL—=BFROERE

Delta Lake 7 — 7V OIHIGFT 2 /R L £ 3,
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- - PGFS 2.0.1 and later

SELECT pgfs.create_storage_location(
biganimal-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
I"aws_skip_signature": "true"!

s

- - Legacy syntax (before PGFS 2.0.1)

SELECT pgfs.create_storage_location(
biganimal-sample-data,
s3://beacon-analytics-demo-data-eu-west-1-prod,

NULL, -- managed storage location ID (unused)
!"aws_skip_signature": "true"!, -- options
!@ -- credentials

DN

TILET—TILOIER

PGAA 7— 77 72 R 51ERMH LT DeltaLake 7— 7%~y 7L E T,

- - Create customer table

CREATE TABLE public.customer () USING PGAA

WITH (
pgaa.storage_location = biganimal-sample-data,
pgaa.path = tpch_sf_1/customer

s

- - Verify table access
SELECT count(*) FROM public.customer;

- - Create additional TPC-H tables
CREATE TABLE public.lineitem () USING PGAA

WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path

CREATE TABLE public.orders () USING PGAA

WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path

CREATE TABLE public.nation () USING PGAA

WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path

tpch_sf_1/lineitem);

tpch_sf_1/orders);

tpch_sf_1/nation);

KRERT -2ty FDIRE
27— T A MHIZHDAF—< 2R L F7,
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CREATE SCHEMA tpch;

- - Create 1TB scale factor tables
CREATE TABLE tpch.lineitem () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path

tpch_sf_1000/
—lineitem);

CREATE TABLE tpch.customer () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path

tpch_sf_ 1000/
—.customer) ;

- - Additional tables follow same pattern...

7.5.6 XILNDEET7IEX

Iceberg X kL — DIERL

p

- - Create storage location for Iceberg data

SELECT pgfs.create_storage_location(
biganimal-sample-data-dev,
s3://beacon-analytics-demo-data-us-east-1-dev,
!"aws_skip_signature": "true"!

Ik

- - Create Iceberg table reference

CREATE TABLE iceberg_table () USING PGAA

WITH (
pgaa.storage_location = biganimal-sample-data-dev,
pgaa.path = iceberg-example/default.db/iceberg_table,
pgaa.format = iceberg -- Explicitly specify format

);

- - Query Iceberg data
SELECT * FROM iceberg_table ORDER BY key ASC;

75.7 AE2OJ /M7 71l
BZDH X2 OT ANDES:
BREAD N Z O 95T — X e ERB IR L E T,

- - Add REST catalog
SELECT pgaa.add_catalog(
lakekeeper-test,
iceberg-rest,
(RDR—J1THi )
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(BIDR—T 5 D X)

=S|

"url": "https://catalog-endpoint.example.com",
"token": "your-api-token",

"warehouse": "warehouse-id",
"danger_accept_invalid_certs": "true"

]

DE

- - Attach catalog to current session
SELECT pgaa.attach_catalog(lakekeeper-test);

- - Query catalog tables
SELECT COUNT(*) FROM tpch_sf_1.lineitem;

AROT 7 It ZADIKREE

- - Check available schemas
SELECT * FROM information_schema.schemata
WHERE schema_name LIKE tpch%;

- - Verify offloaded data views
SELECT * FROM partitioned_table_offloaded LIMIT 10;

7.5.8 V') —DIREE
BTN ROT)—
EHETAS 5 2 ] L 72 BEE S 5

SELECT
c_custkey,
c_name,
sum(l_extendedprice * (1 - 1l_discount)) AS revenue,
c_acctbal,
n_name,
c_address,
c_phone,
c_comment
FROM
customer,
orders,
lineitem,
nation
WHERE
(RDR—J12Hi )
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(HIDR=TI D 5 DfEX)

c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND o_orderdate >= CAST(1993-10-01 AS date)
AND o_orderdate < CAST(1994-01-01 AS date)
AND 1_returnflag = R
AND c_nationkey = n_nationkey
GROUP BY
c_custkey, c_name, c_acctbal,
c_phone, n_name, c_address, c_comment
ORDER BY
revenue DESC
LIMIT 20;

FREINBER
* Customer#000057040 2§ 734235.2455
* Customer#000143347 L4 721002.6948

* Customer#000060838 {2 679127.3077

759 RANTZI9T74 R

A ML—HER
1. AJREREE. PGFS 2.0.1+DffiR b S c e AL £ 3
2. LT A=<V ARRZTDICY =Y a VYR Y FARA ¥ P 2T 5
3. AWS BRTEHTF = — > 2N U CGHYIZEREREE L FET 2

hanOJE.
1. REST # &1 2 ® OAuth +— 727 > % EHINCEE T 3
2. AIRERIGEEARA T4 T 7547 M2 HHLETS3 T—7L

3. REE®BROAZ O TR RTFT—XDA VE— b

INT A= ADRIE1L
1. KB F—&ty N EycoE3 2
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7.5.10 [EEXG
S < HBME
AML=2F7012RAITS—

e S3ANT v FOWERE X bV —J iR EERT 5

o AWS FRRED BERF T = — VMR 2 TR T %
hanJEGORE

e hRuZ Ty KEA Y bD URL & EMIERE WS 2

* JEY)7s SSL ALAHEMRERE 2 B L £ 5
JTUNT =TV ADETF

o TINMEtER—T 4T a v TNV TRER LT

- FoRORFHEL v v > 2 BIEE AT 3

7511 RDRTv 7
L LAIANTRIZZYDE=RY V7R BERT S
2. %7 V7 IAX R a—DT —REHRRAT S 2 —V2HELT 5
3AVTII Y MaFxyyyak N LiaR b EFEET 5

4. HErO 7 7R AGEHD T ANF V ARY) O — KT B

7.6 Configure Analytics Storage and Data Tiering with PGAA and
PGD
7.6.1 BXR
N—h1 EROEY 7V
e Step 1: Initialize PGAA Extension and Performance Settings
* Step 2: Configure Storage Locations
« Step 3: Configure Analytics Write Location

o Step 4: Verify Seafowl Query Engine Activation

N— b 2RAWMOERDBRAEFEDT —EZANDTIER
e Step 5: Delta Lake Table Access
* Step 6: Execute Analytics Queries Across Delta Lake Data
» Step 7: Iceberg Table Access

» Step 8: Analyze Storage Characteristics
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N=kr3 +S2HF2arT—TIathOA70—-F
* Step 9: Create and Populate Transactional Table
» Step 10: Configure Analytics Offload
e Step 11: Create Analytics Reader Interface

e Step 12: Convert Transactional Table to Analytics-Only ]

N—F 4: BELRT—TIVEIRIGE
¢ Step 13: Restore Table from Analytics to Transactional Storage
e Step 14: Handle Data Updates with Analytics Synchronization

* Step 15: Implement Partial Table Offload

N— b 5934 70— F%ZER L 7c AutoPartition
¢ Step 16: Configure Automated Partitioning
e Step 17: Load Test Data and Analyze Baseline Storage
» Step 18: Baseline Storage Analysis
* Step 19: Configure Automated Analytics Offload
* Step 20: Monitor Automated Offload Operations
* Step 21: Validate Storage Tier Distribution

» Step 22: Post-Migration Storage Analysis and ROI Calculation

IN— bk 6 AROTR—IADIEE

Step 23: Environment Cleanup and Catalog Setup

Step 24: External Data Loading and Catalog Configuration

Distributed Catalog Access
* Step 26: Dynamic Catalog Discovery and Management
* Catalog-Managed Analytics Operations

¢ Cross-Node Data Access Validation

7.6.2 N\— k7 ALY —-ILDOHKE
* Pylceberg Catalog Access

¢ Unified Cold Storage View
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7.6.3 ATV TOHBE
ZDHA FTIE. 6 DDETHR 7 2 — X BN L TR ERDNA N =IO 7 —F T 7 F v 2FEELE T,

BRATYT1~4PGAA A V7 AN 7F v 2R L. AL —UDEMEHILL, LA 70 RE(E
DIV IVHRTIT 4 7WCLET,

HAMDERRRRATY T 5~8 7 — X ZBEIE 3 IBEF D Delta Lake 38 & Uf Iceberg 7— &t v MTT7 2
2 L. BIROHHsREZ RL £ 7,

HEANAEA7O-FIATYF 912 F— X DML 7+ —~ v VEWREFHL T, MR L —IA
DINFoHFrarvyF—TIntrua— FE2EELET,

BEREEITY 1315 EHin > F UV A DONAM T — X OBE), EHoRM. BXOERNZ 7Y —H A
TR A Z— L £F,

**HEFEELR T v 7 16~22 BEIb a2 4 794 7V ER%E# I LT AutoPartition ZJEF L., X b
L—YVERBLORIZDOX M)y 72X v 7F v LET,

AEOATHRERT YT 2328 0 2 —T 54 PO T —2HEH, ~LVF /) —F 778X BLOF-—F
R=T 4 V= VOHBED I DI A 2 u 72 fE L E T,

7.6.4 HURESRMF
BT E ¢

PGD & 0] % i 2. 7z PostgreSQL 1&, A X uEH, =7 4 > a V#fE, BIURX ML —IHKOE
HEHRTEEL T2 HEDND D £9, PGAA RRMEEEIZ. S3 ALY FARA YV M 2B TA ML —
PYRAT LAY VTR LTA VA=A T E2REDHD T, THRFEEX A 7e—- KR
T AFHDRA ML —=YRBEREMEO T — XLk R EE R — b LT,

EEM

PostgreSQL D %—7 4 ¥ a = 7 OMER., AT ahxu il BLOTHT — X X— A EHZ HES
222 &, SHRNRFEEENTREICR D E T, ATV PRAML =V AT L LA IANTAT —F T
I7F v, BEUOGMT7 =78 —F X = EELTWS 2, MK EOEZRELT 2 DIHIHBET,
SQL X7 # —< Y AW OERN L. FV SIS a—T 4 e EEb7 7T 4 €T 4 ZHR— b
LE3,

RIRERE

SNVFTIND ) — REFZT=7 27T 4 7 PGD 27 7 AX —3E ] {tE R 2124 L. PGAA JEERFEREIZ 77
AP —DMBZEABEICLES, 2y PV —2tX 2 VU574 BUE. BYR 77477+ — L i
REEFHL LA PN L =YY FRA Y MADT 7R T20ERHD T, BRIV T2
FSOFXE NI T RERRAZONBEE X L — D Z — U REIRT AXRERD D T3,
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765 Ev 7Y T BRAVTSANS I F v DIERK
27w T 1PGAA YEERMBE Y N T A —T V ABEZHAL T3
TRAMBXOERERS 7V A ICRELEINTZRETONMA VI IR N I7F v 2R LE T,

- - Setup PGD configuration for efficient testing cycles

SET bdr.taskmgr_nap_time = 10000; -- AutoPartition worker runs every 10s vs default.
—290s

SET pgaa.max_replication_lag_s = 5; -- Analytics replication lag threshold

SET pgaa.flush_task_interval_s = 5; -- Frequent storage flush for testing

- - Initialize PGAA extension
CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

NI =V AREE, ARBIST R 72—XHFDONy 7750 RRZAZNEEIEL £§, EH
BIREIX, SATAY Y — R BEEFICH LTINS DFRELZTMIT 2 0ENDH D £3, PGAA fEIER
X, DA R L —UHBL LA NI RT— IV EMOEBEPIRML 5,

ATYT2AML—CDEFRZEBKRT %

WYX 2 ) 74 MR LT, A BHO ST 7 & R & & ZALIEDM T O IRIFS5 T %
SLET,

p

- - Create read-only storage location for existing Delta Lake data
SELECT bdr.replicate_ddl_command (
SELECT pgfs.create_storage_location(
biganimal-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"aws_skip_signature": "true"

);
);

- - Create development storage location for Iceberg tables
SELECT bdr.replicate_ddl_command (

SELECT pgfs.create_storage_location(
biganimal-sample-data-dev,
s3://beacon-analytics-demo-data-us-east-1-dev,
"aws_skip_signature": "true"

J;

mh

Z ML —VBATOMEIE. AR ERHOSH Y 722 e EXAAREOM T ORBEHETIL T,
aws_skip_signature FEX STV v 7Ty MSHEHA XN E T, ABRE T, IAM 02—l ¥ /213E
IEHR 7 7 4 L EN U T5EY) 72 AWS BFSIERIER A NE T T,
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ATYTITFIT 1V ADEEAHIGFRZIBRT B
HE 7 —& A 70— FREHDO 77 4 <) R ESFzREL £,

- - Create appliance storage location with dynamic path construction
SELECT bdr.replicate_ddl_command (
SELECT pgfs.create_storage_location(
appliance-bucket,
$BUCKET_URL || / ||
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT.
-1 ||
/analytics-offload
)

);

- - Validate storage location accessibility

CREATE TABLE sentinel_sl_read_test () USING PGAA

WITH (pgaa.format = iceberg, pgaa.storage_location = appliance-bucket, pgaa.path =_
—.nonexistent);

- - Should return ERROR: No valid Iceberg metadata file found (confirms bucket access)

- - Set as primary analytics write location

SELECT bdr.alter_node_group_option(
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT 1),
analytics_storage_location,
appliance-bucket

);

IR SARRICIE, vV FTF Y MRBETOHREZ ST2DDPGD / — R —T40EFENE T, BR
T —T A ENLERFEFOMGEIC LD, @UIRREE * v bV — 7 bR SN E T, O
DIREBFAERET R . LA 2T ZEVED Seafowl Z TV LIV 77T 4 W2k D £9,

257w 4Seafowl VTIVIT VS VDT I T4 T eRT3

D7V DU EEIL. LA 72Ny RBEOMWERATETWAZ L 2R L X5,

- - Verify Seafowl query engine is running
SELECT application_name FROM pg_stat_activity WHERE application_name LIKE %seafowl%;
- - Must show pgd seafowl_manager for proper operation

Seafowl 7 TV > I E, B 7L F AL —=IERBETHNY — 70— ROREL I N -E T2t L
FF, LAIANDRT XTI F vy DT +—< Y ADEHEICIE, #@YR T 7T 4 R— 3 YHFRAIKR
T,
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7.6.6 SiAHWDERDI: BIFEOT—2ADT7I7ER
Z27TYTEFNELAOT—TNT IR

F— X DBENP ETL 0t 2% LT, BEEFED Delta Lake 7 — &t v FADOEE T 7 X 212 4t5 294
;7‘__

TN L £7,

- - Create Delta Lake analytics tables pointing to existing data
CREATE TABLE public.customer () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.lineitem () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.nation () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.orders () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.part () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.partsupp () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.region () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

CREATE TABLE public.supplier () USING PGAA
WITH (pgaa.storage_location = biganimal-sample-data, pgaa.path =

tpch_sf_1/customer);

tpch_sf _1/lineitem);

tpch_sf_1/nation);

tpch_sf_1/orders);

tpch_sf_1/part);

tpch_sf_1/partsupp);

tpch_sf_1/region);

tpch_sf_1/supplier);

INBHDT—TIWVERIZ, T— X DOBITRHALH 2 LE L 2312, BEFED Delta Lake 7 — X\ D PostgreSQL
AV R=T 2 A RZERL LT, PGAA 7 27 ZAJTIKIE, DeltaLake 7+ —~< v + Ot & 7 V) fi{t

ZHBINCOUE L 9,

X7 w7 6Delta Lake T— 22K THHI T U ERITTS

LA TANTADNRT 3 —< VAN 2RI B R~ LT T — N7 Y BN U ToMBERERBEEL £ 5,

- - Complex analytics query spanning multiple Delta Lake tables
SELECT
c_custkey, c_name,
sum(l_extendedprice * (1 - 1l_discount)) AS revenue,
c_acctbal, n_name, c_address, c_phone, c_comment
FROM customer, orders, lineitem, nation
WHERE c_custkey = o_custkey

(RDR—J12HKE )
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BIDR=I 55 D %)
AND 1_orderkey = o_orderkey
AND o_orderdate >= CAST(1993-10-01 AS date)
AND o_orderdate < CAST(1994-01-01 AS date)
AND 1_returnflag = R
AND c_nationkey = n_nationkey
GROUP BY c_custkey, c_name, c_acctbal, c_phone, n_name, c_address, c_comment
ORDER BY revenue DESC
LIMIT 20;

ZOZ T VIZ, DTV SQL M R HERF L 5, D Delta Lake 7 — 7 VI b 7= 2 M ks G 1E
FRLTVWET, 71U DETIZ Seafowl DT> P U 2EH LT, ¥EHAETF — X IERER TR 7 4+ —=
VAEEREILLE T,

Z2T7vw T 7lIceberg T—TILT7 IVt X

XA L7 bR ML =YD~y ¥ 7%/ LT Apache Iceberg 7— 7 AAD 7 72 A %KL 3,

- - Create Iceberg analytics table

CREATE TABLE iceberg_table () USING PGAA

WITH (
pgaa.storage_location = biganimal-sample-data-dev,
pgaa.path = iceberg-example/default.db/iceberg_table,
pgaa.format = iceberg

DE

- - Query Iceberg data
SELECT * FROM iceberg_table ORDER BY key ASC;

Iceberg 7 + —< v MIARIZE D, XAF—~<Difl, =T 42 a VEH X4 47 UKREZ S LTER
RRA R T —2H R — b %Afi§ 2 7z Apache Iceberg 7 — 7NV T 7L ATE %3, HRNR 7+ —~<v MEF
WZX D, Iceberg X X7 — X W& DM YR T HMRAE S L E T

2AFYvT8AFL—HMESIRT S
OHHERER LT, LA AT RT—TIADRA ML —IFHRE 7 5+ —< AN 2EELE T,

s N

- - Analyze storage statistics for Delta Lake tables
SELECT * FROM pgaa.lakehouse_table_stats(lineitem::regclass);

- - Analyze storage statistics for Iceberg tables
SELECT * FROM pgaa.lakehouse_table_stats(iceberg_table::regclass);

AP L—OHEHE, R, 7 7 AR, BROZ T 8T k=2 Y R T B IR L . il
(LOWEZBHILET, ChHEDRA LY v ZiE T — 20— FOF 2RO F 4 FTYZVTERT 5 —
< VAR H— T LET,
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767 SO aYTF=TILatRAT7O—R
2FYTI RSO ayT—TINEERLTT—2%2ANTS
F 78R —FTFRMMIEHORET — X 2FEHL TN S I ayT—TLRHIILET,

- - Create transactional table for offload testing
CREATE TABLE transactional_table (
key BIGINT,
inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
revenue DOUBLE PRECISION,
comment TEXT,
PRIMARY KEY (key, inserted_at)
X

- - Insert test data with temporal distribution
INSERT INTO transactional_table (
SELECT
J,
2010-01-01 00:00:00: :timestamp + INTERVAL 1 second *
(EXTRACT (EPOCH FROM (CURRENT_TIMESTAMP - 2010-01-01 00:00:00::timestamp)) /.
- 1000000 * g),
g * 0.001,
encode(sha256(g: :text::bytea), hex)
FROM generate_series(l, 1000000) g
Js

F—RERIZ, RT7+—< VAT AN RRY 2 —LRBEL NS, HWENRBBSMAZ— %
ER L £9, SHA256 Ny ¥ 24k, EBES AT A TROD - RAZEETFF A barFryeEyIa
I/"—‘]\ Lij—o

27y 710 PhA 70— REEBRT S

AR NDOERBLE T =<V ADRAT =) T D=DIT, P I P I a T —RDOHA L —IA
DOHBL SV = a v EEMNZLET,

- - Enable analytics replication for transactional table
ALTER TABLE transactional_table SET (pgd.replicate_to_analytics = TRUE);

- - Monitor replication progress
SELECT * FROM bdr.analytics_table;
- - Wait until table appears in results (~120s for initial sync)

TFVTAZAL TN = a i ESWTRESGC S Y H 72 a >y 7 =X Iceberg I ZAE
BLET, IR e 7 +r—~<y VEBERIEL, T—20—EBHD=DIETHFDOL 7Y 7 —
YaYA MY —ABREILET,
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AT7YTNMNTFITAIR)—HE—A R —T 1 X2 kLT B

BHOV —X =7 =N LT, IMET —X\DEKT 7t AZMHLL £,

- - Create reader interface for analytics data
CREATE TABLE transactional_table_analytics_reader ()
USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table
);

- - Verify data integrity across storage tiers

SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue
FROM transactional_table_analytics_reader;

- - Should return: count=1000000, total_revenue=500000500

Y — & =%, 7)) OFAMEZHER L 20, BRMMIROE VWA ML —IANDEET 7 & 2 212
LET, 7—RDOEEWMIEICE D, 74—~ VEMIX LV r— a v Ta AN L7 Z D30k
mENFE T,

AT FT12 bSO a TN T T4V ABERICEHRTS

O—WNT—REWELENS, ZPMA ML —V2ERFEHAT AL NI VT Iy aryT— T2
L%,

- - Convert to analytics-only access

ALTER TABLE transactional_table

SET ACCESS METHOD PGAA,

SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table

);

- - Verify conversion maintained data access
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM transactional_
—table;

ot 203, OEE N LSBT SQL 7 7 A2 M LS, 0—HIL AL —IDF —N—
Ay RE2HRRLE S, BEUIDETE. 974 7O AMEZ2HER L% n—A L7 — R BHIBRL 5,
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7.6.8 BELT—T7IVEREF
ZFYTBTFUTA NS RSO H I a VA ML—SICT—TILEERT S

O—HNDENRT =V ADT T2 APRERF VIO HA7a— FOHEERLET,

- - Restore table to transactional storage
ALTER TABLE transactional_table SET ACCESS METHOD heap, SET (pgd.replicate_to_
—,analytics = FALSE);

- - Verify restoration with query plan analysis

EXPLAIN SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM..
—,transactional_table;

- - Should show Parallel Seq Scan indicating local heap access

EITHEER, 778 ARR -V F 3T 4 =~ Y RAB R EREE T 2 -D0FMERRMLET, 7Y
7T Ui & b, MHIILEMERE R X 721 — L PostgreSQL £ — A F L — I NDOBITHER I NF
L7,

ATy 714 SR ZERA L TT —2DEMZNIET S
A ML —CHEEER T 2R T 57 —2EEY -7 7n—%mRLE T,

- - Update data in transactional table
UPDATE transactional_table SET revenue = revenue * 2;

- - Re-enable analytics replication to propagate changes
ALTER TABLE transactional_table SET (pgd.replicate_to_analytics = TRUE);

- - Wait for synchronization (~120s) then verify changes propagated
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue

FROM transactional_table_analytics_reader;

- - Should show doubled revenue: total_revenue=1000001000

BEHOEEE, T - XOEEEMRANNIE L 206, b7 ¥ 7o a VEe BRI O B2 HER L
9, A7t RiE, BEOT—X2/fH L T RBEZBEERL £9,

ATy T WA T—TINAT7O0—-FERET S
T — T NDRIEGR T DB I A b L — P IS 53 RIRT =& 7 — 4 T2FITLET,

- - Perform partial offload with consistent transaction boundary
BEGIN;
CREATE TABLE transactional_table_before_2020 AS (
SELECT * FROM transactional_table
WHERE DATE_PART(year, inserted_at) < 2020
Js
(RDR=D12Hi <)
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(HIDR—I 5 DFEX)
DELETE FROM transactional_table WHERE DATE_PART(year, inserted_at) < 2020;
COMMIT;

- - Configure partial table for analytics offload
ALTER TABLE transactional_table_before_2020 ADD PRIMARY KEY (key, inserted_at);
ALTER TABLE transactional_table_before_2020 SET (pgd.replicate_to_analytics = TRUE);

- - Convert to analytics-only access
ALTER TABLE transactional_table_before_2020
SET ACCESS METHOD PGAA,
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = appliance-bucket,
pgaa.path = public.transactional_table_before_2020
)5

- - Verify temporal data distribution
SELECT
COUNT(*) FILTER (WHERE inserted_at < 2020-01-01) AS before_2020,
COUNT(*) FILTER (WHERE inserted_at >= 2020-01-01) AS after_2020
FROM transactional_table_before_2020;

oA zm—RNckb, HEPRL2Z X ML —YVEEEPRLZ5E8TH. TDOMIrVT—& 54
TV A ZNVEHPAREICIRD £F, IV I a VBRI T—A4 7 akxbor—-2o—Ht %
RAEL 97

7.6.9 9thrA4 70— K% {EH L 7= AutoPartition
ATFw 16 HEIN—TFT o> a>v%=iBRT 3

Ay =5 INRT =2 MDD DBET 4 74 ZNVEBEFHEH L TRERX—ZXD =T 4 > a=rvr
ZHESL L E9

- - Create partitioned table structure
CREATE TABLE partitioned_table (
key BIGINT,
inserted_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP,
revenue DOUBLE PRECISION,
comment TEXT,
PRIMARY KEY (key, inserted_at)
) PARTITION BY RANGE(inserted_at);

- - Configure AutoPartition without immediate offload
SELECT bdr.autopartition (
(RDR—D1THE L)
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relation := partitioned_table,
partition_increment := 1 year,
partition_initial_lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE
5

- - Wait for partition creation across cluster
SELECT bdr.autopartition_wait_for_partitions_on_all_nodes(partitioned_table: :regclass,
—» CURRENT_TIMESTAMP: :text);

. J

AutoPartition #5A1%. — IR T —R 7 7 AKX —VICEDLEEEREZFOERS—T 4 ¥ a Y 2/ER
LET, IR TIEA 70— FREZBRALT, v 7y PBEULF—ZDHAAAT = —XHDE
TELTFT—XOBITEIEE S,

2AFYTAT TFRAMTF—ADO—RER—RXSA VA ML= DD

R=F 4 ¥ a NREMNHRTF -2 EAN L, BT OR—ZF4 VR L= X M) v 7RI LE T,

- - Load test data across temporal partitions
INSERT INTO partitioned_table (
SELECT
g,
2010-01-01 00:00:00: :timestamp + INTERVAL 1 second *
(EXTRACT (EPOCH FROM (CURRENT_TIMESTAMP - 2010-01-01 00:00:00::timestamp)) /.
1000000 * g),
g * 0.001,
encode(sha256(g: :text::bytea), hex)
FROM generate_series(l, 1000000) g

DE

.

F—ZOu—RIZkh, PHMRER QA MNET Y V8T 53— VAW EAREICT 2 —BE LA ML —
ORI ERAS—T 4 a2 T 2ITR 65,000 L a— RAERENE T,

ATYTI8R=RXFA A L—25h

WFE72 A M L— O isRE 2 B L. D721 AL A7 —RFX MY v 7% F » FF v LET,

- - Create optimized row counting function
CREATE OR REPLACE FUNCTION temp_get_table_rowcount(schema_name text, table_name text)
RETURNS bigint AS [g§
DECLARE count bigint;
BEGIN
-- Uses DirectScan for PGAA tables (1.8s vs 20s without optimization)
EXECUTE FORMAT(SELECT COUNT(*) FROM %I.%I, schema_name, table_name) INTO count;
RETURN count;

(RDR—J12HKi <)
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HIDR=TI 05 DFE )
END |} LANGUAGE plpgsql;

- - Comprehensive partition storage analysis
WITH partitioned_table_info AS (
SELECT
nspc.nspname AS schema_name,
child.relname AS table_name,
pg_catalog.pg_get_expr(child.relpartbound, child.oid) AS partition_constraint,
pg_get_partition_constraintdef(child.oid) AS partition_constraint_full
FROM pg_inherits inh
JOIN pg_class parent ON inh.inhparent = parent.oid
JOIN pg_class child ON inh.inhrelid = child.oid
JOIN pg_namespace nspp ON parent.relnamespace = nspp.oid
JOIN pg_namespace nspc ON child.relnamespace = nspc.oid
WHERE parent.relname = partitioned_table AND nspp.nspname = public
s

pgaa_tables AS (
SELECT
m.schema_name, m.table_name, m.format,
CASE
WHEN m.storage_location_name IS NOT NULL THEN FORMAT (pgfs://%s/%s, m.storage_
—.location_name, m.path)
WHEN (m.managed_by IS NOT NULL AND m.catalog_namespace IS NOT NULL AND m.
—~catalog_table IS NOT NULL)
THEN FORMAT (%s.%s.%s, m.managed_by, m.catalog_namespace, m.catalog_table)
END AS path,
temp_get_table_rowcount (m.schema_name, m.table_name) AS num_rows,
s.total_size AS total_size,
pti.partition_constraint
FROM pgaa.get_all _analytics_table_settings() m
LEFT JOIN LATERAL pgaa.lakehouse_table_stats(FORMAT(%I.%I, m.schema_name, m.table_
—name) : :regclass) s ON TRUE
JOIN partitioned_table_info pti ON m.schema_name = pti.schema_name AND m.table_name,,
= pti.table_name
WHERE m.storage_location_name IS NOT NULL OR (m.managed_by IS NOT NULL AND m.
—»catalog_namespace IS NOT NULL AND m.catalog_table IS NOT NULL)
s

local_tables AS (
SELECT
pn.nspname AS schema_name, pc.relname AS table_name,
temp_get_table_rowcount (pn.nspname, pc.relname) AS num_rows,
pg_total_relation_size(FORMAT(%I.%I, pn.nspname, pc.relname)::regclass) AS total_

—size,
(RDR—JI12Hi )
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(ATDR=I D 5 D X)
pti.partition_constraint
FROM pg_class pc
JOIN pg_namespace pn ON pc.relnamespace = pn.oid
JOIN pg_am am ON am.oid = pc.relam
JOIN partitioned_table_info pti ON pn.nspname = pti.schema_name AND pc.relname =
—pti.table_name
WHERE pn.nspname NOT IN (pg_catalog, information_schema, pg_toast, pg_internal,.
—.pgaa, pgfs, bdr)
AND pc.relkind = r AND am.amname != pgaa
P

all_leaf tables AS (

SELECT schema_name, table_name, format AS pgaa_format, path AS pgaa_path, num_rows,..
—~total_size, partition_constraint FROM pgaa_tables

UNION

SELECT schema_name, table_name, NULL AS pgaa_format, NULL AS pgaa_path, num_rows,..
—,total_size, partition_constraint FROM local_tables

),

final_table_info AS (
SELECT
schema_name, table_name,
CASE
WHEN pgaa_format = iceberg THEN iceberg
WHEN pgaa_format = delta THEN delta
ELSE heap
END AS type,
COALESCE(pgaa_path, local) AS location,
num_rows, total_size AS total_size_bytes,
SUBSTRING(partition_constraint, FROM N(([A]+)) AS start_bound,
SUBSTRING(partition_constraint, TO N(([A]+)) AS end_bound
FROM all_leaf_tables
ORDER BY partition_constraint ASC

SELECT * FROM final_table_info;

RN—=RSAUERINRNTO =T 4 ¥ a id, BES—T 423> Z i 10MB, &ffiZz b7 927> a
VARL—VDRERT Xty FDEF~154MB D type = 'heap' B XN location = 'local' iR
LES,
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ATy 719 BESHA 70— R 28T %

7)) OFBPWEEHER L7205, F— X OB O L & WHEICESWTHEI S —T 4 > a VEELER
MIZLUED,

- - Configure analytics offload for partitions older than one year
SELECT bdr.autopartition (
relation := partitioned_table,
partition_increment := 1 year,
partition_initial_lowerbound := 2010-01-01 00:00:00,
managed_locally := TRUE,
analytics_offload_period := 1 year
s

1 MO U EWEZ, BES—T 42 a Y 2BHRNIROEOVINT 4 7T LAEN S, RaEDT — &
ZEMERER P L —DICHERF T2 28 ICE D, BMET 2 RERERA L =Y aX FOREILD NS VR %
EhET,

ATwv 720 A 70— FigE2ERT S
Ny 27579 FOBITOETRRZEH L., XA ML —YRBEOBITOR T AT —XAZREL XTI,

- - Monitor offload work queue until completion
SELECT

wqs.workid,

wis.ap_wi_started_at,

wis.ap_wi_finished_at,

wis.ap_wi_status,

"partition",

sql
FROM bdr.taskmgr_local_workitem_status wis

RIGHT JOIN bdr.taskmgr_local_work_queue_status wqs ON wis.ap_wi_workid = wqs.workid
WHERE relname = public.partitioned_table
AND sql NOT LIKE %bdrN.autopartition_create_partition%
ORDER BY ap_wi_finished_at DESC;

FTARTOD ap_wi_finished_at fEA3 NOT NULL, [EHIZFET L7222 /R_nT FCEMAL I, WUWHIZIX,
BHE. 14 DJEREASS—T 4 > a > 2010~2025 FIZETDHE 2023 12 10 7L ENRKRETT,

ATYv T 21 AL —CREB DR ZREET B

APL=YRBERBOED Y THatTe a— ANV A ML =Y DHIBRRGEEZE U T, BTN L7 Z & 2/l L
£75

- - Examine storage tier assignments

th+

- - Historical partitions should show "pgaa" with "® bytes"
- - Recent partitions should show "heap" with actual storage allocation
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FHINZHERIZ, Tpgaa) 7272/ EL¥on—H VA L=V 2FHLBESA—T 4 > a2 V&KL,
ANENDIEEBBITEHR L ET. OO =T 4> aYiE, B—ANVA L= Te—=F) 77
T RAEMEFFL T, RBERIBER T + =< VA EBLE T,

ATv T 22 BITRDR L -5 ROIEHE
TR A P L =Y RIT LT RBtRERZE R L, AR EZHREL X,

- - Run same storage analysis query as Step 18 to capture post-migration metrics

- - Verify data integrity across storage tiers
SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROM partitioned_table;
- - Should maintain: count=1000000, total_revenue=500000500

A L= DRBELDIER

Metric Before Migration After Migration Savings

Local Storage (Histori- 144MB 16MB 128MB (89% reduction)

cal)

Storage Cost Profile 100% premium  11% premium, 89%  60-80% cost reduction
storage standard

Query Performance Uniform fast access  Recent fast, histori- Optimized by access pattern

cal acceptable
Administrative  Over- Manual manage- Automated lifecycle Eliminated manual intervention

head ment

HEREEZ, A ML —YVBEESRTERNR I ) 7 7 AR LB S, A V77XV 7F v
A+ DRIEZEREERLE T, OO TF— X3, BEEHICEDETEMEER L =D D 325,
BRET— X%, BAMSIEOEWIHRA L —YHICEBELEI T T,

7.6.10 h2OJR—ZXDEE
ATy T 23RBOI)—> 7y TehrOdeyv b7y S

DIHGD 7 2 MERZHIFR L. SHEA 2 7 a2 T 5 2i2& D, Ax a7 RXR—2ADREDTDHDIR
HetEEL 9,

- - Clean up previous test configurations

DROP TABLE IF EXISTS partitioned_table CASCADE;

DROP TABLE IF EXISTS transactional_table CASCADE;

DROP TABLE IF EXISTS transactional_table_before_2020 CASCADE;
DROP TABLE IF EXISTS transactional_table_analytics_reader CASCADE;

- - Reset analytics storage location
SELECT bdr.alter_node_group_option(
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT 1),
(RDR—JI12Hi )
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HIDR=I 2 5 DR %)
analytics_storage_location,
NULL
);

BIEOZ V=7 v 7&, UEIOWKRD SIBENRBEZHIR LA 6, AZa a7 A D2 Y —>
IR ZRAEL 9

ATV T 22ANEBTF—2OO— R AHXOTHERK

Pylceberg 7 — X B —X—ZfEH L TH Y INTF =2 ZiEA L0 ica—-F L, #&ur7 27 ZAHIC
PGD 7 5 A X —% L ¥ 3,

# Load sample data into HCP Lakekeeper catalog

python loader.py \
--ca-cert ca.crt \
--bucket beacon-analytics-demo-data-eu-west-1-prod \
--prefix tpch_sf_1/lineitem \
--endpoint $PARAMS_URI \
--token $API_WRITE \
--warehouse $PARAMS WAREHOUSE \
--namespace tpch_sf_1 \
--table-name lineitem

AR T — R DFEAABIT I D, A &1 7T Ieeberg 7 — 7 ADHER S 41, PostgreSQL £ ¥ X —7 = 4 A
L7 7 RATE, N7V Fhxua e "L E3,

- - Configure catalog connection with authentication
SELECT bdr.replicate_ddl_command(@ﬁ
SELECT pgaa.add_catalog(
lakekeeper-test,
iceberg-rest,
"url": "$PARAMS_URI",
"token": "$API_WRITE",
"warehouse": "$PARAMS_WAREHOUSE_ID",

"danger_accept_invalid_certs": "true"

)
);

- - Set catalog as analytics write destination
SELECT bdr.alter_node_group_option(
(SELECT node_group_name FROM bdr.node_group WHERE node_group_name != world LIMIT 1),
analytics_write_catalog,
(RDR—J12HKi <)
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(ATDR=I D 5 D X)
lakekeeper-test
D

- - Verify Seafowl activation for catalog operations
SELECT application_name FROM pg_stat_activity WHERE application_name LIKE %seafowl%;
- - Should show pgd seafowl_manager

Jxa ZRERIE. TEANIRIEO 7 2V Y D URER T 7 T 4 T LR 6. D Tceberg A & v N
Db L L ¥ T,

ATv 7T 25 3B A ZOT2(E
WERH Za 7R L. TEIPGD 7 9 A X — ) — REIRTDTF—XD7 7t AA[REE 2 MEE L £ 3,

- - Attach catalog for distributed access
SELECT bdr.replicate_ddl_command (
SELECT pgaa.attach_catalog(
lakekeeper-test

)
50

- - Validate external data access
SELECT COUNT(*) FROM tpch_sf_1.lineitem;
- - Expected: 6001215 rows

- - Examine sample data structure
SELECT * FROM tpch_sf 1.lineitem LIMIT 1;

- - Test namespace isolation with local transactional table
CREATE TABLE tpch_sf_1.sentinel_tx(value TEXT);
INSERT INTO tpch_sf 1.sentinel_tx VALUES (still alive);

A EA T 7Ry F A ME, a—hLT—I e NERT — T DO ZHTZEE DDt i L o,
FTRTDIFGAR—) — RiZhblzo THRT—ZADE—L7 7221 LET, EVFXALT—T L
X, xR ERe—AN NI O a TR ETHLEVWI L ZMEEL £,

27Ty 7 26 BNHEZOJ DR L EE
Bz rary sy OEREHLVT -7 LOHBRHERL T,

# Add additional table to external catalog

python loader.py \
--ca-cert ca.crt \
--bucket beacon-analytics-demo-data-eu-west-1-prod \
(RDR—J12HKi <)

7.6. Configure Analytics Storage and Data Tiering with PGAA and PGD 121




Analytics Accelerator, 1J1)—2X 1.3

BIDR=I D5 D %)
--prefix tpch_sf_1/customer \
--endpoint $PARAMS_URI \
--token $API_WRITE \
--warehouse $PARAMS WAREHOUSE \
--namespace tpch_sf_1 \
--table-name customer

edb_notranlate_27 sql =#T L\ T —7 A D7 7> ¥V 7 1 2R L %3 SELECT * FROM tpch_sf_1.customer
LIMIT 1;

o — BVFFIIAT— T NDHEFFDMEE SELECT * FROM tpch_sf_1.sentinel_tx; — still promote’ %
BRIDERDD FF

Dynamic catalog discovery enables real-time integration of new datasets while.
—preserving local table isolation. The catalog refresh mechanism supports evolving.
—~data architectures without requiring manual configuration updates.

Y sql -7 AMOTFWBENSTDICHEN D X0V EH ML EF SELECT bdr.replicate_ddl_
—,command ($$ SELECT pgaa.detach_catalog('lakekeeper-test'); $$);

Catalog detachment prevents automatic refresh operations from interfering with subsequent testing while main-

taining established table mappings for continued access.

Step 27: Catalog-Managed Analytics Operations
Execute the complete analytics workflow using catalog-managed storage instead of direct storage locations.

N sql AR ITR—ZADATR—FRD VT YT a T — I NEEIER L 3 CREATE TABLEtrans-
actional_table( key BIGINT. insert_at TIMESTAMP DEFAULT CURRENT_TIMESTAMP, [X%#i DOUBLE
PRECISION, comment TEXT. PRIMARY KEY(key. insert_at) );

s - FAXMF—=&Du— F INSERT INTO rotational_table( SELECT g, 2010-01-01 00:00:00° ::times-
tamp + INTERVAL ‘Isecond’ (EXTRACT (EPOCH FROM (CURRENT _TIMESTAMP - ‘2010-01-01
00: 00:00° ::timestamp))/ 1000000 g), g * 0.001, encode(sha256(g::text::bytea), ‘hex’ ) FROMgen-
erate_series(1, 1000000) g );

e = AR ITANDODHML TV —> a rEZAEITT S ALTER TABLEtransactional_table SET
pgd.replicate_to_analytics = TRUE),

o - WIHIRHIOTET 2% L % 3 ~120 7 SELECT * FROM bdr.analytics_table;

Catalog-managed operations provide centralized metadata management while maintaining..
—»the same operational patterns as direct storage approaches. The external catalog.
—handles schema registration and metadata coordination across different analytics.

- tools.

Y sql AU EMTFV T4 7 R —X—%{EK L %3 CREATE TABLE rotational_table_
—.analytics_reader() USING PGAA WITH ( pgaa.format = 'iceberg', pgaa.managed_by =
(RDR—J1THi )
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(HTDR—T 5 DFEX)

-, 'lakekeeper-test', pgaa.catalog_namespace = 'public', pgaa.catalog_table = '_

—transactional_table' );

- - TR EMAET % SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_
—revenue FROMtransactional_table_analytics_reader; -- count=1000000. total_

— revenue=500000500 TR T HENDH H £F

- - LDT—TINEA XA TEHANDT 7t RITZHF 5 ALTER TABLE rotational table SET.
—ACCESS METHOD PGAA, SET ( pgaa.format = 'iceberg', pgaa.managed_by = 'lakekeeper-
—.test', pgaa.catalog_namespace = 'public', pgaa.catalog_table = 'transactional_table

', pgaa.auto_truncate = 'true' );

Catalog-managed table access provides the same functionality as direct storage while enabling integration with

external analytics tools and providing centralized metadata management across different processing engines.

Step 28: Cross-Node Data Access Validation
Validate that catalog-managed data remains accessible across all PGD cluster nodes for high availability scenarios.
S sql-T A PDBHDIEY —X— 7 — FEREHE L 3 SELECT * FROM bdr.node_group_routing_summary;

o - FEV—F—/—RNIZEHL, T—RT7 7L AEKRIEL T —kubectl ZHHT 20, EY—X—
J — RADEEENZ i H L %3 — kubectl -n exec -c postgres -it — psql bdrdb

SELECT COUNT(*) FROM tpch_sf_1 lineitem; — 383 % EA%H H 3 6001215
SELECT * FROM tpch_sf_1 lineitem LIMIT 1; - %> F 57— X 28T HERH D $5

SELECT COUNT(*) AS count, ROUND(SUM(revenue)) AS total_revenue FROMltransactional_table; —
count=1000000. total_revenue=500000500 %8R T HENH D 35

Cross-node validation confirms that catalog-managed data access functions correctly.
—across all cluster members, providing high availability for analytics workloads.
Distributed access patterns ensure consistent query results regardless of connection.

—endpoint.

## External Tool Integration

### Step 29: PylIceberg Catalog Access

Validate that external tools can access catalog-managed data created through PGD.

—analytics operations.

' python pyiceberg.catalog #>5 @ load_catalog pyiceberg.catalog.rest 75 ® load_
-~catalog import RestCatalog import os

URI = os.getenv("PARAMS_URI") TOKEN = os.getenv("API_WRITE") WAREHOUSE = os.getenv(

—"PARAMS_WAREHOUSE")
(RDR—J12Hi )
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(HTDR—T 5 DFEX)

catalog = RestCatalog( name="PGAA Test". warehouse=WAREHOUSE. uri=URI. token=TOKEN,

ssl={"cabundle": "ca.crt"} )

# HEIZEEEERCHEBERRER IR TDOT— T B YA RT3

print("Available tasks:") for namespace incatalog.list_namespaces() : print(f"
—{namespace[0]}: ") for _. catalog.list_tables(namespace) @7 — 7/ print(f" {table}"
)

# PGD CIEENI=F—&ZD7 7LV T 1 ZMAET %

table =catalog.load_table(("public", "transactional_table")) print(f"+Z7 ¥ 7> a v
F— 7 UATE: {table.scan().count()}") print("H¥ > L L a— K:", table.scan( limit=1).
—to_arrow()

# AutoPartition BED oD —F 4 ¥ a v F— X BRI T 5

Partition_tables = [t for _, t incatalog.list_tables("public") if t.startswith(

<~ "partitioned_table")] if Partition_tables print(f"Partition {sample_partition} row.

—count: {table.scan().count()}")

External tool validation confirms that data written by PGD analytics operations maintains full compatibility with

standard Iceberg tooling, enabling integration with diverse analytics ecosystems.

Step 30: Unified Cold Storage View
Create and validate unified views of partitioned data that span both local and analytics storage tiers.

sl -2 =T 74 =T 4T a v a—0FET S Z L 2 L £ 9 SELECT COUNT(*) FROM pub-
lic.partitioned_table_offloaded;

Vo —DBEELBRWESIE. A& 7% A »R— b L% SELECT bdr.replicate_ddl_command(

SELECTpgaa.import.atalog('lakekeeper — test')

)
e — KRy bvs A= RTF—RDTH%EDHT % DO $$ DECLARE total_count INTEGER DEFAULT
0; table_name TEXT; row_count INTEGER; cold_row_count INTEGER DEFAULT 0; BEGIN

- -B—HLD Ry b R—=F 4> a>DIThH V> bT 3 FOR table_name IN ( SELECT relname
FROM pg_class WHERE relname LIKE ‘partitioned_table%’ ANDrelam=2-kt—77 27+ 2
J71%) LOOP EXECUTE FORMAT( SELECT COUNT( *) FROM public.%I ’ , table_name) INTO

row_count; total_count := total_count + row_count; L. > K)L— 7,

- O Ta—nA R La—DfTeh v > b LET EXECUTE ‘SELECT COUNT(* ) FROM Parti-
tioned_table_offloaded’” INTO cold_row_count;
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RAISE NOTICE ‘& b A ML —I4TF %, total_count; RAISE NOTICE ‘Cold storage rows: %’
cold_row_count; RAISE NOTICE ‘Total rows: %’ , total_count + cold_row_count; END $$; ™

2=T7574 Ra—=3. A VT VIV MRT—ZXEBEZBEL TN + =< Y RO LEMHER LD 5,
BEDORA L —VBEICE DR T —Xty MDY — LAV ART 72 AR LE T, 207 —
X¥TIOFYICED, BT 2727V a VBEHER LT, TR LBERT X0 A IIb%
TN RS ATHEIC 2 D 5

7611 FSTILa—FT1 2 F CEE
NTA—IVADEZR) VT L B&Et

JIVNRT 3= ARHEEA ML —VBBIC K > TR D, v —75)L PostgreSQL & L —IIHEL A4 7
YI—D Iy a VEERICEELIR, DAL —YREAL—Ty DBV — 27 a— FHIZ
REfbanEzd, ZoUEFTSIURERLT, 72782ARZ—VEHRL, 2060 TRBLL 5,

pgaa.lakehouse_table_stats IZ & % R b L —IHHRSHNIX, EfER, 774 UK. BLUET77E2R
RE—=ZBT AR L, RBEbOPEICHERZREML £5, @RI, 2568253 X M|
RENFANT 4 =< AALOEBRERIET 2 DITHIIB E T,

—AR Y7 R C RRRER

AZQTEENEA X0 T LY FRL Y vANDAy b7 —2 7 7 A2 MR L. GRALEMEEE HEE L %
T BRI —7 X P 2MH LT, @Y e RZHERE L £9

NV OISO RRXIUIB bdr. taskmgr_local_workitem_status #/M LTV —2F 2 —DAT—&X R
EEMAL. VY —ARELD-DDEHRT 7 4L MR LS, FRBREOIEMBEZREL 3,

AbL—URRBEEATHY 2 A% — /) — FERT—EBLZEA ML —YREEOEID Y T2RIALL., THY ¥
b EEFEREEZ N U TBITRFRO 7 — X OREMZBEEL 7,

S8R — LD E#:1% Pylceberg, PySpark, BXUZDMMD T X7 aa vy R—3> M eHHLEET X
FENLT, A& BT — TAPHNERIHTY =L b DFERR AR L T0E 2 2 MEEL £ 3,

tFal) 70 LREDERSIR

SEAREBICIE, EY7s SSLAIFHZE DMGEE, R EREREH, BXUEI 70— 7 —XiEErRET S
2y b= 7 7 RFHBNRETT, EPNREF 2V F 1 BEE TR, 727 AR BRIERO 1 —
T—aYFIEERIAET 20BN H D 5,

Ny 779 T VYHINY -8B BREINY I 7Y IRABZXLE V) INY 2RI T-EED X b
L—IY AT MCTRENT T — X2 EZRBTI20ENRDDET, AL —YBERIEKT—E LY AN
KAV P EFAET 2 FIEEFRREL 3,

Fy T4 T =TI HIRORX ML —=YHIBOX Yy b, HTILWT =PRI FXERA ML —
HEEN L TIEBIVCEHL R ONTORNLEESRX -V DM T2 EETI20ENRD D 7,
a2 MEELOWEPEHR L, EBOT7 72X —VIZHESWTRY Y — 2B L E T,

TR M A P L —ORE. N TV Y FR ML= 7 —FF 7 F v 2K THERN 7 SQL 7 27k R
PR LSS, BN 4 —< Y RABEH L XA ML =Y 2R FOEBILONT VAR S HE T — X LB
{LHREZ AR L F 5, A A Za L OMBICE D, 02— 54 AFROF—2HEH L Y —1 D
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HEWEDFRCAD, PV HF 7> arveifiv—2n—FOMsn 774304 X =724 A LT
PostgreSQL Z#EHRF L £ 37,
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