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Hadoop Foreign Data Wrapper (hdfs_fdw ) 1. Hadoop 7 7 £ V> A7 L4123 % 7 — &2 EDB Postgres
Advanced Server 225 7 72 A TE % & 5123 % Postgres DILIRMHEET T, AT —KX T v =12 &b,
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B 1E Release Notes

Hadoop Foreign Data Wrapper ® K ¥ 2 X ¥ MZlE, ¥4 F =V UV =Ry F2EZLREMNN—T 3 U5
WINTVET, ZOEZ>arDVV—R/—MAE, &V Y —ROFHREICEF 2 HHo Rl E T
WET, ¥4 F =V Y —REREF Ny F VY —RATHAINLFREDLS., 2> 7 Y HIE. 20K
REDEAZINLY Y —RIHT A VO r—&dH D F7,

Version Release Date
Version 2.3.0 2023 Jan 06
Version 2.2.0 2022 May 26
Version 2.1.0 2021 Dec 02
Version 2.0.8 2021 Jun 24
Version 2.0.7 2020 Nov 23
Version 2.0.5 2019 Dec 10
Version 2.0.4 2018 Nov 28

1.1 Version 2.3.0

Hadoop Foreign Data Wrapper 2.3 Of§aEIR{L, NZEIE, BLUFZOMOEEIIUA TV EENE T,

Type Description

Feature AJRERIGE. ORDERBY A% VE— b —N—Z T v 2L EF, ZO7 T
0 —F&, S — N =2 5 DIEFANT skt PR L, R
BY—=IfarAMILET,

Feature LIMIT/ OFFSET" % J E— F HDFS #—N—IZ 7 v > a X7 LT, AlhE
A, VE— M —N—T LIMIT B X U "OFFSET#/F2 EIT L £3, Z
KD, B—H1D Postgres & VY E— D HDFS / Hive % — N—[HD % v
NI 5T 4 v IDHIBENE T,
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1.2 Version 2.2.0

Hadoop Foreign Data Wrapper 2.2 Offgif{l, ~NZEIE, BLOZDMOZEHIZIZUATHEEN T T,

Type Description

Feature 77V 5=+ &2 YE—MNHDFS 4 —N—1Z 7y > a2 XY T 5 TXRTDIT
PR L TR —HVICEET20TIERL, 727V 5 —1+%YE— b HDFS
P—N=Z Ty alFxd, THCED, 77V 75—+ 2Ty aXy T
XL BEDNRT =< Y ADMELET,

Enhancement NUMERIC 57— B DHRK— +FZBIML 73,
Bug fix FEAABT = 2B LTiHEiEh 22 7y 2 LIRWTL 2 E W,

1.3 Version 2.1.0

Hadoop Foreign Data Wrapper 2.1.0 DF&fEsR(L, NZEIE, BLUZOMOEHIIUTHAEENET,

Type Description
Enhancement EDB Postgres Advanced Server 14 DR — b,
Enhancement fETyyaXvy JZYRZELYE— M —N=0D 2 00N T -7

RIS D 25EE. DT —INLDTRTOITE 7y FLTHR—HIL
THAEZIITTA2ROYIC, Z2O/EEVE— M —N—IT S Y2 TE3
oWk ELE,

1.4 Version 2.0.8

Hadoop Foreign Data Wrapper 2.0.8 D##&hE. #&aEIRIL. NEBIE, BLUEZOMOEE I T EEH
ESCIR

Type Description

Enhancement Hadoop N\— a ¥ 32.x DY R— |

Enhancement Hive N— 3 >~ 3.1.x DY R— b

Enhancement Spark N— 3 ¥ 3.0x DHFK— |

Bug Fix IJ—% AT 572012, [TREZ ST 5 SELECT 7 Y O Ll FZEIE
LE L7,

Bug Fix LEFT JOIN LATERAL 28827 TV THAET S/ 7 v v a 2BIEL E LT,

Bug Fix RS 7z 8T — 7V E 73PN D AFNE, EYIR N4 7 SQL 52
HL%d,

4 % 1 = Release Notes
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1.5 Version 2.0.7

Hadoop Foreign Data Wrapper 2.0.7 O#ii#e. HaeiRl. ~NZBIE, BLUOZDMOEHIZEL TR EFhH
£9,

Type Description

Enhancement EDB Postgres Advanced Server 13 DR — b,
Enhancement Ubuntu 20.04 LTS 72 v b 7 4+ — LDV KR— 1,
Enhancement LICENSE 7 7 A V2 HH L F L=,

1.6 Version 2.0.5

Hadoop Foreign Data Wrapper 2.0.5 Of§fER(L. NZEIE, BLXUZOMOEHICEUTHEENET,

Type Description
Enhancement EDB Postgres Advanced Server 12 DR — b,

1.7 Version 2.0.4

Hadoop Foreign Data Wrapper 2.0.4 Of%gEsRIL. NZEIE, BLUEZOMOEEIEU TR EENE T,

Type Description
Enhancement EDB Postgres Advanced Server 11 DR — b,

1.5. Version 2.0.7 5






225 Supported database versions

Z D3RIE. Hadoop Foreign Data Wrapper Df#iN— a v &, %R — b I TW B {53 % EDB Postgres
Advanced Server (EPAS) N—Ya %1 2 b L CWE$, Hadoop Foreign Data Wrapper (&, EDB Postgres
Advanced Server Y RIU 72 v b 7 4 — A THR—=FEINTWVWET, #F#HIIE Product Compatibility ZZH L

TLEEW,

Hadoop Foreign Data Wrapper

EPAS 14

EPAS 13

EPAS 12

EPAS 11

2.3.0

2.2.0

2.1.0

2.0.8

2.0.7

2.0.5

2.04

Ziz|z|Z|=<|<|~<

Z|Z|<| <<=

Zi<| <R ==

<|lz|z|=|=|=<|~



https://www.enterprisedb.com/platform-compatibility#epas




H3E Architecture overview

Hadoop &, KEELT—X €y VBT 7 AN AT LIRIFTELZ 7L —L V=0T,

Hadoop 7 — & 7 v »¢—|Z, Hadoop 7 7 £ V> AT L ¥ Postgres 7 —XN—ZABDA > X —7 = 4 A%1E
U £3, Hadoop 7 —& T v %—1&, Postgres SELECT 27— h X > b % HiveQL % 7=1% Spark SQL A >~
R—=T 2 A ADHET 27 TV ICEBRL T,

! Using a Hadoop distributed file system with Postgres

AIREZRIG A, AT — & 5 v %—1% Hive % 721% Spark ¥ — N—1Z, SELECT 27— b X > k O WHERE fJIC
BEMf o7 27> a v EETTEXOCERLET, WHEREM%2 Ty > a XUy 55, v b7 —
7 ETRBEITET—XOENBDT I, N7 —< Y ADMLEL T,
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45 Key features

Z 451, Hadoop Foreign Data Wrapper ® £ 72 #5E T3

41 WHERE@G 7w ado >

Hadoop Foreign Data Wrappper Z {3 % &, EITD 7 ®IZ WHERE A] ZAHBY — =TT v > 2 XY T
FET, CORRBRVE- N7V BRELL T, AT —N—20EE SN AT ZRS LET,

4.2 )y aqd o>

Hadoop Foreign Data Wrapper (&, %7y > a2 X 2P K- b LTVET, ZOME, 7T VIERZ—
Ty PIRXAMD—ERTHBZHNDAERLFET,

4.3 BTy aqo >

Hadoop Foreign Data Wrapper iZ. ZM7'y > 2 XY 2% K—bFLTWVWET, FLYE— D Hive £713
Spark B — N—DHNERT — TR DFEE % U E— b D Hive $£721% Spark r— =12 F v > a L, X7 4 —
YV RAEALEIEET,

A= 2> 2304 TI3, enable_join_pushdown GUC ZH( 2 LT, £y a v BIUZZY LA
VTSNS Yy a B v EEMITEE T,

FHIC oW TIX,  Example: Join pushdown ZZ L TL 72X\,

4.4 7OVTF— Ty adoy

Hadoop Foreign Data Wrapper (&, 727 V75— o2 a X2 R—1FLTVET, TXRTOITZHIR
LTa—dCEET 20 TIE R, #EilE Y E— D Hive £721F Spark — =12 Py 22 LET, Z
CED, 727V 75—y aZ Yy TELLAIERICENI AT + —< Y ADHELET, Ty
¥ 2 XY 13, Hadoop ¥ — N—IZFE LR WVEIEZ 7'y & 2 &7 2 LR WX 512, BIfE. min, max. sum,
avg, B XU count DEFHBIRICHIBET N TVE T, Tl KFH 74 & - EI T v a2 Xy EhE
A,

FHNCOWTIX, Example: Aggregate pushdown ZS 8L TL 72X W,
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4.5 ORDERBY v > adu >

Hadoop Foreign Data Wrapper (&, +—&— A 7y a X7 VY K-+ LTWET, AJRETHIUL. ORDER
BY AJZVE— M —N—IZT v a LT, TO77a—F& IS — =25 DIEFAT S 745 R
oy FPREBHL, RN —IHEE AL E T,

FMICOWTIX, Example: ORDER BY pushdown ZZf L TL 72X W

4.6 LIMIT OFFSET v > adv >

Hadoop Foreign Data Wrapper (&, #lfRA 7ty v DTy a2 X0 2P R—bLTVWET, AJRELRIRD.
VE— = N—TLIMIT B X OFFSET #{ExFEITL £ 35, ZAUTXD., B—H/1D Postgres & V) E—
I @ HDFS / Hive 4 —N—[D % v b7 =2 b5 7 4 v Z2HIEE N E $, ALL/NULL % 7> 3 >iX Hive
P —N=—TREHR=PFEINTVRWzD, Ty Ta X rENEEA, £/, VE— M —N—TIZLIMIT
D7\ OFFSET 3¥ R — FENTVERA, FOAYRA 77 ROV 3Ty ad3nEHA.

FAICOWTIE,  Example: LIMIT OFFSET pushdown Z &8 L TL 72 & W

4.7 BEWOV—>7v 7

Hadoop Foreign Data Wrappper % ffifi 3 % ¥, DROP EXTENSION 2~ FZHHLT1FHEOA L — 3
YTCHBT =T N ) =Ty FTEERT, TOMBER. ST — T AR HRTRIES LTV
LHERICOLL 5, MXIERD LB D TT,

DROP EXTENSION hdfs_fdw CASCADE;

FHHICOWTIE, FOYTIIRATFooay 28RBLTLEIW,

12 % 4 & Key features



13

ZES5E Supported authentication methods

Hadoop Foreign Data Wrapper (&, NOSASL 3 X X LDAP 8fEE— FZ ¥ KR—F L TWVWE T, NOSASL %
T 2121, 2—F—~< v ¥ ZDIERAIC OPTIONS HZEE LW TL 72 & W\, LDAP FBFEE— KD
BE. 2—H¥—< v ¥ ZYERIIZ OPTIONS IZ username ¥ password Z16E L £ 7,

5.1 LDAP SREEDEMA

LDAP #8&E T Hadoop Foreign Data Wrapper Z {3 2 %556, &FIC Hive % — N—F 721d Spark H#— N —
% LDAP GRAEZ 3 2 X SITH L £ 3, WS — =13, LDAP ¥ — ~— D0l z &
hive-site.xml 7 7 A V223 200 H D 5, fi :

<property>
<name>hive.server?2.authentication</name>
<value>LDAP</value>
<description>
Expects one of [nosasl, none, ldap, kerberos, pam, custom].
Client authentication types.
NONE: no authentication check
LDAP: LDAP/AD based authentication
KERBEROS: Kerberos/GSSAPI authentication
CUSTOM: Custom authentication provider
(Use with property hive.server2.custom.authentication.class)
PAM: Pluggable authentication module
NOSASL: Raw transport
</description>
</property>
<property>
<name>hive.server2.authentication.ldap.url</name>
<value>ldap://localhost</value>
<description>LDAP connection URL</description>
</property>
<property>
<name>hive.server2.authentication.ldap.baseDN</name>
<value>ou=People,dc=itzgeek,dc=local</value>
<description>LDAP base DN</description>
</property>

Rz, Hive H—N—%EEH T2 L 22, 2~ FiZhive-site.xml 7 7 A LADRRAZEDF T, i :
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./hive --config <path_to_hive-site.xml_file> --service hiveServer2

<path_to_hive-site.xml_file> hive - site.xml 7 7 £ AN\DEEB A EHEL T,

A—H—IvEVIEERTIEE L. BEFEAD LDAP 1—H—DRFT LR TRNIAT—RELFTS

gy LTHEETIVELNHD £, SFHMICOVLTIE.
A—H—=TvEVITZERT 2 2SR LT XV,

5.2 NOSASL :3EEDFEH
Hadoop Foreign Data Wrapper T NOSASL #8AE % 3 235E. Hive ¥ — N—% 721d Spark #— N —T &

#8% None |2, FRAE/T1E% NOSASL ICRREL F T, 72 21X, a~<>¥ F A4 > THive & —N—%EHIT 3
BE. 2~ FiZhive.server2.authentication f I X — X — 2 &D X T,

hive --service hiveserver2 --hiveconf hive.server2.authentication=NOSASL

14 %5 5 & Supported authentication methods
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6% Installing Hadoop Foreign Data Wrapper

VU7 RERLT, %Y TAA VAN LFHZT 7 AL ET,

Linux x86-64 (amd64)

6.1 Red Hat Enterprise Linux (RHEL) XU EDiREY

* [Installing Hadoop Foreign Data Wrapper on RHEL 8 or OL 8 x86_64

e Installing Hadoop Foreign Data Wrapper on RHEL 7 or OL 7 x86_64

¢ Oracle Linux (OL) 8

¢ Oracle Linux (OL) 7

e [Installing Hadoop Foreign Data Wrapper on AlmaLinux 8 or Rocky Linux 8 x86_64
e [Installing Hadoop Foreign Data Wrapper on AlmaLinux 8 or Rocky Linux 8 x86_64

e Installing Hadoop Foreign Data Wrapper on CentOS 7 x86_64

6.2 SUSE Linux Enterprise (SLES) & ZMDiRk4%E

e Installing Hadoop Foreign Data Wrapper on SLES 15 x86_64

* [Installing Hadoop Foreign Data Wrapper on SLES 12 x86_64

6.3 Debian & ZD;REY

e Installing Hadoop Foreign Data Wrapper on Ubuntu 20.04 x86_64

Installing Hadoop Foreign Data Wrapper on Ubuntu 18.04 x86_64
* [Installing Hadoop Foreign Data Wrapper on Debian 11 x86_64
e Installing Hadoop Foreign Data Wrapper on Debian 10 x86_64

Linux on IBM Power (ppc64le)
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6.4 Red Hat Enterprise Linux (RHEL)

e [nstalling Hadoop Foreign Data Wrapper on RHEL 8 or OL 8 x86_64

6.5 SUSE Linux Enterprise (SLES)

e Installing Hadoop Foreign Data Wrapper on SLES 15 x86_64

e Installing Hadoop Foreign Data Wrapper on SLES 12 x86_64

6.5.1 Installing Hadoop Foreign Data Wrapper on Linux x86 (amd64)

ARV =T 4 YIYRTAEBEDA VA=A FIECOWTIE, KESHLTLZIW,
* RHEL 8/OL 8
* Rocky Linux 8/AlmaLinux 8
* RHEL 7/OL 7
e [Installing Hadoop Foreign Data Wrapper on CentOS 7 x86_64
e Installing Hadoop Foreign Data Wrapper on SLES 15 x86_64
e [Installing Hadoop Foreign Data Wrapper on SLES 12 x86_64
* [Installing Hadoop Foreign Data Wrapper on Ubuntu 20.04 x86_64
e Installing Hadoop Foreign Data Wrapper on Ubuntu 18.04 x86_64
e [Installing Hadoop Foreign Data Wrapper on Debian 11 x86_64
e Installing Hadoop Foreign Data Wrapper on Debian 10 x86_64

A VAN =IVDFET Uiz b,  Initial configuration S L TLIZE W,

Installing Hadoop Foreign Data Wrapper on RHEL 8 or OL 8 x86_64

AR M= Tat XA 3E0C

* A LA X M EDB Postgres Advanced Server -1 > X b—JLL £,
Installing EDB Postgres Advanced Server SR L T 72X\,

s URIMNUEREY VTV TT B

VRSP —DFREIFTIERDDEZRZTE, VEAI MY ERBIREL TWAIEE, ZOFIEE2ETT S
PEEH D FRA

16 % 6 E Installing Hadoop Foreign Data Wrapper
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DRI kU ZEEY b7y TTBICIE
EDB repositories IZBEI L. & ZICRREINIIERIEVE T,

o ZOMDRTHRSIFITL T

# Install the EPEL repository:

sudo dnf -y install https://dl.fedoraproject.org/pub/epel/epel-release-latest-8.
—»noarch.rpm

# Enable additional repositories to resolve dependencies:

sudo dnf config-manager --set-enabled PowerTools

# Disable the built-in PostgreSQL module:
sudo dnf -qy module disable postgresql

Nr—S%A42ZA=ILT 3

sudo dnf -y install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 a2 > T3, 14 %, ffifH{ L T\ % EDB Postgres Advanced Server
DN=Y a VITEEMWZET,

Installing Hadoop Foreign Data Wrapper on AlmaLinux 8 or Rocky Linux 8 x86_64
AR

AR M= Tut XA AR

* A LA X MIC EDB Postgres Advanced Server -1 > X —JLL £,
Installing EDB Postgres Advanced Server ZZHH 1L T 72X\,

s YRS NI EEY VT TIT B

VRIS M) —DFEFIERYDEZRITT, VA MY RBUCHKEL TWAGEE., COFIEEZETT 3
PEIH D FHA,

DRI kU ZEEY 7Y TTBICIE
EDB repositories IZBEI L. £ ZIZERINIIERIEVE T,

o ZDOfBDORTHESRMFITHLT

# Install the EPEL repository:

sudo dnf -y install epel-release

# Enable additional repositories to resolve dependencies:
sudo dnf config-manager --set-enabled PowerTools

# Disable the built-in PostgreSQL module:

sudo dnf -qy module disable postgresql

6.5. SUSE Linux Enterprise (SLES) 17
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N T—2%4AAR=ILT S

sudo dnf -y install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 a2 > T3, 14 %, ffifl{ L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,

Installing Hadoop Foreign Data Wrapper on RHEL 7 or OL 7 x86_64
AR

A YA M= Tt 2 EHET AR

* A LA X M EDB Postgres Advanced Server -1 > X —JLL £,
Installing EDB Postgres Advanced Server S8 LT 72 & W,

c VARI MV ZEY FT Y TSTD

VRIS MY —DFEFIERYDEZRIZTT, VAI MY RBUCHKEL TWAGEE., COFIEZETT 3
PEEH D FHA,

DRI kU ZEY b7y TTBICIE
EDB repositories IZBEI L. £ ZICRRINIIERIEVE T,

o ZDOMBDRHESRMFITHL T

# Install the EPEL repository:

sudo yum -y install https://dl.fedoraproject.org/pub/epel/epel-release-latest-7.
—noarch.rpm

# Enable additional repositories to resolve dependencies:

subscription-manager repos --enable "rhel-*-optional-rpms" --enable "rhel-*-extras-

—rpms" --enable "rhel-ha-for-rhel-*-server-rpms"

N r—S%A4 XA —ILT %

sudo yum -y install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 a > T3, 14 %, f#if] LT\ % EDB Postgres Advanced Server
0)/‘\"—:‘/\‘ 3 y&:lﬁ%&iij—o

18 % 6 E Installing Hadoop Foreign Data Wrapper
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Installing Hadoop Foreign Data Wrapper on CentOS 7 x86_64

AR M= Tur R EBEET AE0C

« E LA X FIZ EDB Postgres Advanced Server -1 X b—JLL 7,
Installing EDB Postgres Advanced Server ZZ LT 72 &\,

c VRN EEY M7y ST B

VRIS M)V —DFREFIIFERYDEZRITT, VRIS MY ERBHICEREL TWBIGE., ZOFIEEZHETT S
PENIH D FRA

DR rUZEY FT7vTTBICIE
EDB repositories IZBEI L. Z ZICFRRINBIERICHEDVE T,

o ZDMDFTHRSAFITILT 2

# Install the EPEL repository:
sudo yum -y install https://dl.fedoraproject.org/pub/epel/epel-release-latest-7.
—noarch.rpm

Nr—S%A4 A —IILT S

sudo yum -y install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D X—3 a > T3, 14 %, ffifl LT\ % EDB Postgres Advanced Server
0)){"—:\/\‘ 3 y&:lﬁ%@iij—o

Installing Hadoop Foreign Data Wrapper on SLES 15 x86_64
AR

A VA =T at 2 EEET BEC

* F LA X kIZ EDB Postgres Advanced Server -1 X h—JLL X9,
Installing EDB Postgres Advanced Server S8 L T 72X\,

s VRI MV ZEY P Ty T D

VRIS MY —DEEFZIEREYDODEZRZTT, VES MY REUCHKELTWAEE., COFIEEZFETT S
PEEH D FRA

DR MU ZEY R 7Y TTBICIE
EDB repositories IZBEI L. & ZICERINIIERIEVE T,

o ZDMDFTHREAITULT 2

6.5. SUSE Linux Enterprise (SLES) 19
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# Activate the required SUSE module
sudo SUSEConnect -p PackageHub/15.3/x86_64

# Refresh the metadata

sudo zypper refresh

Nr—2%42ZA0=ILT 3

sudo zypper -n install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 2 > T3, 14 %, il L T\ % EDB Postgres Advanced Server
DN—=Ya VICEEBRZET,

Installing Hadoop Foreign Data Wrapper on SLES 12 x86_64

AR M= Tur RGBT AR

* E LA X MC EDB Postgres Advanced Server -1 X b—JLL £,
Installing EDB Postgres Advanced Server ZZ L T 72X W,

c VRV MY ZBEY M7y TSTS

VRIS F)—DFREFIIFERYDEZRITT, VRIS MY RBICEREL TWBIHE., CZOFIEEZETT S
PENIH D FHA

DR kU ZEY TV T T BICIE
EDB repositories \IZHEI L. £ ZICRREN2FRICIEVE T,

o ZDMDFTHRSF IS 2

# Activate the required SUSE module
sudo SUSEConnect -p PackageHub/12.5/x86_64
sudo SUSEConnect -p sle-sdk/12.5/x86_64

# Refresh the metadata

sudo zypper refresh

20 % 6 E Installing Hadoop Foreign Data Wrapper
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N T—2%4AAR=ILT S

sudo zypper -n install edb-asl4-hdfs-fdw

14 |3 EDB Postgres Advanced Server D N—a T3, 14 %, ] L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,

Installing Hadoop Foreign Data Wrapper on Ubuntu 20.04 x86_64
AR

A YA M= Tt 2 EHET AR

* A LA X M EDB Postgres Advanced Server -1 > X —JLL £,
Installing EDB Postgres Advanced Server S8 LT 72 & W,

c VARI MV ZEY FT Y TSTD

VRIS MY —DFEFIERYDEZRIZTT, VAI MY RBUCHKEL TWAGEE., COFIEZETT 3
PEEH D FHA,

DRI kU ZEY b7y TTBICIE
EDB repositories IZBEI L. £ ZICRRINIIERIEVE T,

Nr—S%A4 XA —IILT 3

sudo apt-get -y install edb-asl4-hdfs-fdw

14 1% EDB Postgres Advanced Server D N—3 2 > T, 14 %, f#fH] L T\ % EDB Postgres Advanced Server
0)){"—:‘/\‘ 3 \/&:E%}ﬁgii‘j—o

Installing Hadoop Foreign Data Wrapper on Ubuntu 18.04 x86_64

4 VR b= Tut REHET E0C

* F LA X kIZ EDB Postgres Advanced Server -1 X b—JLL X9,
Installing EDB Postgres Advanced Server S8 L T 72X\,

c VRIS MY ZERY N T v TT B
VRS MY —DREZXTERDDEXRZ TS, VRS MY ZRUICHRELTWIHE. ZOTFIHEZETT 2
REIDH D FHEA
DRk ZEY Ty TTBICIE
EDB repositories I2EI L, Z ZIZFREINFERISIEVE T,
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Hadoop Foreign Data Wrappe, ') 'J—X 2.3.0

N T—2%4AAR=ILT S

sudo apt-get -y install edb-asl4-hdfs-fdw

14 |3 EDB Postgres Advanced Server D N—a T3, 14 %, ] L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,

Installing Hadoop Foreign Data Wrapper on Debian 11 x86_64
AR

A YA M= Tt 2 EHET AR

* A LA X M EDB Postgres Advanced Server -1 > X —JLL £,
Installing EDB Postgres Advanced Server S8 LT 72 & W,

c VARI MV ZEY FT Y TSTD

VRIS MY —DFEFIERYDEZRIZTT, VAI MY RBUCHKEL TWAGEE., COFIEZETT 3
PEEH D FHA,

DRI kU ZEY b7y TTBICIE
EDB repositories IZBEI L. £ ZICRRINIIERIEVE T,

Nr—S%A4 XA —IILT 3

sudo apt-get -y install edb-asl4-hdfs-fdw

14 1% EDB Postgres Advanced Server D N—3 2 > T, 14 %, f#fH] L T\ % EDB Postgres Advanced Server
0)){"—:‘/\‘ 3 \/&:E%}ﬁgii‘j—o

Installing Hadoop Foreign Data Wrapper on Debian 10 x86_64

4 VR b= Tut REHET E0C

* F LA X kIZ EDB Postgres Advanced Server -1 X b—JLL X9,
Installing EDB Postgres Advanced Server S8 L T 72X\,

c VRIS MY ZERY N T v TT B
VRS MY —DREZXTERDDEXRZ TS, VRS MY ZRUICHRELTWIHE. ZOTFIHEZETT 2
REIDH D FHEA
DRk ZEY Ty TTBICIE
EDB repositories I2EI L, Z ZIZFREINFERISIEVE T,
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N T—2%4AAR=ILT S

sudo apt-get -y install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 a2 > T3, 14 %, ffifl{ L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,

6.5.2 Installing Hadoop Foreign Data Wrapper on IBM Power (ppc64le)

IRV =T 4 YT RATLAERDA YA P = VFIHZOWTIE, REBRL TSN,
e Installing Hadoop Foreign Data Wrapper on RHEL 8 or OL 8 x86_64
e [nstalling Hadoop Foreign Data Wrapper on SLES 15 x86_64
e Installing Hadoop Foreign Data Wrapper on SLES 12 x86_64

A VAN =IDFET Ui b,  Initial configuration B L TLIEE W,

Installing Hadoop Foreign Data Wrapper on RHEL 8 ppc64le

4 VR b= Tut REHET E0C

* F LA X kIZ EDB Postgres Advanced Server -1 X b—JLL X9,
Installing EDB Postgres Advanced Server S8 L T 72X W,

c VRNV ZEY VT YT B

VRSP —DFREFTIERDDEZRZTE, VEAI FYERBIEREL TWAEE, ZOFIEEZHETTS
PEEHD FRA,

YRS rVZEY FT7vTTBICIE
EDB repositories \IZBEI L, Z ZIZFRENDFERIIEVE T,

* ZOMDREHESMFITHILT

# Install the EPEL repository:
sudo dnf -y install https://dl.fedoraproject.org/pub/epel/epel-release-latest-8.

-»noarch.rpm

# Refresh the cache:

sudo dnf makecache

# Disable the built-in PostgreSQL module:
sudo dnf -qy module disable postgresql
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N T—2%4AAR=ILT S

sudo dnf -y install edb-asl4-hdfs-fdw

14 |3 EDB Postgres Advanced Server D N—a T3, 14 %, ] L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,

Installing Hadoop Foreign Data Wrapper on SLES 15 ppc64le
AR

A YA M= Tt 2 EHET AR

* A LA X M EDB Postgres Advanced Server -1 > X —JLL £,
Installing EDB Postgres Advanced Server S8 LT 72 & W,

c VARI MV ZEY FT Y TSTD

VRIS MY —DFEFIERYDEZRIZTT, VAI MY RBUCHKEL TWAGEE., COFIEZETT 3
PEEH D FHA,

DRI kU ZEY b7y TTBICIE
EDB repositories IZBEI L. £ ZICRRINIIERIEVE T,

o ZDOMBDRHESRMFITHL T

# Activate the required SUSE module
sudo SUSEConnect -p PackageHub/15.3/ppc64le

# Refresh the metadata

sudo zypper refresh

N T—2%1A A R=ILT B

sudo zypper -n install edb-asl4-hdfs-fdw

14 |3 EDB Postgres Advanced Server D N—a > T3, 14 %, /] L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,
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Installing Hadoop Foreign Data Wrapper on SLES 12 ppc64le

AR M= Tur R EBEET AE0C

« E LA X FIZ EDB Postgres Advanced Server -1 X b—JLL 7,
Installing EDB Postgres Advanced Server ZZ LT 72 &\,

c VRN EEY M7y ST B

VRIS M)V —DFREFIIFERYDEZRITT, VRIS MY ERBHICEREL TWBIGE., ZOFIEEZHETT S
PENIH D FRA

DR rUZEY FT7vTTBICIE
EDB repositories IZBEI L. Z ZICFRRINBIERICHEDVE T,

o ZDMDFTHRSAFITILT 2

# Activate the required SUSE module
sudo SUSEConnect -p PackageHub/12.5/ppc64le
sudo SUSEConnect -p sle-sdk/12.5/ppc64le

# Refresh the metadata
sudo zypper refresh

Ny T—2%1A A =ILT S

sudo zypper -n install edb-asl4-hdfs-fdw

14 13 EDB Postgres Advanced Server D N—3 a2 > T3, 14 %, ffifH{ L T\ % EDB Postgres Advanced Server
DN=Ta VIZEEXHHZIET,
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7% Initial configuration

JEERMERE © . ILRISRE R T2 T — X R—2AF 7Y =7 M E/EKT B H0IC. Postgres " A M ZZEHE LT,
PR=F74 75V DGEMERMETIHENDHD FT,

Postgres % 4 > A b — )L L7244, RDLGFTIZH % postgresql.conf #ZEHL £,
/var/lib/edb/as_version/data

W7 7 A NVEZEHE L, hdfs_fdw.jvmpath /8T X —X—% K7 7» A VOBRRITEBIM L., HEZFRELT
Java R~ > (1ibjvm.so ) DOGFEfEEL £3, hdfs_fdw.classpath DEZFREL T, 77X X —
PERT 2 Java 7 727 7 A VOEFIZRLE T, EXRAEORYIDXFr L Tany () ZFEHALE
I

hdfs_fdw.classpath=

/usr/edb/as12/1ib/HiveldbcClient-1.0.jar: /home/edb/Projects/hadoop_fdw/hadoop/share/
—~hadoop/common/hadoop-common-2.6.4. jar: /home/edb/Projects/hadoop_£fdw/apache-hive-1.0.
< 1-bin/lib/hive-jdbc-1.0.1-standalone. jar

AR jar 7 7 A )V (hive-jdbc-1.0.1-standalone.jar 3 X UF “hadoop-common-2.6.4.jar> ) % Hive 3 & {8 Hadoop
DY — X E 71X Web H A 55 Hadoop Foreign Data Wrapper 234 >~ X — /)L Z 1TV 3 PostgreSQL 4 ~
AR YAZaA—-LET,

EDB Postgres Advanced Server #{#f L T\ T, 7 —&X~X—RIZDATE ¥|2H % 351%. postgresql.conf
7 7 4 WIZ edb_redwood_date = OFF ZiXET 2XENDH D £5,

NI X =R —HZFRE LTz 5. Postgres ¥ — N—ZHiELH L £3, EDB Postgres Advanced Server 'k X T
DY — b 2 DHIEDFEMIC OV T,

EDB Postgres Advanced Server documentation S8 LT 72 &\,
Hadoop Foreign Data Wrapper % {3 2 ®ijiC :
1. YEERMEREZ 1ERLT % a~ > R&E{#H LT, Postgres K2 b THERFEREZERR L F 3

2. H—N—%{EH TS a~v> FEMHAL T, Hadoop 7 7 £ V¥ AT AND¥EHix EF L
s

3. A—H—TwEYIZER TS a~v > FZ2H L T, Postgres B — /L% B — N — {2 BT
Jr<vy Y IRERLET,

4. NEDT—TINZER TS a~> FZ2H L T, Hadoop 7 FAX—ZH BT —XRX—2R
WZXfIGS % EDB

Postgres Advanced Server 7 — X X— A7 — 7LV EEZRLF T,
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7.1 RREEEZ 1R 5

CREATE EXTENSION 2~ Y RZ{#H L T, hdfs_fdw EREEEEZER L £§, a~r FEREHIT I, E
RUZ2 747> b (psql 72 ¥) %fHH LT, Hive £721% Spark #— N— %83 % Postgres 7 — X N —
2WZERE L, a~xY REFEOCHL 9,

CREATE EXTENSION [IF NOT EXISTS] hdfs_fdw [WITH] [SCHEMA schema_name];

711 NSA—4—

IF NOT EXISTS

IF NOT EXISTS AJZ & T, [F CARIOILREEEDIBICIFE T 3581 7 — 2R b D ISEH 2 FIT
TR — NI RLET,

schema_name

F Y a T, WEHEEED A T 2 7 P2 A VAP LT RAAF—DELHEIELET,

7.1.2 4l

RDa<> Rk, hdfs_fdw Hadoop Foreign Data Wrapper % 4 >~ X b —)L L ¥,
CREATE EXTENSION hdfs_fdw;

&R 7 — & Z v »%— CREATE EXTENSION 2% ¥ FOMHOFEHIC DWW T, [PostgreSQL F ¥ 2 X > 1]
(https://www.postgresql.org/docs/current/static/sql-createextension.html) ZZH L T 727X\,

7.2 H—N—%=ERTS

CREATE SERVER 2~ FEMHHL T, WY —N—"DEREER LT T, HUIRDODEEH T,

CREATE SERVER server_name FOREIGN DATA WRAPPER hdfs_fdw
[OPTIONS (option value [, ...1)]

P—N—FTRT IO —E F—N—DFEHE TS, ALTER SERVER 2~ FERMHHL T, NI — N —
OFTEMEETBEEID Y TLET, A — N—%1E T 5121%. CREATE SERVER I Y FTIRE X 7240
F— &5 v X—ZNF B USAGE RitEDHETT,
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721 NS AXA—Z2—

server_name

server_name ZfEH LT, ABI —N—DLHTEZRELE T, V—N"—HET—EZRX—IXAHNT—ETH 53
RERDHD FT,

FOREIGN_DATA_WRAPPER

FOREIGN_DATA_WRAPPER A]Z & T, H—N—M7 5 A X —ZHEHK T2 L ZIZ hdfs_fdw T —& 5 »
N—EFHT2 LIIEELET,

OPTIONS

CREATE SERVER 2% > R OPTIONS AJZ={Hf LT, AV —N—DEHERZIHELE T, XEED 5
ZEMTEET,

Option Description

host Hadoop 7 9 AR —®D7 FL AE7=EER A b, 7 7 4L MEZ “localhost T
ED

port Hive Thrift % — N— % 721& Spark Thrift ¥ — N—D K — &S, 77 /L b
1% °10000° T3,

client_type 7547 h&AFIX hiveserver2 £ 7213 “spark Z15E L ¥9, Spark T

"ANALYZE 27— b X ¥ b BRI 2121&. “spark DEZIEE T 2 HEH
HHEFT, 77 4L MAE hiveserver2 T,

auth_type<br /> 7547 FDRIAEEA T, "LDAP F 721% "NOSASL' 2 E L £ 7,
“auth_type ZHEE LRWGG, 7— X 7 v =32 —HF—< v B 7ITEI»
T auth_type fEZREL 5, T—F—< v U FIC2—F—H LAY —
ROEENZHE, T—2F7 v X=X LDAPRGFZ AL ES, 2—HF—~<v
Y= = RRAY = RPEENTORWEE, 727 v =&
NOSASL F8REZ A L £3,

connect_timeout BTN EZA4A L7 0 P2 ETORE,. 77 40 MEZ 300 T3
enable_join_pushdown T—=TNLRLDE T a VIZBTOETH, b= N—L L TR I E
To true DFE. MADT—TINDIRTDITEZ 7y FLTAO—-AILTH
BERITIZ3ADOIC. LAY —N—D5 2 DOABT—TIILEDEE
Z27voalEFEd, COFT2a aEBELDT—TIICKRETSILHTE
¥, BRICBARIZT—TILOVWTIDOTA TS a>oh false TREIH
TVWAHE, a7y yaXyryahgEdA, £ 72a 07— R
LDEIZ, F—N—LRLDF T a VLD bELEEINET, 7740 b

& true” T3,

fetch_size JDBC API “setFetchSize "D 8T X —&X—¥r L THRMExIhET, 77411
fEl% ~10,000" T3

log_remote_sql ‘true” DA, B 7I2iE Y E— b Hive 3 — N—THETEIN/=SQL a~v> F&
A%y UPHEDIRINIZEHENEENE T, 77 4L I false T,

query_timeout “query_timeout' % ffifl L T, Hive #— =23 ERZ{ifli/z X R WIHEICX A 4

TUMNTLZETORMEERBELES, 22V DERA L7 7 ME. Hive IDBC
RSAN—THR—-FINTVEEA,

RDR—JNTH L

7.2, Y—N—%Z1EKT B 29
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KA -FIOR=IH» 5D E
Option Description
use_remote_estimate ‘use_remote_estimate’ Z &3 T, WHaX M2 HEDZ L ZICVE— MY —
N—"TC EXPLAIN a< ¥ FEHEHT 2 X510 —N—ITHRLET, 774
JL kT, “use_remote_estimate I “false TH H., VE— b 7— 721X 1000
THH 3 BEINET,

7.2.2

RDa<y RiE, hdfs_fdw 7 — X T v S—2FH LT 170.11.2.148 DIP 7 FL A& DR A MZ
¥t 3 % hdfs_server ¥ W I ZETOHNERY —N—ZER L F 5,

CREATE SERVER hdfs_server FOREIGN DATA WRAPPER hdfs_fdw OPTIONS (host 170.11.2.148,.
—port 10000, client_type hiveserver2, auth_type LDAP, connect_timeout 10000, query_
—timeout 10000);

AERY— N —1%, Hadoop 7 7 AR — LD 7 54 7 > " ANDEICT 7 4L b DAE— b+ (10000) ZHHL
9, EFIIXLDAP —N—%FHL 7,

CREATE SERVER < > FOHDFMICOWTIX, PostgreSQL documentation ZZH8 L T 72X\,

73 A—HY—=IvEYIT=2EHT S

CREATE USER MAPPING 21~ > R%f#H LT, Postgres @ — /L Z/HY — N—ICEHEIF 2~ v BV 7% E
FLEI,

CREATE USER MAPPING FOR role_name SERVER server_name
[OPTIONS (option value [, ...1)];

ZOY—N—DA—F—< v ¥V I R2IENT 21213, ZOV—N—DEETHLILENDHD 7,

7EMR: Hadoop Foreign Data Wrapper (& NOSASL ¥ & X LDAP #fit %R — h L TWE 3, LDAP k%
HHT 2 —N—D2—F -y UV 7 EERL TV SHEE. OPTIONS f]%HH L T, BEfF® LDAP
I—H —DEFERER (2 —F—H AT —F) ZHELE T, ¥ — \—2 NOSASL it =3 %
Ba., a—F—< vy By 72K T % & i OPTIONS fJ 2 HMEL £ 3,
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7.31 NS AX—Z—

role_name

role_name Z{M LT, Y —N—ICBEMNIT 20—V 2IEEL £5,

server_name

server_name Z{fif] L T. Hadoop 77 7 A X — D&z ERT 5V — N —DHAHTZIEL 7,
OPTIONS

OPTIONS % /I LT, MY — N — D ERZ i E L £ 3. LDAPBREZ R L TV 3581, X%
RIHEL 9,

username — LDAP ¥ — \— LD 2 — % — D4,
password — 1 — % —ZIZEETIT 5 N7z AT — R,

I—P—HERRY - RFEEELRWES, 7—&X 7 v 8—|I NOSASL FPitZ AL £ 3,

7.3.2 3

RDa< Fid. enterprisedb EWVWILHIOE—LDI—HF—< v VUV 2ERLET, v v V7T
hdfs_server £\ 5 ZLHiDH — N—I1ZBEMNITF SN TOET,

CREATE USER MAPPING FOR enterprisedb SERVER hdfs_server;

T —RZN—ZAFR R MR LDAPRRAL 2 S 2 56, 21—V —< v U 7 2/ElT % & 2 IR ERERZ
REHEL 9,

CREATE USER MAPPING FOR enterprisedb SERVER hdfs_server OPTIONS (username alice,.
—,password lsafepwd);

Zda~ Yy Rk, hdfs_server ¥\ 5 HZE1TD ¥ — N—ZEHEIT 54TV 3 enterprisedb ¥ W5 HKHETD
B—LDI—HF =< v BV IE2IER L £ T, LDAP ¥ — N—{Z#EHi 3 5 &, Hive F721& Spark B — N—1&
alice ¥ U CERAF L. 1safepwd D %A 7 — R L F3,

CREATE USER MAPPING 2% ¥ K DFFAIICOWTIX, PostgreSQL documentation 2SR L TL 72 & W,

7.4 AEDOT—TILEEH TS

AER T — 7 id, Hadoop R R MZdH BT — T NADKRA X —T7F, Postgres ¥ — N—THERT — TIVEFR
ZAERT 2 HMC, Hive %7213 Spark Hr— N—1ZHHL L TT — IV ZIER L £ 3, 7— 7L DFZ, Postgres
P—N— DT —TNDFN~y XN E T, RIZ, CREATE FOREIGN TABLE 2~ > K% {#F] L T, Hadoop
FANMCH BT —TMIHIET 25| %KD T — 7 L% Postgres — N—IZER L E T, HXIXDLBD
T9,
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CREATE FOREIGN TABLE [ IF NOT EXISTS ] table_name ( [
{ column_name data_type [ OPTIONS ( option value [, ... ] ) ] [ COLLATE collation ].
—[ column_constraint [ ... ] ]

| table_constraint }

[, ... 1
1)
[ INHERITS ( parent_table [, ... 1) ]
SERVER server_name [ OPTIONS ( option value [, ... 1) ]

column_constraint IZXD L B H T,

[ CONSTRAINT constraint_name ]
{ NOT NULL | NULL | CHECK (expr) [ NO INHERIT ] | DEFAULT default_expr }

table_constraint 3RO & BHTT,

[ CONSTRAINT constraint_name ] CHECK (expr) [ NO INHERIT ]

741 NS X—H—

table_name
BT — T NVNDEHTEIBELE T, AF—<HEED T, AT —IADEAET 2 RAF—<EHELE T,
IF NOT EXISTS

IF NOT EXISTS A]Z & T, M UARDT — I NDBEFET 5T I — %2R EBWVWE I ITH— N —
WHERLE S, AEDT— U EFEET GE. V- N 3BHERITLET,

column_name

LT — 7L DF DL ZIEEL £ 5, FFE. Hive £ 7213 Spark 3 — N —THilH X AT W 35N IE
LTWET,

data_type

DT —XBZIEE L ET, AIRERIGE. Postgres ¥ — N— ¥ Hive % 721 Spark ¥ — N—DEHZ[F U T —
ZRZIEELET, FLARADT — XUHBFHTEZRWIEGE, Postgres ¥ — N—13 Hive ¥ 7z1% Spark ¥ —
N— DD 2T =2 X X AL LS L LET, $—N—DHEMNDDH 57— 2B 2T
FRVWHEAE 52K LET,

COLLATE collation

COLLATE fj2 &0 T, WNMEZEN DA TE T, 774V TR AT —&BDF 7+ F OREDEH
INET,

INHERITS (parent_table [, ... 1)

INHERITS )2 & T, Fr LW T — T3 TRTOHZ HEIINCHER T 27— 7LDV X F2IEELF
T Hr—oNE, =T —INFRENET—TLTT,
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CONSTRAINT constraint_name

EFBET—TNDHIFIDA TS a VDA RIEE L 3. FELARWEE, ¥ — " —3HilfH2ERL
£9,

NOT NULL
NOT NULL ¥—7—RFEED T, I null {[EX2EHZ N TERVWILERLET,
NULL

NULL ¥—V— FZ & T, FICNULLEZEZD 3 Z e PHFAENTWAZ L EZRLET, BT 7 %
LN T9,

CHECK (expr) [NO INHERIT]

CHECK f] 2 L C. 7= 7NV DBEATH T THEDN D 5 7 — AERZ2A KT 2 X2 faE L £ 9, FIHlK
ELTRESNTF = v Z7HIfNIZ DIIDEDAZ ST E X925, 77— I NHIRNICER S 5 I3ERK
DINEBMTEET,

CHECK ik, 7272V %2 E&DD, HEDITOIFILINOER 2SI LD TEEHA,
NO INHERIT ¥—V— F2&D T, HlNTFT— I NIERTERVWI L BT LE T,
DEFAULT default_expr

DEFAULT Al &0 T, FEBBRREINBZIDF 7 4L FOF—ZERIEELE T, T 74V FORDF—
ZENZ. HDF—ZAe — T3 ERDHD FT,

SERVER server_name [OPTIONS (option 'value' [, ... 1) 1]

Hadoop 7 7 A VT AT LICH 5T — T IVERETE 20887 — 7V EEKT %121E, SERVER ] %2 &8,
Hadoop 7 — & 7 X 7 % — %23 2 /5 — N — D server_name fEZFEE L 7

OPTIONS AIZ{HH LT, RDOA T a v ZRICHIGT A EEIEEL 7,

Option Value

dbname The name of the database on the Hive server. The database name is required.

table_name The name of the table on the Hive server. The default is the name of the foreign
table.

enable_join_pushdown Similar to the server-level option but configured at table level. If true, pushes the

join between two foreign tables from the same foreign server instead of fetching
all the rows for both the tables and performing a join locally. You can also set this
option for an individual table. If any of the tables involved in the join has set the
option to false, then the join isn't pushed down. The table-level value of the option

takes precedence over the server-level option value. Default is frue.

74. AEOT—TILZEET B 33
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7.4.2

DT 7 ANT AT DIRFES N T WS T — X2 M %121&, Hadoop 7 — 7 VD% Postgres 7 — 7 )L
DINZ= v 7§ 5T — TN % Postgres KA MERT 2REDBH D £, 72k 2 RDOERFKR %2 Hadoop

5‘*— ‘7\\}‘/@{"%{5\0

CREATE TABLE weblogs (
client_ip STRING,
full_request_date STRING,
day STRING,
month STRING,
month_num INT,
year STRING,
hour STRING,
minute STRING,
second STRING,
timezone STRING,
http_verb STRING,
uri STRING,
http_status_code STRING,
bytes_returned STRING,
referrer STRING,
user_agent STRING)

row format delimited

fields terminated by \t;

Postgres = N—TRED T — TN ZENT 5 a~ Y F2FEITLE T,

CREATE FOREIGN TABLE weblogs

(

client_ip TEXT,
full_request_date TEXT,
day TEXT,
Month TEXT,
month_num INTEGER,
year TEXT,
hour TEXT,
minute TEXT,
second TEXT,
timezone TEXT,
http_verb TEXT,
uri TEXT,
http_status_code TEXT,

RDR—J12Hi L)

34
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(BIDR—T 5 D x)

bytes_returned TEXT,
referrer TEXT,
user_agent TEXT

)
SERVER hdfs_server
OPTIONS (dbname webdata, table_name weblogs);

SERVER A% & T, Hadoop 7 7 £ L 27 2 (webdata) DHH([E Postgres ¥— N— ED T — 70120
337 —7LDLH] (weblogs) ZIEEL F5,

CREATE FOREIGN TABLE > FOffi ] ®FEMIC DWW TIX,  PostgreSQL documentation 2SI L TL 72
S,

75 T—RBDIvE>VT

AERT — R Z v —=EFH T 25E, Hive P —N—1CZH 27 —TV% 57—V 7T 5T — 7 )% Postgres
B N—IMEHT 2REDDH D 3, Hadoop 7—& T v =&, KD Hive 7— &M% X —75"» kD Postgres
RN HEINCER L 3,

Hive Postgres
BIGINT BIGINT/INT8
BOOLEAN BOOL/BOOLEAN
BINARY BYTEA

CHAR CHAR

DATE DATE

DOUBLE FLOATS

FLOAT FLOAT/FLOAT4
INT/INTEGER INT/INTEGER/INT4
SMALLINT SMALLINT/INT2
STRING TEXT
TIMESTAMP TIMESTAMP
TINYINT INT2

VARCHAR VARCHAR

76 FOYTIVRAT> 3y

DROP EXTENSION a2~ FEMHHL T, REBEZHIFRL 3, a~> REFRRHIIL BRLEZ S
A7 b (22 2i&, psq) Z{#HAH LT, Hadoop ¥— N—%HIFR$ % Postgres 7 — X RX— IR L. 2
vy REETLET,

DROP EXTENSION [ IF EXISTS ] name [, ...] [ CASCADE | RESTRICT ];

75. T—H2BOIYEVY 35



https://www.postgresql.org/docs/current/static/sql-createforeigntable.html

Hadoop Foreign Data Wrappe, ') 'J—X 2.3.0

7.6.1 NS AXA—Z—

IF EXISTS

IF EXISTS AJZ2 & T, $6E SN HHTDINREREDFE L R WG EIC T 7 — 2R 5 Hb D IT@EA &2 F#1T
T2 — N ITHERLE T,

name
RDEIWIET T, 4 YA b= I TV B IRREREDO AT 2 HEE L £ 35
CASCADE

TORERECIRFE T 24 7Y =7 F2HBNICFR Yy 7 LE T, fMOTXRTOMREFEF 7 =27 FHHIBRL
S

RESTRICT

FIUDROP 2% RICYURPENTWVWEX U N—FT T 27 b EHIREEELIAN DA 7Y = 7 P DBKIFL T
WAIGE, TEIRMEREZHIBR L W T X0,
7.6.2

RDaxy PiE, BFDT — XX =2 YRREEEZ HIFR L %97
DROP EXTENSION hdfs_fdw;

5\885—4 5w /\— DROP EXTENSION O< > R DERDFHMICDOWVTIE.
PostgreSQL documentation ZZH L T 72 &\,

7.7 ROy TH—N—

DROP SERVER 2~ FEMHHL T, WY —N—~ADEHRLHIRL 5, BUIRDEEBEH T,

DROP SERVER [ IF EXISTS ] name [, ...] [ CASCADE | RESTRICT ]

P N—ZHIRT 22— LY —N—DFE&E T, ALTER SERVER a~< Y RE{HL T, EH— " —D
FTEMEEZEE DY TLE T, I — N—2HIFR$ 31213, DROP SERVER 2~ KR CIEE SN T —
& F v — 28 F % USAGE MER DS ET T,

36 %8 7 E Initial configuration
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7.71 NTX—H—

IF EXISTS

IF EXISTS A]Z2 & T, IHEINLLH DY — AN—DEELZWIEEICT S — 2K Tb b IS@H % RT
FTEH5E2ZY—N"—IZERLET,

name

F T arT, A VA= LENH—N—DAHIEIEELE T,

CASCADE

P N—KET 24TV 27 FEABMNCHIBRL 3, OTNTOREA TV =2 P HHIRL £,
RESTRICT

= AN—ZRFELTWEATY 27 FRDHL2GEE. = A"—ZHIERLEZVWTIEE W,

7.7.2

KD a<y Fik. hdfs_server &\ 5 LHTOANEY — N—ZHIFR L £ 5,
DROP SERVER hdfs_server;

DROP SERVER 2+ FOEHDFEMIICDOWTIX, PostgreSQL documentation S L T L 72 & W,

7.8 DROP1—H%—<TvwvbE>VY

DROP USER MAPPING 2~ > K& L C. Postgres @ — LAY — N —1CBHERIT 3~ v ¥ 7% H
FRLE T, ZOH—N—D2—H—< v VI 2HIRT 21013, ZOY—N—DFiEETHILEDDD
.

DROP USER MAPPING [ IF EXISTS ] FOR { user_name | USER | CURRENT_USER | PUBLIC }.

- SERVER server_name;

781 NS AXA—Z2—

IF EXISTS

I—F -y BV IBEELBWVWESICT 7 — 2R IO DITEAERITT 2 X5 I —N—IZHRT 3
121, IF EXISTS Al2&®F T,

user_name
oY IO —ZERELE T,
server_name

Hadoop 27 7 A X — Dk €T 20 —N—DHFZHEL £,

7.8. DROP 1—H%—<3wvE>J 37
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7.8.2 fjl

RDa<y Fid, enterprisedb WO ZRIOBR — LD I—F—< v VU 72HIRLET, vy Y73
hdfs_server ¥ WS ZHTOY — N—IZEEFITF SN TV E T,
DROP USER MAPPING FOR enterprisedb SERVER hdfs_server;

DROP USER MAPPING 2% ¥ FDFHlICDOWTIE, PostgreSQL documentation ZZH L TL 2\,

79 AEDOTF—T Iz kOvY

A&7 — 7 LiE. Hadoop "R A MMiZd % T — T AADKRA ¥ X —"TF, DROP FOREIGN TABLE 27> K% ffi
HLUT, A7 — 7V ZHIBRL £ 3, SHET — 7 L DFE#E DAHMHIBRTE £7,

DROP FOREIGN TABLE [ IF EXISTS ] name [, ...] [ CASCADE | RESTRICT ]

791 NS AX—Z—

IF EXISTS

IF EXISTS fj% &9 T, HESNAM DI T — 7ABHFE L B WEEICT 7 — 2R T b D IR %
ST 5 &5 1Y — N IHRLE T

name
T — 7 VDT ZRE L £ 5,
CASCADE

HERT — T NHKIFST 2 A 7Y =27 P Z HEIRNCHIFRL 5, IO IR TOKEA 7S =22 F HHIBRL
3,

RESTRICT

FTP 2T PPREFEL TV RIS, AT — 7V EHIBRL R WTL X0,

7.9.2 fl

DROP FOREIGN TABLE warehouse;

DROP FOREIGN TABLE 2~ > KO DFEMICOWTIE, PostgreSQL documentation ZZ L T <L 72 &0,

38 %8 7 E Initial configuration



https://www.postgresql.org/docs/current/static/sql-dropusermapping.html
https://www.postgresql.org/docs/current/sql-dropforeigntable.html
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$E8E Upgrading

EDB V7RI bV ML TA > & b—JL L7z MongoDB Foreign Data Wrapper DEEFD A ¥ A b =235
5354, upgrade A Y FEFHHLTURIS VUMK AV EEH L, EDHLOVEFAA—Y 3 2
T T TL—=FTEET, TRELRZHMBTHINE. X—IF T4 Y RYEHE, R— -2 —F—}
REFIEZFI T, A VA P—NMHHAT ARV =T 4 VI SRT LRy =I5 — v —ITHAT
2avY FEANLET,

8.1 RHEL. Rocky Linux. AlmaLinux £7-i%OL 8 Dig&

edb_notranlate 0 ## RHEL %721 CentOS 721X OL 7 DG H

# Update your edb.repo file to access the current EDB repository

yum upgrade edb-repo

# Upgrade to the latest version product version

yum upgrade edb-as<xx>-hdfs_fdw edb-libmongoc-1libs

# where <xx> is the EDB Postgres Advanced Server version number

8.2 SLES [CDWT

# Update your edb.repo file to access the current EDB repository

zypper upgrade edb-repo

# Upgrade to the latest version product

zypper upgrade edb-as<xx>-hdfs_fdw

# where <xx> is the EDB Postgres Advanced Server version number
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8.3 Debian F 7-z|Z Ubuntu OIF4

# Update your edb.repo file to access the current EDB repository

zypper upgrade edb-repo

# Upgrade to the latest version product

apt-get --only-upgrade install edb-as<xx>-hdfs-fdw edb-libmongoc
# where <xx> is the EDB Postgres Advanced Server version number

8.4 PPCLE ® RHEL % 7-i% CentOS 7 Di%S&

# Update your edb.repo file to access the current EDB repository

yum upgrade edb-repo

# Upgrade to the latest version product version

yum upgrade edb-as<xx>-hdfs_fdw edb-libmongoc-at<yy>-1libs
# where:

# <xx> is the EDB Postgres Advanced Server version number

# <yy> is Advance Toolchain major version number. For EDB Postgres

# Advanced Server versions 10 to 11, <yy> must be 10 and for

# EDB Postgres Advanced Server version 12 and later, <yy> must be 11.

40
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5 9E Uninstalling

remove 2% ¥ K Z{#H LT, Hadoop Foreign Data Wrapper X 7 =% 7 Y4 Y A=V LET, 7V
AYAP=AFTBIIE B—3IF VY4 Y FURME A— -2 —F—HRE5EZI T, A A+ —
NMIBHLIEARL =T 4 YIS RT ARy =Y 3 =Yy —ICHEHT2a~ Y F2 A LT,

* RHEL %7213 CentOS 7 D& -
yum remove edb-as<xx>-hdfs_fdw

* RHEL ¥ 7z1& Rocky Linux ¥ 7zl AlmaLinux 8 D355 :
dnf remove edb-as<xx>-hdfs_£fdw

 SLES %5 -
zypper remove edb-as<xx>-hdfs_fdw

 Debian ¥ 71X Ubuntu D&

apt-get remove edb-as<xx>-hdfs_fdw
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Z10E Using Apache Hive or Apache Spark

Apache Hive % 7213 Apache Spark D3 #1722 % 41 L T, Hadoop Foreign Data Wrapper % /T % %3, Hive
& Spark Wi/ & b, HiveQL ZFH L TT —ZRX—22 7 — IADMER I N EHERFAD X XA b 71T R
RTF—=REZRELET,

10.1 Hadoop £ T Apache Hive THDFS FDW %= {9 %

Apache Hive 7— XV 2 7 N\DU AV 7 bV 27, THA ML =Y RZHLZKEERT -2ty borx
CEMIIH £ T, Hiveld, 2O7—XIHEZ# L. HiveQL &IN5 SQL I FiEZ2 A L
TTF—RXREBETEIXAHI=_X 2R LET, FRIIC, ZOFEEMFEHAT 2 2. /ERD map/reduce 71 7
I=—lX, ZouY v 7% HiveQL TRFT 2 DO NMEE IR BRGHIT, HRARX LDy =)
Ta—Y—%S5374 TEET,

Hive—HiveServerl ¥ HiveServer2—® 2 DD N— 3 &, Apache Hive website 25X >R — R T&
EE

7AFR: Hadoop Foreign Data Wrapper (& HiveServer2 DA% #R— b L TWVWE T,

Hadoop _|=C Apache Hive C HDFS FDW % {# 3 % 121% :
1. weblogs_parse &7 > 1 — K L., Wiki Pentaho website DfF/RIZIEVFE T

. XD a<> F&EMHL T weblog_parse.txt 7 7 A L& 7 v 7a—RKLET,

hadoop fs -mkdir /weblogs
hadoop fs -mkdir /weblogs/parse
hadoop fs -put weblogs_parse.txt /weblogs/parse/part-00000

1. XDa< >y FE#H LT, HiveServer & £77EfT L TWRWESIZESR L 3,

$HIVE_HOME/bin/hiveserver2

EJA S

$HIVE_HOME/bin/hive --service hiveserver?2

1. hive beeline 7 7 A4 7 > b & f# L T HiveServer2 25t L % 3, f :



https://hive.apache.org/downloads.html
http://wiki.pentaho.com/download/attachments/23531451/weblogs_parse.zip?version=1&modificationDate=1327096242000/
https://wiki.pentaho.com/display/BAD/Transforming+Data+within+Hive/

Hadoop Foreign Data Wrappe, ') 'J—X 2.3.0

$ beeline

Beeline version 1.0.1 by Apache Hive

beeline> !connect jdbc:hive2://localhost:10000/default;auth=noSasl

1. Hive TT— 7V 21ER L 3, ZOHITIE. weblogs L WO HRITDT— TV EIERL 3,

CREATE TABLE weblogs (

client_ip STRING,
full_request_date STRING,
day STRING,
month STRING,
month_num INT,

year STRING,
hour STRING,
minute STRING,
second STRING,
timezone STRING,
http_verb STRING,
uri STRING,
http_status_code STRING,
bytes_returned STRING,
referrer STRING,
user_agent STRING)

row format delimited
fields terminated by \t;

L. 7—=7NMTF—&%n—FLET,

hadoop fs -cp /weblogs/parse/part-00000 /user/hive/warehouse/weblogs/

1. Postgres 7657 —RIZ7 7 ALE T, weblog 7— 7V EMHTE S X512 D E L7, psql 2
HALTER LS, ROFMEIIENE T,

-- set the GUC variables appropriately, e.g.

hdfs_fdw. jvmpath=/home/edb/Projects/hadoop_fdw/jdk1.8.0_111/jre/lib/amd64/server/
hdfs_fdw.classpath=/usr/local/edbas/lib/postgresql/HiveldbcClient-1.0.jar: /home/edb/
—Projects/hadoop_fdw/hadoop/share/hadoop/common/hadoop-common-2.6.4. jar: /home/edb/
—Projects/hadoop_fdw/apache-hive-1.0.1-bin/lib/hive-jdbc-1.0.1-standalone. jar

-- load extension first time after install
CREATE EXTENSION hdfs_£fdw;

-- create server object

CREATE SERVER hdfs_server
FOREIGN DATA WRAPPER hdfs_fdw
OPTIONS (host 127.0.0.1);

RDR—=J1Z%i )
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(BIDR—T 5 D x)

-- Ccreate user mapping
CREATE USER MAPPING FOR postgres
SERVER hdfs_server OPTIONS (username hive_username, password hive_password) ;

-- create foreign table
CREATE FOREIGN TABLE weblogs

(
client_ip TEXT,
full_request_date TEXT,
day TEXT,
Month TEXT,
month_num INTEGER,
year TEXT,
hour TEXT,
minute TEXT,
second TEXT,
timezone TEXT,
http_verb TEXT,
uri TEXT,
http_status_code TEXT,
bytes_returned TEXT,
referrer TEXT,
user_agent TEXT
)

SERVER hdfs_server
OPTIONS (dbname default, table_name weblogs);

-- select from table
postgres=# SELECT DISTINCT client_ip IP, count(*)
FROM weblogs GROUP BY IP HAVING count(*) > 5000 ORDER BY 1;

ip | count
_________________ e
13.53.52.13 | 5494
14.323.74.653 | 16194
322.6.648.325 | 13242
325.87.75.336 | 6500
325.87.75.36 | 6498
361.631.17.30 | 64979
363.652.18.65 | 10561
683.615.622.618 | 13505

(8 rows)

-- EXPLAIN output showing WHERE clause being pushed down to remote server.
EXPLAIN (VERBOSE, COSTS OFF) SELECT client_ip, full_request_date, uri FROM weblogs..

_WHERE http_status_code = 200; RDR=212Fi <)
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HIDR=I D 5 DHEE)

QUERY PLAN

Foreign Scan on public.weblogs

Output: client_ip, full_request_date, uri

Remote SQL: SELECT client_ip, full_request_date, uri FROM default.weblogs WHERE,
< ((http_status_code = 200))
(3 rows)

10.2 Hadoop LT Apache Spark THDFS FDW %> {#fH ¥ 3%

Apache Spark 13, EEXFERI—RF —RAZ2HR—-bFT2NHOTHA a2 —T 4 VTV =LV =2
TFo VIARALDRA M) =32, EETHOLTOVEERDINEMR TNy FUREREL £5,
Spark ¥, Hadoop. HBASE. Cassandra, S3 72X D% —FX—=F7 4 DA ML =T 70N Z—IZIKFL T
W37, AL =LA Y —%iMt L 8 A, Spark 1 Hadoop ¥ ¥ — AL RIZFHE L. BHFOTF— &
ZIPECTE %3, Spark SQL !X HiveQL & 100 %D HHE233% H £ 3, Spark Thrift Server % f#if L T,
Hiveserver2 Z B X412 2 Z B TE 3,

Hadoop _E T Apache Spark © HDFS FDW % H 3 %1213 :
1. @ — 7 )LE— FT Apache Spark X >0 —FLTA YA b=V L X7,

1. 7 # L& —$SPARK_HOME/conf IZ. RDIT% &7 7 £ )L spark-defaults.conf Z{EK L £3,

spark.sqgl.warehouse.dir hdfs://localhost:9000/user/hive/warehouse

77 4L T, Spark 3X & F—&2 e 7F—2HA7HE (Spark TIEV = 7Y R EMINFT) OWIC
derby Z{#H L %3, Spark THadoop # 7 = 7 NV 2 LTHHAT2I12E. 207074 ZBMLET,

1. Spark Thrift %r— N—%EE L £ 7,

./start-thriftserver.sh

1.Spark Thrift % — N—=2EITXNTHED, B 77 A VICTEZRAATVWS Z e 2R L X7,

1. XD MY EELR—HL 7 740 (names.txt) ZERL T,

$ cat /tmp/names.txt
1,abcd
2,pars
3,WXyz
4,a_b_c
5,p_q.r

1. Spark beeline 7 7 A4 7 > s %A L C Spark Thrift Server2 {2#ft L £ 3, f
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$ beeline

Beeline version 1.2.1.spark2 by Apache Hive

beeline> !connect jdbc:hive2://localhost:10000/default;auth=noSasl org.apache.hive.
—jdbc.HiveDriver

1. Spark TH > L7 — X EME[HL 3, beeline A~ FI7 4 Y —LTRODa~vy REETLET,

./beeline

Beeline version 1.2.1.spark2 by Apache Hive

beeline> !connect jdbc:hive2://localhost:10000/default;auth=noSasl org.apache.hive.
—jdbc.HiveDriver

Connecting to jdbc:hive2://localhost:10000/default;auth=noSasl

Enter password for jdbc:hive2://localhost:10000/default;auth=noSasl:

Connected to: Spark SQL (version 2.1.1)

Driver: Hive JDBC (version 1.2.1.spark2)

Transaction isolation: TRANSACTION_REPEATABLE_READ

0®: jdbc:hive2://localhost:10000> create database my_test_db;

e =+
| Result |

o +-—+
o +-—+

No rows selected (0.379 seconds)
0: jdbc:hive2://localhost:10000> use my_test_db;

o +-—t
| Result |

e +-—+
o +-—+

No rows selected (0.03 seconds)
0: jdbc:hive2://localhost:10000> create table my_names_tab(a int, name string)

row format delimited fields terminated by ;

o +-—+
| Result |

e +——t
+o—m— - +-—+

No rows selected (0.11 seconds)
0: jdbc:hive2://localhost:10000>

0®: jdbc:hive2://localhost:10000> load data local inpath /tmp/names.txt

into table my_names_tab;

e +-—+
| Result |

o +-—+
e +-—+

No rows selected (0.33 seconds)
0: jdbc:hive2://localhost:10000> select * from my_names_tab;

Fo——m - Fo—mm - +-—+

RDR—=J1ZHK )
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HIDR=I D 5 DHEE)

RDa<r R, Hadoop NDOXIRST 257 7 A L2V RAMLET,

$ hadoop fs -1ls /user/hive/warehouse/
Found 1 items
drwxrwxrwx - org.apache.hive.jdbc.HiveDriver supergroup 0 2020-06-12 17:03 /user/

—hive/warehouse/my_test_db.db

$ hadoop fs -1s /user/hive/warehouse/my_test_db.db/
Found 1 items
drwxrwxrwx - org.apache.hive. jdbc.HiveDriver supergroup 0 2020-06-12 17:03 /user/

—hive/warehouse/my_test_db.db/my_names_tab

1. psql Zffif L T Postgres 2267 — X7 7 AL ¥ T,

-- set the GUC variables appropriately, e.g.

hdfs_fdw. jvmpath=/home/edb/Projects/hadoop_fdw/jdk1.8.0_111/jre/lib/amd64/server/
hdfs_fdw.classpath=/usr/local/edbas/lib/postgresql/HiveldbcClient-1.0.jar: /home/edb/
—Projects/hadoop_fdw/hadoop/share/hadoop/common/hadoop-common-2.6.4. jar:/home/edb/
—Projects/hadoop_fdw/apache-hive-1.0.1-bin/lib/hive-jdbc-1.0.1-standalone. jar

-- load extension first time after install
CREATE EXTENSION hdfs_£fdw;

-- create server object
CREATE SERVER hdfs_server
FOREIGN DATA WRAPPER hdfs_fdw
OPTIONS (host 127.0.0.1, port 10000, client_type spark, auth_type NOSASL);

-- create user mapping
CREATE USER MAPPING FOR postgres
SERVER hdfs_server OPTIONS (username spark_username, password spark_password) ;

-- create foreign table
CREATE FOREIGN TABLE f_names_tab( a int, name varchar(255)) SERVER hdfs_svr
OPTIONS (dbname testdb, table_name my_names_tab);

RDR—=T1ZHKi )
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(BIDR—T 5 D x)

-- select the data from foreign server
select * from f_names_tab;

a | name

-- EXPLAIN output showing WHERE clause being pushed down to remote server.
EXPLAIN (verbose, costs off) SELECT name FROM f_names_tab WHERE a > 3;
QUERY PLAN
Foreign Scan on public.f names_tab
Output: name
Remote SQL: SELECT name FROM my_test_db.my_names_tab WHERE ((a > 3))
(3 rows)

MR Spark Thrift ¥ — N—1Z Hive Thrift % — N— BN DH 270, Z OFITIIAEEY — N — DIERK
HFICRIUAR— b 2@ L 3, Hiveserver2 Z{#H 327 7V 7 —2 a &, ANALYZE a~ > KO#E)fE
& "NOSASL' O5E QR T A2 bR =, Spark TEIfEL £3, Hive % Spark 128 2#1 2 2354, ALTER
SERVER Z{FH L. client_type ¥ 7> a VRER T2 2BEHLET,
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£11E Join pushdown

Z D&, FUT Y E— 1+ HIVE/SPARK ¥— N—DAET — 7L ¥ ZD Y £ — + HIVE/SPARK ¥ — N —[H]
DWEET v a X ERLTVWET,

HIVE/SPARK #—N— FDF—7)L :

0®: jdbc:hive2://localhost:10000> describe emp;

tommm Fomm - Fommm - +-—+
| col_name | data_type | comment |
e Fmmm Fmmmm - +——+
| empno | int | NULL |
| ename | string | NULL |
| job | string | NULL |
| mgr | int | NULL |
| hiredate | date | NULL |
| sal | int | NULL |
| comm | int | NULL |
| deptno | int | NULL |
+-mmm - Fomm - Fomm - +-—+

8 rows selected (0.747 seconds)
0: jdbc:hive2://localhost:10000> describe dept;

R e e Fomm - Fomm - +-—+
| col_name | data_type | comment |
fomm e Fommmm e +-—+
| deptno | int | NULL |
| dname | string | NULL |
| loc | string | NULL |
fom e Fommmm Tt +-—+

3 rows selected (0.067 seconds)

Postgres #h—N— D7 —7 1 !

- - load extension first time after install
CREATE EXTENSION hdfs_fdw;

- - create server object
CREATE SERVER hdfs_server FOREIGN DATA WRAPPER hdfs_fdw OPTIONS (host localhost, port.

10000, client_type spark, auth_type LDAP);

- - Create user mapping

RDR—=J1ZHK )
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(BIDR—T 5 D x)

CREATE USER MAPPING FOR public SERVER hdfs_server OPTIONS (username userl, password.
—pwdl23);

- - create foreign table
CREATE FOREIGN TABLE dept (

deptno INTEGER,
dname VARCHAR(14),
loc VARCHAR(13)

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name dept);

- - create foreign table
CREATE FOREIGN TABLE emp (

empno INTEGER,
ename VARCHAR(10),
job VARCHAR(9),
mgr INTEGER,
hiredate DATE,

sal INTEGER,
comm INTEGER,
deptno INTEGER

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name emp);

VafryFyraRyrEFEHLEILY

- -inner join
edb=# EXPLAIN VERBOSE SELECT tl.ename, t2.dname FROM emp tl1 INNER JOIN dept t2 ON (.
—tl.deptno = t2.deptno );
__OUTPUT__
QUERY PLAN

Foreign Scan (cost=15.00..35.00 rows=5000 width=84)

Output: tl.ename, t2.dname

Relations: (fdw_db.emp t1) INNER JOIN (fdw_db.dept t2)

Remote SQL: SELECT rl. ename , r2. dname FROM ( fdw_db . emp rl1 INNER JOIN ' fdw_
—db . dept’ r2 ON (((rl. deptno = r2. deptno ))))
(4 rows)

- -left join
edb=# EXPLAIN VERBOSE SELECT tl.ename, t2.dname FROM emp t1 LEFT JOIN dept t2 ON ( tl.
—.deptno = t2.deptno );
__OUTPUT__
QUERY PLAN

RDR—=J1ZHK )
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(BIDR—T 5 D x)

Foreign Scan (cost=15.00..35.00 rows=5000 width=84)

Output: tl.ename, t2.dname

Relations: (fdw_db.emp t1) LEFT JOIN (fdw_db.dept t2)

Remote SQL: SELECT rl. ename , r2. dname FROM ( fdw_db . emp rl LEFT JOIN " fdw_
—db . dept’ r2 ON (((rl. deptno = r2. deptno’))))
(4 rows)

- -right join
edb=# EXPLAIN VERBOSE SELECT tl.ename, t2.dname FROM emp t1 RIGHT JOIN dept t2 ON (.
—tl.deptno = t2.deptno );
__OUTPUT__
QUERY PLAN

Foreign Scan (cost=15.00..35.00 rows=5000 width=84)

Output: tl.ename, t2.dname

Relations: (fdw_db.dept t2) LEFT JOIN (fdw_db.emp t1)

Remote SQL: SELECT rl. ename , r2. dname  FROM ( fdw_db . dept’ r2 LEFT JOIN " fdw_
—~db . emp  rl ON (((rl. deptno = r2. deptno ))))
(4 rows)

- -full join
edb=# EXPLAIN VERBOSE SELECT tl.ename, t2.dname FROM emp tl FULL JOIN dept t2 ON ( tl.
—.deptno = t2.deptno );
__OUTPUT__
QUERY PLAN

Foreign Scan (cost=15.00..35.00 rows=5000 width=84)

Output: tl.ename, t2.dname

Relations: (fdw_db.emp t1) FULL JOIN (fdw_db.dept t2)

Remote SQL: SELECT rl. ename , r2. dname FROM ( fdw_db . emp rl FULL JOIN " fdw_
—db . dept’ r2 ON (((rl. deptno = r2. deptno’))))
(4 rows)

- -cross join
edb=# EXPLAIN VERBOSE SELECT tl.ename, t2.dname FROM emp tl1 CROSS JOIN dept t2;
__OUTPUT__

QUERY PLAN

Foreign Scan (cost=15.00..35.00 rows=1000000 width=84)

RDR—=J1Z%i )

53



Hadoop Foreign Data Wrappe, ') 'J—X 2.3.0

(BIDR—T 5 D x)

Output: tl.ename, t2.dname

Relations: (fdw_db.emp t1) INNER JOIN (fdw_db.dept t2)

Remote SQL: SELECT rl. ename , r2. dname’ FROM ( fdw_db . emp rl INNER JOIN " fdw_
—db" . dept’ r2 ON (TRUE))
(4 rows)

T—TNLRLTDY af Ty ya®Xyry7TYDGUC EEINENMILET,

- - enable join pushdown at the table level
ALTER FOREIGN TABLE emp OPTIONS (SET enable_join_pushdown true);
EXPLAIN (VERBOSE, COSTS OFF)
SELECT e.empno, e.ename, d.dname

FROM emp e JOIN dept d ON (e.deptno = d.deptno)

ORDER BY e.empno;
__OUTPUT__

QUERY PLAN

Sort
Output: e.empno, e.ename, d.dname
Sort Key: e.empno
-> Foreign Scan
Output: e.empno, e.ename, d.dname
Relations: (fdw_db.emp e) INNER JOIN (fdw_db.dept d)
Remote SQL: SELECT rl. empno , rl. ename , r2. dname FROM ( fdw_db . emp .
—.r1l INNER JOIN "fdw_db . dept r2 ON (((rl. deptno = r2. deptno ))))
(7 rows)

- -Disable the GUC enable_join_pushdown.
SET hdfs_fdw.enable_join_pushdown to false;
- - Pushdown shouldnt happen as enable_join_pushdown is false.
EXPLAIN (VERBOSE, COSTS OFF)
SELECT e.empno, e.ename, d.dname

FROM emp e JOIN dept d ON (e.deptno = d.deptno)

ORDER BY e.empno;
__OUTPUT__

QUERY PLAN

Sort
Output: e.empno, e.ename, d.dname
Sort Key: e.empno
-> Nested Loop
Output: e.empno, e.ename, d.dname
Join Filter: (e.deptno = d.deptno)

RDR—=J1ZHK )
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-> Foreign Scan on public.emp e
Output: e.empno, e.ename, e.job, e.mgr, e.hiredate, e.sal, e.comm, e.
—.deptno
Remote SQL: SELECT "empno , ename , "deptno FROM "fdw_db . emp’
-> Materialize
Output: d.dname, d.deptno
-> Foreign Scan on public.dept d
Output: d.dname, d.deptno
Remote SQL: SELECT "deptno’, "dname’ FROM " fdw_db . dept’

o a L NULTENMTy S a &Yy 7o) D GUC ZERIESNC L £5,

SET hdfs_fdw.enable_join_pushdown to true;
EXPLAIN (VERBOSE, COSTS OFF)
SELECT e.empno, e.ename, d.dname
FROM emp e JOIN dept d ON (e.deptno = d.deptno)
ORDER BY e.empno;
__OUTPUT__
QUERY PLAN

Sort
Output: e.empno, e.ename, d.dname
Sort Key: e.empno
-> Nested Loop
Output: e.empno, e.ename, d.dname
Join Filter: (e.deptno = d.deptno)
-> Foreign Scan on public.emp e

Output: e.empno, e.ename, e.job, e.mgr, e.hiredate, e.sal, e.comm, e.

—.deptno
Remote SQL: SELECT "empno , ename , "deptno FROM " fdw_db . emp"
-> Materialize
Output: d.dname, d.deptno
-> Foreign Scan on public.dept d
Output: d.dname, d.deptno
Remote SQL: SELECT "deptno , "dname’ FROM " fdw_db . dept’
(14 rows)
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125 Aggregate pushdown

ZoflE, FT VE— b HIVE/SPARK % —N—DHET — T8 Z DY) E— b HIVE/SPARK H— N —
ANDOEF T v T a XY Y ERLTOVE T,

HIVE/SPARK #—N— FDF—7)L :

0®: jdbc:hive2://localhost:10000> describe emp;

tommm Fomm - Fommm - +-—+
| col_name | data_type | comment |
e Fmmm Fmmmm - +——+
| empno | int | NULL |
| ename | string | NULL |
| job | string | NULL |
| mgr | int | NULL |
| hiredate | date | NULL |
| sal | int | NULL |
| comm | int | NULL |
| deptno | int | NULL |
+-mmm - Fomm - Fomm - +-—+

8 rows selected (0.747 seconds)
0: jdbc:hive2://localhost:10000> describe dept;

R e e Fomm - Fomm - +-—+
| col_name | data_type | comment |
fomm e Fommmm e +-—+
| deptno | int | NULL |
| dname | string | NULL |
| loc | string | NULL |
fom e Fommmm Tt +-—+

3 rows selected (0.067 seconds)

Postgres #h—N— D7 —7 1 !

- - load extension first time after install
CREATE EXTENSION hdfs_fdw;

- - create server object
CREATE SERVER hdfs_server FOREIGN DATA WRAPPER hdfs_fdw OPTIONS (host localhost, port.

10000, client_type spark, auth_type LDAP);

- - Create user mapping
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CREATE USER MAPPING FOR public SERVER hdfs_server OPTIONS (username userl, password.
—pwdl23);

- - create foreign table
CREATE FOREIGN TABLE dept (

deptno INTEGER,
dname VARCHAR(14),
loc VARCHAR(13)

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name dept);

CREATE FOREIGN TABLE emp (

empno INTEGER,
ename VARCHAR(10),
job VARCHAR(9),
mgr INTEGER,
hiredate DATE,

sal INTEGER,
comm INTEGER,
deptno INTEGER

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name emp);

Ty aZ U RERLE Y

- - aggregate functions

EXPLAIN (VERBOSE, COSTS OFF)

SELECT deptno, COUNT(*),SUM(sal),MAX(sal),MIN(sal),AVG(sal) FROM emp
GROUP BY deptno

HAVING deptno IN (10,20)

ORDER BY deptno;

__OUTPUT__

QUERY PLAN

Sort
Output: deptno, (count(*)), (sum(sal)), (max(sal)), (min(sal)), (avg(sal))
Sort Key: emp.deptno
-> Foreign Scan
Output: deptno, (count(*)), (sum(sal)), (max(sal)), (min(sal)), (avg(sal))
Relations: Aggregate on (k_test.emp)
Remote SQL: SELECT "deptno , count(*), sum( sal ), max( sal ), min( sal’),.
—avg('sal’) FROM 'k_test . emp WHERE ( deptno’ IN (10,20)) GROUP BY "deptno"
(7 rows)
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Z£13Z ORDER BY pushdown

ZDflX. VY E— b HIVE/SPARK #— N— ¥ [A U VU E— b HIVE/SPARK ¥ — N— DT — T LD
ORDERBY v > a &7 V& RLTWVWET,

HIVE/SPARK #—N— FDF—7)L :

0®: jdbc:hive2://localhost:10000> describe emp;

tommm Fomm - Fommm - +-—+
| col_name | data_type | comment |
e Fmmm Fmmmm - +——+
| empno | int | NULL |
| ename | string | NULL |
| job | string | NULL |
| mgr | int | NULL |
| hiredate | date | NULL |
| sal | int | NULL |
| comm | int | NULL |
| deptno | int | NULL |
+-mmm - Fomm - Fomm - +-—+

8 rows selected (0.747 seconds)
0: jdbc:hive2://localhost:10000> describe dept;

R e e Fomm - Fomm - +-—+
| col_name | data_type | comment |
fomm e Fommmm e +-—+
| deptno | int | NULL |
| dname | string | NULL |
| loc | string | NULL |
fom e Fommmm Tt +-—+

3 rows selected (0.067 seconds)

Postgres #h—N— D7 —7 1 !

- - load extension first time after install
CREATE EXTENSION hdfs_fdw;

- - create server object
CREATE SERVER hdfs_server FOREIGN DATA WRAPPER hdfs_fdw OPTIONS (host localhost, port.

10000, client_type spark, auth_type LDAP);

- - Create user mapping

RDR—=J1ZHK )
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CREATE USER MAPPING FOR public SERVER hdfs_server OPTIONS (username userl, password.
—pwdl23);

- - create foreign table
CREATE FOREIGN TABLE emp (

empno INTEGER,
ename VARCHAR(10),
job VARCHAR(9),
mgr INTEGER,
hiredate DATE,

sal INTEGER,
comm INTEGER,
deptno INTEGER

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name emp);

ORDERBY 'y ¥ a X iHLZZ2Y !

edb=# SET hdfs_fdw.enable_order_by_pushdown TO ON;
SET
edb=# EXPLAIN (COSTS OFF) SELECT * FROM emp order by deptno;
__OUTPUT__
QUERY PLAN

Foreign Scan on emp
(1 row)

edb=# SET hdfs_fdw.enable_order_by_pushdown TO OFF;
SET
edb=# EXPLAIN (COSTS OFF) SELECT * FROM emp order by deptno;
__OUTPUT__
QUERY PLAN

Sort

Sort Key: deptno

-> Foreign Scan on emp
(3 rows)

60 % 13 Z ORDER BY pushdown




61

%¥£14EF LIMIT OFFSET pushdown

ZDflX. VY E— b HIVE/SPARK #— N— ¥ [A U VU E— b HIVE/SPARK ¥ — N— DT — T LD
LIMIT OFFSET v & 2 X %2R LTWVWE T,

HIVE/SPARK #—N— FDF—7)L :

0®: jdbc:hive2://localhost:10000> describe emp;

tommm Fomm - Fommm - +-—+
| col_name | data_type | comment |
e Fmmm Fmmmm - +——+
| empno | int | NULL |
| ename | string | NULL |
| job | string | NULL |
| mgr | int | NULL |
| hiredate | date | NULL |
| sal | int | NULL |
| comm | int | NULL |
| deptno | int | NULL |
+-mmm - Fomm - Fomm - +-—+

8 rows selected (0.747 seconds)
0: jdbc:hive2://localhost:10000> describe dept;

R e e Fomm - Fomm - +-—+
| col_name | data_type | comment |
fomm e Fommmm e +-—+
| deptno | int | NULL |
| dname | string | NULL |
| loc | string | NULL |
fom e Fommmm Tt +-—+

3 rows selected (0.067 seconds)

Postgres #h—N— D7 —7 1 !

- - load extension first time after install
CREATE EXTENSION hdfs_fdw;

- - create server object
CREATE SERVER hdfs_server FOREIGN DATA WRAPPER hdfs_fdw OPTIONS (host localhost, port.

10000, client_type spark, auth_type LDAP);

- - Create user mapping
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CREATE USER MAPPING FOR public SERVER hdfs_server OPTIONS (username userl, password.
—pwdl23);

- - create foreign table
CREATE FOREIGN TABLE emp (

empno INTEGER,
ename VARCHAR(10),
job VARCHAR(9),
mgr INTEGER,
hiredate DATE,

sal INTEGER,
comm INTEGER,
deptno INTEGER

)
SERVER hdfs_server OPTIONS (dbname fdw_db, table_name emp);

LIMIT OFFSET 7'y > a X V2 ERA L2 1Y .

- - LIMIT OFFSET
EXPLAIN (VERBOSE, COSTS OFF)
SELECT empno FROM emp e ORDER BY empno LIMIT 5 OFFSET 2;
__OUTPUT__
QUERY PLAN

Foreign Scan on public.emp e

Output: empno

Remote SQL: SELECT "empno’ FROM "fdw_db . emp ORDER BY "empno” ASC NULLS LAST.
—LIMIT 2, 5
(3 rows)

SELECT empno FROM emp e ORDER BY empno LIMIT 5 OFFSET 2;
__OUTPUT__
empno

7782
(5 rows)

62 % 14 & LIMIT OFFSET pushdown




63

£ 155 Identifying the version

Hadoop Foreign Data Wrapper (1%, 7—& 7 v X—HIZHEA YA =L EINTWS.s0 7 7 £ LDN—
ParvEBNTAEOIERTEZEEREENTVET, ZOEREEMHT 5121k, Postgres ¥ — N—
WL, RDXSIWCASTILET,

SELECT hdfs_fdw_version();

COBBIIN—Y a Y HSEBRLET,

hdfs_fdw_version

<XXXXX>
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