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TOUA v I AR— AL FTE RO L 2ITVET,
. AR P70 DA I 2=7 4 Postgres 4 > AR >~ AT PGAA LiRIERER 4 Y A h—L L £7,
2. ATV PRAML—DRXH Y IRV FI—TF— Rty N ERIETRIESFZERL 5,
3. BRI 2 TV RFE(T L, Seafowl TV Y HBEL TV Z L £ MR L T,
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*EDB 77 tXb+—=T 2,



Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.7.0

3.1.2 Postgres 1 VARV AANDNYyTF—SDRA I O—REA VA =)L
EDBVRY MU DH Ry =Y %KXy u—FLETD,

export EDB_SUBSCRIPTION_TOKEN=<your-token>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/standard/
—setup.deb.sh" | sudo -E bash

sudo apt-get install -y postgresql-<version>-pgaa

<version> X Postgres N— 3 T3,

export EDB_SUBSCRIPTION_TOKEN=<your-token>
curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/standard/
—setup.rpm.sh” | sudo -E bash

sudo dnf install -y postgresql-<version>-pgaa

<version> (& Postgres N— 3 ¥ TF,

postgresql.conf 7 7 A4 L= L T pgaa % shared_preload_libraries (ZiBfll L. Postgres N 27 2
7Y R —h =% L7z Seafowl 7 TV TV Y YO HEIEME ZEIZEMLE T,

shared_preload_libraries = pgaa

pgaa.autostart_seafowl = on

R RF L4, Postgres —E R ZHEBI L 3, HiEF L7256, Postgres 1 Y AKX Rizua 4 L,
PGAA fRIRIKREZ (B L %5,

{CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

CASCADE 23 % &, REZMKFEIR PGFS R bIEM SN E T, \dx ZfEH L T, ILRIERED 1 > R
P=ERTWVWBE 2R L, N—Yar 2L E3,

3.1.3 REFEFTDIEM
TPC-HNYF2 =2 F—REFUART Y v 7 3Ty b EIETRERITE R L T,

SELECT pgfs.create_storage_location(
quickstart-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"skip_signature": "true", "region": "us—east—l"

DE

RIFBIHPER SN Z L 2R L £7,

‘ SELECT pgfs.list_storage_locations();

8 % 3 E Analytics Accelerator
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3.1.4 BT —TIILDER

KOG T —ITNVEBER L E T, TNHDT— 7L, ¥ > TV Benchmark datasets @ Delta Lake 7 7 A

NMCEHES Y Y LET,

CREATE TABLE supplier () USING PGAA WITH (pgaa.storage_location

—.data, pgaa.path = tpch_sf_1/supplier, pgaa.format

CREATE TABLE lineitem () USING PGAA WITH (pgaa.storage_location

—.data, pgaa.path = tpch_sf _1/lineitem, pgaa.format
CREATE TABLE orders () USING PGAA WITH (pgaa.storage_location
—.data, pgaa.path = tpch_sf_1/orders, pgaa.format = delta);
CREATE TABLE nation () USING PGAA WITH (pgaa.storage_location
—.data, pgaa.path = tpch_sf_1/nation, pgaa.format = delta);

= quickstart-sample-

= quickstart-sample-

quickstart-sample-

quickstart-sample-

3.1.5 I/ TV —DRIT

DIV, SAFHTIAY—DEFEXDBIEDRRNE R o2V U778 7DY 74 Y —%2REL
9, T, KEREELEROY 7272 — 25 REBEOOHZ X7 TT,

SELECT
S_name,
COUNT(*) AS numwait
FROM
supplier,
lineitem 11,
orders,
nation
WHERE
s_suppkey = 11.1_suppkey
AND o_orderkey = 11.1_orderkey
AND o_orderstatus = F
AND 11.1_receiptdate > 11.1_commitdate
AND EXISTS (
SELECT
- FROM
lineitem 12
WHERE
12.1_orderkey = 11.1_orderkey
AND 12.1_suppkey <> 11.1_suppkey

)
AND NOT EXISTS (
SELECT
- FROM
lineitem 13
WHERE

13.1_orderkey = 11.1_orderkey

(RDR—J1THKE)

3.1. Analytics Accelerator quickstart guide
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(ATDR=I D 5 D X)
AND 13.1_suppkey <> 11.1_suppkey
AND 13.1_receiptdate > 13.1_commitdate
)
AND s_nationkey = n_nationkey
AND n_name = SAUDI ARABIA
GROUP BY
S_name
ORDER BY
numwait DESC,
s_name
LIMIT 100;

3.1.6 VTV TFZ D7

PGAANRZ DI L) —% ¥ D X3 IEHELT 205 MiRT 5123, EitdD A5 — F X~ MZ EXPLAIN %%
SHIEML, HhERELXI,

QUERY PLAN

SeafowlDirectScan: Logical Plan
Limit: skip=0, fetch=100
Sort: numwait DESC NULLS FIRST, supplier.s_name ASC NULLS LAST
Projection: supplier.s_name, count(Int64(1)) AS count(*) AS numwait
Aggregate: groupBy=[[supplier.s_name]], aggr=[[count(Int64(1))]1]
Filter: supplier.s_suppkey = 11.1_suppkey AND orders.o_orderkey = 11.1_
—.orderkey AND orders.o_orderstatus = Utf8("F") AND 11.1 _receiptdate > 11.1_
—,commitdate AND EXISTS (<subquery>) AND NOT EXISTS (<subquery>) AND supplier.s_
—nationkey = nation.n_nationkey AND nation.n_name = Utf8("'SAUDI ARABIA")
Subquery:

Projection: 12.1 orderkey, 12.1_partkey, 12.1_suppkey, 12.1_
—linenumber, 12.1_quantity, 12.1_extendedprice, 12.1_discount, 12.1_tax, 12.1_
—returnflag, 12.1_linestatus, 12.1_shipdate, 12.1_commitdate, 12.1_receiptdate, 12.1_
—»shipinstruct, 12.1_shipmode, 12.1_comment

Filter: 12.1_orderkey = outer_ref(ll.1_orderkey) AND 12.1_ suppkey !
—= outer_ref(11.1_suppkey)
SubqueryAlias: 12
TableScan: lineitem
Subquery:

Projection: 13.1_orderkey, 13.1_partkey, 13.1 suppkey, 13.1_

<»1linenumber, 13.1_quantity, 13.1_extendedprice, 13.1_discount, 13.1_tax, 13.1_
(RDR=D12Hi <)

10 % 3 E Analytics Accelerator
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BIDR=I D5 D %)
—returnflag, 13.1_linestatus, 13.1_shipdate, 13.1_commitdate, 13.1_receiptdate, 13.1_
—»shipinstruct, 13.1_shipmode, 13.1_comment
Filter: 13.1_orderkey = outer_ref(l1l.1_orderkey) AND 13.1_suppkey !
= outer_ref(11.1_suppkey) AND 13.1_receiptdate > 13.1_commitdate
SubqueryAlias: 13
TableScan: lineitem
Cross Join:
Cross Join:
Cross Join:
TableScan: supplier
SubqueryAlias: 11
TableScan: lineitem
TableScan: orders
TableScan: nation
(24 rows)

7' ¥ DYEHHIC SeafowlDirectScan DIFFEIE. PGAA 237 TV EITOFER A% BUS L. HEHED Postgres
IT7EXF2—RENARALTT =R LA ZICHLTEKEZ TV Z2RITLTVWS I EZRLET,

fAlHEAT D Postgres IZ5| ZIAATIIT 2D TIE R L, FiE. 740, Litr w7 7 v 2fh K
WINPTy v a Ry vy EhET,

e B ITHOTY—TwaA Uy lineitem 7— 7LD EXISTS B XX NOT EXISTS H 727 =V —I1ZiEE
LTLEE WV, ZHbId Postgres IZ& o T—D—DFE[TENTVERA, fbDIZ, ZA 513 Parquet
7 7 AN L TCHFNNH NS 7o — L 75 > O—E T35,

e RI MJUMEENT=2 a1 > Cross Join / — K ¥ EfidD Filter /— K. =2 UBA L —2 1
AXY—TAv¥adaf YEREIRAFENZL—T Va4 VEETLTWAZ 2 RLET,

o MEEF WS a4 n_name = Utf8("SAUDI ARABIA") % o_orderstatus = Utf8("F") D &k 57
74X, PR F y UHRICHEAINE T, U BET 3T —XDARL A 7 bErARS
. VO BKIBICHIRZ N Z e 2 EKL T,

o RIRHBESTE Y — b Aggregate BX U Sort &, %4 774 Y DRK T, WwED 100 1753 Postgres
7547 MGRENBANTHRELF T,

3.1.7 &
PGAA ZIEHICA VA =L L, 299 RR—ZADF Tz PA ML —IWEET B LI ICHKL, &
MZSQLuY v 7377 T VREEEELRAA T 4 7IWCA 70— FENTWE I BHERLE L,

Seafowl DirectScan Z G35 Z ¥ T, Postgres £ ¥ ARV AMRENAL MABEDT—X L A4 7 ADF — b
VA LUTHEEL, P o ¥ arvarta—7 4 Y7 L3ERRICR S — LT 2087 1 —<
At TCE 2 k51T ¥ L7,
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3.2 Analytics Accelerator architecture

D7 —=FT07F ¥y R=I T 7FIVT4I7AT7I7IL—K—PGAAD N7 ¥ > a » Postgres &
BHOT =X VLA ZEDF v v T2 2 7RI T 28 L~ O 2 235 L 57

321 7—FTIVFvOHIE

EDB Analytics Accelerator (&, Postgres DHEREZILIR LT, F 7 ¥ 27> a >~ OLTP B X U77Hr OLAP 7 —
sa—RKHOMET 7 v b7+ —LEERLET, Y AT A&, 3 DOOHEARFAITEEL 5, #AMNK
A=) DbDAYEa—T 4 YT AL =YD, Ay bBXUa— LV RF-XEIIb)3
FBNZ 7TV T 7R, BROA =TV T—=TNT =<y b DRA T 1 THENE,

3.22 A7aYvER—=x>k
Postgres 7+ U T VX775 L —4%— PGAA

PGAA JIE5RBEAELX Postgres 7 2 75 0 F =27 v 7 LT, MoVt 7n—RT& 372 %25
ELET, TMT—TINDXRF—ZEEEL, Postgres 70t 2¥r 7T VYFEFTT0r T AMOBEE%H
BLED,

PGFS X kL —2 D%t

Postgres 7 7 A V¥ AT LA PGFS X, A 7Y =7 PR ML=V OfEHERIL A Y —2 L THREL. 4
DI RTaN, Z=7a s aLOEHEZ LA 7 LM 5, Postgres 23 AWS S3. GCS, B XU Azure
Blob Storage £ ¥ — AL ZAHFETES LHICLET, IAM B—)L¥ HMAC ¥ — %/ U TLeRitat 2 8
HL., BHEESITeER -V v 7Ty b= DIETHEZHBRL. VE—F7 7 A LDBFTE X F —
REFY Y aTEIEREDART—RDA—N—~Ay FEHHTZ2ZLICELD, RT7+—< Y RL(E
M RO E3,

Executor T> >

Seafowl ¥, PGAA OF 7 # /L k@ DataFusion R—ZAD 7 TV LY IV THH, AF— L AT —F 57
FxZHHLT, LAIZATR) —RiE, @=L T—XDA ML =Y FREBEHOL —N—~v Rz L
THMICaA Y a—T 4 VIR AT =L T7 v TERBEYTEET, Hiv—2rn— FEFICKI SR
72R7 ML FEITZ P> 2 LT, BEHED Postgres THA XN ZMERDITT L D7 T —F T3z,
BNy FTT=R2UHT 222X, CPU X v vy afhReigKRKILL 7,

Postgres 4 > A& >~ A&, Apache Arrow Flight Z i/ L T Seafowl => Y > Ll L 3, AUt K
17— RERED - DICRGET SN EMEBERPC 7L — 27— 27 TF, Arrow 232 Z 212k D, PGAA
B/ PRDS ) 7 UbA —N—Ay R TT AR 7YV TV Y VTR T -2 ZBETE £ 7,

Seafowl I35E3E SQL D F 7 # )L s DFEITH T2, PGAA I Spark Connect b9 R— L TWET, Zh
W& D, AHBNIIER ICHEME 7 ETL 2 #C Apache Spark Z{E L72h3 6, W EAL7= Postgres 7 A ¥ 7' 1
FaENLTT—RIIT VLA TEE T,

12 % 3 E Analytics Accelerator
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323 JTURTE—FK

DT — TN LTI T UDETINB L, PGAA I Z T VG 5 — X DEFTNICESWT, B M=R
B2 Fy > E— FE2HIBINGERLE T,

DirectScan 7 T 1) —{X5E2IZ Seafowl TP 24 7 — RFENFE T, Seafowl ik, A 77 PRAbL—
ChHVE— N7 A NBEERARD, TRTOUI v 7 74 V&) 27, Hit BIOHEZLHEL,
BRI AR v DA% Postgres ISELE T, ZDE—FiZ, Y —ATRZ ML FETE2HAT
B2Z212&D, RRDAT7 4 =< AEREL T,

CompatScan ZDE— FliX, 7T UDPRT MULZ Y P Y TERYR— FEINTORVKREZLE L T 5
Ba. R VE— LA INTRT—RET—H LD Postgres 7T — T IVIFES T B IGEIHERINE T,
ZDTF VAT, Seafowl 1ZV E— T =X THIHAZ 4 V&2V 7R EFITL. INoDRMELEN
7=AEER % Postgres IR Y — 3 VLT, REIAHEES E/I3EHERUE Y2 —H LV TET LET,

3.3 Concepts

TDarvt S rHAL FTE BEELA Y —Z IR ENTF VT4 VA7 712571 —&Z—PGAA 7 —
*T7 U7 F v OFMPFEBEIRML F35

331 AbL—2T7—=TILT+x—Iv b

PGFS X kL —UHIR1L Postgres File System (PGES) 1%, Postgres ¥+ 7> =2 h 2 b L—¥ S3, GCS.
Azure O —A VX =T 2 A RZRMTE27 79 FXA T4 TRA ML =YL A Y =T, @ik, *v b
7— 20BN, BERVE— ATV 27 bou—pLr—IAEAND~wy VY 7R MBE LT,

DeltaLake ACID NS > ¥ 7> a a7 —X LA ZICHRHET 24TV Y —RDA ML =Y 7L =0V —7,

FSoHOS 3200 HFULINR X 27 —& 1L a— K Delta Lake D7 VX1 7 % 7213 Iceberg D A F v 7
Tay MRET—TINAANDINTOLEEZBHL, 77— XO—HUZHRILL £,

BAALESRIVFEDRX A LRARXRY TEREFRIAN—Sa v BSBT2221CkD. LEIOAN—Ya D
7 — R e T B HEE

AFx—TDELT— Xty FRREFERZATIT, T—TNVORF - BEET HAET & 2135 DB,
Apache Iceberg K207 — %1 v P HO@EMRET — 7 1B

ABT—=R7 7 AN VLVOMGEZBI L, IRNZT —XDRAFXy TZARICT 5 ZF~Y=T = A b
AT Lo

ATy T ay MFEDRKEATOT—INADODNN—Vay, ZJZVIFFEII—EBLEZRAFy Fay MIHL
TEITENE T,
N—=T4>a>YDEBFEDOT -2 2HEZMATIT, 7T N0 =T 4 ¥ a AMUEIEZ ZE T 2 HRAET
23, HXRDSHARANDEH,

Parquet A5 LF AL —C PGAA IS X o THEAINZHICKZ 7 7 A MVER, T —XE2TICRIFT 2%
HED Postgres L I13ER D Parquet 13T T — X ZRIFEL £,

EfECIYA—FIT72F R L= T AHEOT —RBIB—EIHRESIN, AL =YD 7y b TY
Y hE VO F ==~y FOBKIEICHIRE L5 72D, FEMAY 72 EHE Snappy % 7213 Zstandard D & 5 72 .~
I—REFARFERFITFT 47 aFVTra—F4 v 7DE5RTya— RABAJEETT,

3.3. Concepts 13


https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/
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3.3.2 A0

HRANNE, T—INRARXRT—ZDOEETEZZ2H0LMRY A LTHKEELES, 2hbickb, XX
FharV¥a—7 4 7L Postgres, Spark, Trino 237 — 7 V%, AF¥F—<EfEkL, HHEF—
RLAVBIKRTA IV H I a v OBEMEHRITEE T,

Iceberg REST PGAA A3WEA Z 1 27 L il § 2 7= § 2 (L X vz AP, ZHIC X D, EDB i3,
Lakekeeper, Tabular, Snowflake Polaris 7% ¥'® REST fiff% ¥ K— b 35X 0/ —L XA ATEET,

AWS S3 7—7JL AWS OEFNR I X0 7B X UA ML —I % —E R, PGAA X S3 7— 7L e i
T, Y= N—LAXRXRF—R LAY =% L, AWS Ta> 2T LD Iceberg 77— 7L DEH  ffi#1b
LExd,

333 VI —DEIT

T—=TINTIERA) Y R TAM 7—F T F ¥ PGAA DA AR LA ML=V LYV % T 774 TE
% X 5123 % NEB Postgres APL, ZAUZ X D, Postgres 77V F—id, 24T 4 70 —HNVT—=TNLTH5
PDOEIZ, VE—IFF TV PRI MEETEET,

DirectScan 7 T 1) 2352 R TFAT L > Y > Seafowl £721% Spark IZA 70— REINB 87 4 =< Y XD
R, ZHUE. 22 VDBINT —TNDAEBIRT 2 HEICHEL, X7 MLy o U hfEekz
WFL ., BRHHEREZ -V IR e TEET,

CompatScan 2 — #/)L D Postgres 7 — 7 V% ) E— b7 — 7 VIHE T 5729012, £ 7213 Postgres T
DHEYR—FEINTVWET 707> a YRR T 2 7DIHHINENA TV v RFITE-F,

R Tyvoad IV PGAA IR, TANREEEEF T2 AR L=V AV T v akvrd3
Zrickh o) BEGELL. BRERITDA% Postgres ICA MY —I LT, WMEEREEE o —%
NEEESZETLETS,

ARAMR—=ZADTZ =% Postgres T 7 4 XA =D A4 I NTZAXRT =X 05 DTS T —
ROEBRERMEALT, Ny Y aliaEREA A MEOERR Y, 72V 2FTT 2D INENLRTEE
RETBTat2L—F,

Seafowl TONRY RJL{LEIT Seafowl Z> V> Da7lrr /ad—, F—R2{TZ T 3D
. T—=RENYy FRIZZ—TUHL I, ZhiE. THD CPU 45 SIMD 2EH L T, L F 71D
T — R KAV N TRENREZFRIRFICET L, 207 ) 2EIcE#ELL 5,

334 vy vy

AV RT =TI R—ADF T 27 PR ML=V REED LA TV ¥ —%R/NRICIIZ 372512, PGAA X
ZEX vy B ERELET, JAICED, BYRXNEZ 72— —B LA L —YLHEZFD
HETERITTEZ T,

ATV RRRT7HRYY22ZDLAY—E, LAIATR /) —FOR—HLSSD DT —X LA IHh5
BELEBREOT =278y 7 Parquet 7 7 AV EFX vy 2 LET, HEICT 7RIS T —&% 2
YVa—T 47y rD BELJ WKWRD2Z2ICED, PGAA X, FILT—REIZ7 X DOV E— A
T2 PRI TADEEDIRLD GET ERDF —N—Av FREREL %7,

XATF—=BFX vy aTF— R LA ZOBERBR7Z 7 ANV 72 A PRAF—EBREDO—HILDE
Hav—%HRFLET, COHRECEIY, 2o V@38—T42arTN—= 7T 74N LRALDT 4
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AR VT REREFICETTE, VE—FRA ML= uanNf XA —%2RDELBETI2E8VW LA T I—7
LT, BUS 3237 — X2 FHEICRETE X,

RRF—RExrv¥ald, F—RLAZTF—TNOMET7 74V =T7 22 b, AF—<ER, $—F 4
T avOBfiEEUERTFLE T, Iceberg B X U Delta Lake 7— 7 LiE, AT DMl & D7 7 £ )L THERK
ENBGED D7D, 2O vy 7] ¥y adbIilih, JZV T3V F—ERA ML=V
TN A X — 2SS TR T — X R IRIEWRFIC R X v S TE T,

F—JIL#ET¥ v v 1 pgaa.lakehouse_table_stats() 77 7> a Y EYR— T30 YH T —
TP A XD —hLa—ReifRLET, 72V TS50 F—d T VOREELED 57 DICETR
WA ML= TN, =D LVWARXRT—RZ2BIELETH, ZDFr v allkh, 777> a
YEIATVE—PRAFX Yy U ERBBELETRET XL AT AT 27 bR — LORIRE ORI % 2 4t
TZET,

3.4 Known issues

INBE, TDOT7FVT 4 7ARAT 7T L —R—V ) — A TREINREBNOME IR T, HE
WIHL T, TS DOMEDHELRBT 2 -DIXHIOEEELZEOF L, 206 O REIIEmNICE
X, ROV ) — R THEIRINEFTETT,

e 7577 a3 pgaa.launch_task() %, Delta Lake z-order . vacuum. purge 7% ¥ DD X >
TFYAFRL = a Y R= T LTOE I, BITE leeberg 7— 7LD compaction AL —3 =
YDEHEEYR—-FLTWVWET, i Iceberg X > 7 F ¥ ZL—F > DEFEIX. pgaa.spark_sql() %
ERALEI,

o 77 VYU ¥a Y pgaa.execute_compaction() &, 287 A — & — settings ZH AR —FLTVWEEA,
pgaa.spark_sql() E72\& pgaa.launch_task() ZH LT, 7 5 A X —"T Spark 7’1 > — v Z EHEE[T
T B, Ieceberg 7—TINDA VNI T ayeFTLET,

Apache Spark ¥ DA,

- S3H#ATY 27 PR ML=V E/FHA POSIX 7 7 4 VT AT LD Parquet 7 7 A L DEEA
WMhEHZ ) —THR-PINTVET,

— Iceberg REST 7 X1 7D Iceberg 7 — 7 VDA HHI 1) —,

Apache Spark 12X % GPU 77t L—> a vid, S3EA 7Y =7 b X+ L—Y 721336 POSIX
7 7 AN AT LD Parquet 7 7 A VDAY EH I ) TOAYR—- X TVET,

Iceberg Spark 7 4 77 V) —N— a2 > 1.9.2 121&, Spark Zf#H L T Iceberg 7 — 7 L5 5 Fr AHL
255 OBMOMEN DD £3, FEDFKMETTIE, FRFEITHICEMHEIRS A Xy 7E3N 55
EH Y FT, HEDMELERIX, spark-defaults.conf 7 7 A LT Sparkk 7 7V 7 — a ViRE
spark.sql.iceberg.executor-cache.enabled ZfEINCFT 22 TT, ZDFr v aZfBhcdd e, ¥
NTOHIFMAEL SIS N 570, T—XO—HUEBIRIES N FTH, REEDHARD 7 —2
O— FOEE. N7 4= Y RTHEEEZ 2R D D 5,

Amazon 83 7 — 7Lt DiftEld. PGD MiGHREFSE(LT — 7L, VTV S —>ay, A 70— KT
BHRESR— IR TVELA, PCD BEHDZ A4 7% 4 2 LDEE, A L —I8TE 7213 Iceberg
REST #Efllo A v 72 AL 3,

3.4. Known issues 15


https://iceberg.apache.org/docs/latest/spark-configuration/
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3.5 Analytics Accelerator compatibility

3.5.1 Postgres D HE#4

Postgres distribution Postgres version
Postgres (PG) 16,17, 18
EDB Postgres Extended Server (PGE) 16,17, 18
EDB Postgres Advanced Server (EPAS) 16,17, 18

352 75y T A—LOEHY

amd64 7 —F 5 7 F ¥ TD Debian 11/12 £ 7213 Ubuntu 22/24. B KX amd64 & arm64 Difi /5 C¢ RHEL 8/9,

3.5.3 AN—7

Apache Spark N— 3 > 3.4 DIF%,

3.5.4 PGD

PGD ~N—3 3 ¥ 6.1 LI,

355 NATUy RIR—Tv—

PGAA N—2 a > 1.7 1%, Hybrid Manager Innovation Release 2026.3 IZZF N TV X §,

3.5.6 Y R—FINhTWBXFL—2EHTONAE—

Data Format Operation Object storage Engine support
Iceberg Read Local, S3, GCP, Seafowl
Azure (via storage
locations)
Iceberg Read Iceberg REST cata-  Seafowl <br /> Spark
log
Delta Lake Read Local, S3, GCP, Seafowl
Azure (via storage
locations)
Parquet Read Local, S3, GCP, Seafowl
Azure (via storage
locations)
Parquet Read Local, S3 (via stor- Seafowl <br /> Spark <br /> Spark
age locations) + RAPIDS

RDR—JZH L

16 % 3 E Analytics Accelerator
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£ 2-HIOR=I DL DX

Data Format Operation Object storage Engine support

Iceberg Write (via CTAS) Local, S3, GCP, Postgresengine via CompatScan
Azure (via storage
locations)

Iceberg Write (via CTAS) Iceberg REST cata- Postgres engine via CompatScan
log

Delta Lake Write (via CTAS) Local, S3, GCP, Postgresengine via CompatScan
Azure (via storage
locations)

Iceberg Write (using PGD) Local, S3, GCP, Seafowl
Azure (via storage
locations)

Delta Lake Write (using PGD)  Local, S3, GCP, Seafowl
Azure (via storage
locations)

Iceberg Write (using PGD)  Iceberg REST cata-  Postgres engine via CompatScan

log

3.5. Analytics Accelerator compatibility

17
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545 Installing Analytics Accelerator

Postgres Analytics AcceleratorPGAA % {13 % 121%, Postgres 4 > A R ¥ ZIHLIRIERER 4 > A b —)L L,
JIVIYIVDNy IS5V R == AMITI2RERHY T, PR-— S TVWET I v b
T 4 —LDFERIR Y R MIDOWTIE, Analytics Accelerator compatibility B LT L 72& W,

41 Ny r—oDF o O0—REAVX =)L
EDB U HEY MY po5y 5 =YXy Yy a—FLET,

export EDB_SUBSCRIPTION_TOKEN=<your-token>

export EDB_SUBSCRIPTION_PLAN=<your-subscription-plan>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/$EDB_
«»SUBSCRIPTION_PLAN/setup.deb.sh" | sudo -E bash

sudo apt-get install -y <postgresql-distribution>-pgaa

export EDB_SUBSCRIPTION_TOKEN=<your-token>
EDB_SUBSCRIPTION_PLAN=<your-subscription-plan>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/$EDB_
—»SUBSCRIPTION_PLAN/setup.rpm.sh" | sudo -E bash

sudo dnf install -y <postgresql-distribution>-pgaa

¥y’
o $EDB_SUBSCRIPTION_TOKEN !X, EDB ¥ 727V 7> a v DERRICZITW -7 b —2 T3,

* $EDB_SUBSCRIPTION_PLAN (&, standard PGE ¥ 7z1% Community Postgres D355 £ 7213 enterprise
EPAS D56,

» <postgresql-distribution> (X, Postgres 7 4 A M) B2 —3 a ~ edb-postgresextended .
edb-as. ¥7-13 postgres & N—T 3 VEIEEL £,

4.2 HiERHEEED BRI

PGAA % fJHA{t 3 % 121X, postgresql.conf 7 7y A L Z BT 2L EN DI D T, pgaa %
shared_preload_libraries (2B $ % & Postgres &Ny 7759 RV —%—¥ LT Seafowl 7 =
VIV DIA4 T7HA4 INVEERTEET,

1. postgresql.conf Z#EL £,

shared_preload_libraries = pgaa

pgaa.autostart_seafowl = on
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1. Postgres H—E 2 ZHEFH LT, HLWVWIA 757V %2 —FLET,

2. Postgres £ Y AR AT A Y LET, ZOUDBFHA VA= THE20HEHTH 20T,
WY pa~y REFEITLET,

o A VA =L DBE

CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

CASCADE %Zf#i 3% &, Postgres 7 7 A /L3 A7 L PGFS 72 ¥ DRAEARTFEMRA HEINIC A > A h— L X
Nx7,

o MEDA VA —NET v I — T 355

{ALTER EXTENSION pgaa UPDATE;

4.3 12X b—)LDIZEE

\dx XX a~vy RE#zldversion 7 7 > 7> ayZROH LT, ERERED 7 77 4 7 TH B Z L 2R
£9,

[SELECT pgaa.pgaa_version();

A YA M=V L7 5, Configuring storage locations L CT—X LA 7D PGAA 7 7 A%ZE5 LD,
Postgres Integrating with Iceberg catalogs e L7z D TEE T,

5l
BERM L7 7 ANLERALA Y P LET,

SELECT pgaa.test_storage_location (my-storage-location, false);

Ty raid, BT 5L NULL 2R L ¥,

20 % 4 & Installing Analytics Accelerator
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558 Configuring storage locations

ATz PRI L =YDT =R, A=Y EIIRE S Nz Integrating with Iceberg catalogs %
NLTCTI7ERATEET, A ML —IRNE, Postgres £ VARV R T—X VLA ZRIDT) v P % HET
L5,

Postgres Analytics Accelerator PGAA &, Postgres 7 7 A /L3 2 7 AHLIREAE PGFS ZiEH LT, & —7 v
PNy PRERL, VE— N7 7 AV ENGEST B DICRELRGEZEH LT,

5.1 RTFIEFROIEM

AFL=YDBFNE, VIV RNy FOIA VTR UTHEEL £, ROMSCEMEHL T, pofs.
create_storage_location() 7 7 7 a Y CIRERFAZER TE £7,

select pgfs.create_storage_location(name=>storage_location_name,
url=>protocol://path,
options => !E,
credentials => );

KRS R — R — B R— P XNTWVWBZX L =P X —DEENRY X MZoWTIE,

Creating a PGFS storage location ZZ L TL 72X\,

5.2 Xov hDFESE

NIV INTy b TTAR=INTy bOEREVE, TV Y UPEROEY AR NET 2 ik
Whh T,
o TIAR—MNTY MELALOHEMT—XIHEHEINE T, IOHIT7 7R RA T 512, PGFS i
RISEEIC & > GEAEINZ TR TOERICEL T 272D DEMRERMIER IAM 1 —L, #HIERE
W FREBEBEERPLETT, T — X, FED PGAA 4 Y ARV R FEFFR a3 Nz —F —
WCDOAARENET,

e NIV INTy RFRHER LT 7R TEE T, ZHNBIE—MRINC Benchmark datasets £721387
Vo 7 F—RURI MVIFEHEINE T,

KT, XTI NTy bRA Y M TBREEOMZRL £,

SELECT pgfs.create_storage_location(
my_lake_data,
s3://your-bucket-name/path,
(RDR=I1ZHi <)


https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/functions/#creating-a-storage-location
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BIDR=I 55 D %)
!”aws_skip_signature": "true"!
D

5.3 33&

PGFS 3, 7Yz PR ML —=I\DT7 Vv RAZKRT 570D 3 DDFERTEEZY K- LTVET,

5.3.1 FRHVENRIBER

B EHE REGITERNICESREDAL I A TEE T, INHE22HBHD T X=X —2 LT pyfs.
create_storage_location IZJET Z LIk D, =¥ —< v ¥ 7L U TRIFS N E TIHED Postgres #+
WF—2F v =X 2V 74 A, ZAUCED, =2 Ly bapBiE . DT —XR—2 2 —H—
WA ZE N TEXERA,

T A MIIEFRTITHN, ThoD>—27 Ly MIZRICEBL T EI W, #Biftxh 337 X—%—13,
AP =N, X—12koTEREDET, 222 S3DOEA. 727AF—1IDe>—2VLy 7
TR AF—, FFEyary b= 0TI ANERD D T3,

SELECT pgfs.create_storage_location(
dev_lake,
s3://dev-bucket/,

ol

"region": "us-east-1"

"access_key_id": "AKIA...",

"secret_access_key": "wJalr..."

5.3.2 IRIELH
PGFS &, Postgres FEITENTWEARL —T 4 ¥ 7Y AT LBRED O EERE EEFRTE E3, fi

o BRERELET OS L~UL

export GOOGLE_APPLICATION_CREDENTIALS=/var/run/gcs.json

o (RIFGFTZ/ER L. credentials T XA —X—%EME L 3, PGFS &, BEH T 2EEX — DR
PHEBCF 2y 2 LT, BEREEAELET,

SELECT pgfs.create_storage_location(
edb_ai_example_images,

gs://my-company-ai-images);

22 % 5 & Configuring storage locations
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533 IAMO—IJL

Postgres 1 Y ARV AMWI 5T RA YT IR 77 F ¥ TFEITSNTWEHE A Y RAEZ YA T0 774
NEZIAM B — L2 HLE T, Z4ud,. —Kke—7— a VEREREHEHT 2720, RbEE
BAFETT, IIMARY =R RE~> Y ER3ary 7 ICE#ET7 Xy FLET, PGFS 134 ¥ &
RYADRARTF =2z HPCHH L, Zhoo—kKlke—7—> a VERERZEH L TERICES
LE7,

SELECT pgfs.create_storage_location(
production_lake,
s3://my-analytics-bucket/,
!”region": ”us—east—l"!

DE

54 AL—=ST7IEADTA K
BT L2, RO av Y FTEOERHRLET,

(SELECT pgfs.list_storage_locations();

pgaa.test_storage_location() 77 7 a YL T, BHrHRALET, 2HFEHD T X —&—
. FiAED 77t A false /R EZIAAT VLR true ET AN TENE S 0EEELET,

(SELECT pgaa.test_storage_location (my-storage-location, false);

Ty raid, BT 5L NULL 2R L ¥,

54, AL—=ST7I0EADTA 23
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6% Reading tables in object storage

Postgres 7+ VT 4 VAT 7257 L —X PGAAZEHT 2L, 7—X7 7 A MN\OEEEGRZWHLTHZ L
12X D, Postgres D SQL A ¥R —T7 2 A RAEFHLTA T2 PR ML=V DT —TNADEENT + —
RURADIN I ) RRITTEE T, TDE— FTIE, Postgres IZRA P L —I R EHEMFELTT—7
MEEERRIR L, 77T EARNTy b PO T 2 A7 7 A VEHANST, IR T —REAF ¥ ¥
BIONUHE T 2 HEEZRET A ILICEIDAET—Ra—FT 4 32 —R— L THREL I,

KHBR 7 — R 2B T 57012, PGAA IEELE A —T v 7 =TIV e &7 » A VXD
ZHR—=—PFPLTOVET, ZOHDEHEX, 7T—XZHEMT 2575 Postgres BT — X 2 HE T 2 KT E
ELEI,

* Apache Iceberg &g X X 7 — &2V ) — 2R L TT — 7V OIREE BT 2 @MRET — 7L 7 4 —
< b, ZHUTED, BIHIOARF Yy F>ay bAD XA LFTNL) B, JZY)VDNS—T 4> a Y
% FEICEM T 2057 L | Postgres 37 7 A NETN—=V 7 TES RBLAA—FT41¥a=r)
HA[REICR D £3,

e Delta Lake 77— X L 4 ZIZEEER 70T —T VY —ARX ML =P LAY —, bTUF T2
v _delta_log 7 # VX —ZfHHL T, 7—7LDN— 3 VEREZHE L, o 7ot 2256
CHAMCE ZIAATWSIHAE TS, Postgres H3—H L7 Parquet 7 7 A LDt v P ZFHAS L 51T
LE9,

* Parquet Iceberg 35 X Of Delta Lake 7— X L A4 Z T IN2HIch 276 F A L —VA, B
LAY =L TRARXY R7RY 7 4—<y b LTHAINSGE. PGAA XYY 7 4 L ¥ 7213
TALZ PIVREHZI Yy Y LET,

LY EIADRA TR LTT =R LA ZERRT 572012, YRT A& RFEEA. T—27 7 A ADTE
ETEREEDNT v bEZIET AL PUANDEA VR =N L2V 7% L. AWSS3 B XU S3 H
4 API, Google Cloud 2fADE % ¥R — k 2 b L — GCS. Azure Blob Storage ADLS Gen2 % &1r, B
X —=INT 7 AN AT L

R 7ot 2. KD 3 DDOFEICHENET,

e PGAA . BAICHRFTIDA R T —R T 7 ANERE N 0F I ava DAL —I A B AF ¥
VI B T ANy X—EREL TED Parquet DRAF —< & 7 — XBIRHM L F 7,

o VAT LIERRTFT—REET LT, S3. GCS. Azure. 72130 —HANL7 7 AN AT LICEHET 2
F7V 2 FOFE~ Y FTERIERL E5,

e Seafowl TV I E AT 27 PAMNT RO T =X EZEHEIIGL, Y —ATXZ M7 4L
R EEEEA L E 3, WX N/ZMERI Postgres T/ ¥ F 2 —X—ICA MY — 3 73, BEES
5T —=RDADPEEINE T,
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6.1 ATV MAML—=—UD55AEB & S5 Postgres 189

D7t RE MEA N -V T 7 RARERTEZILE, VE— XX TFT—REO—HILERIIT Y
Yy 33 200FEREENET,

6.1.1 RTFBFADIER

PGFS ¥R 2 fER L T, N7 v + DA% Postgres IZHE/R L. DEREMEREIBIL T 20BN H D
F9, FHllX. Configuring storage locations B LU TL7Z& W0, fHil, 287V v 7 S3NT v FDFAE

SELECT pgfs.create_storage_location(
my-lake-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
!"skip_signature": "true", "region": "us—east—l"!
5

6.1.2 7—7J)L®D Postgres ADI v E> S
PGAA 7 7 2 R JjER MR LT, RIEFEGAZRA Y b 5257 =TV Z2lERL T, B

CREATE TABLE iceberg_data (O

USING PGAA

WITH (
pgaa.format = iceberg,
pgaa.storage_location = my_lake_data,
pgaa.path = path/to/data

Ik
ZZT

* pgaa.format HiZK 27T — TN ERIEIT7 7 AVEREIREL £ T, $R— I TWAEI. ‘iceberg’ .
‘delta’ . F7213" parquet T,

* pgaa.storage_location RiDFNETEF L 7=RFHFT D4 H,

* pgaa.path RGO — b PO T —TNDART =R T =R T 7 ANHBEENET 4 LT MY
ANDEXIRR, Iceberg DGE. Ziud/metadata 74 L7 PV EZL T VR —% KA ¥ T 4
EndHhFET,

0 IR

HIEREZED () DEFICIT DL, PGAA X, BRANCT —INEHRELIEEEIIXRT—R T 74 L
HAF—<ZHBINCHE L. Y E— b D Iceberg/Delta X X 7 — & ¥ 7213 Parquet v X —THO» -
727 4 =V RIZKHTTHI R~y 7L ET,
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6.1.3 IERDEES X I&:E

T—TIUBMEREI N5, D SQL TZ Y —TE %3, PGAA DY MULT v Y U BRBIC/EE R
ML TW3B Z & ZhERT 21203, EXPLAIN ZFHL 3,

EXPLAIN (COSTS OFF) SELECT count(*), region FROM iceberg_data GROUP BY region;

IUIUMT T 4 TEE. SeafowlDirectScan ¥ W95 J — FWFIRENE T, THlE. 7V p3fEHE
@ Postgres T/ ELHF 2 —RXIZ X o TUHINZDTIIRL, R M7 725 L —&RiIZAHT7ua—-RFEh
f:lt%ﬁﬁ%ﬁbi‘?‘o

6.2 HIPREIE

EESNEITE R T 258, 29— )LD Postgres 7 — 7 ILVERE VE— T =X 7 7 A LD T T4 X
VIEREETARELIDD ET, ZOFE)T Su—F TIX, Postgres AT LN X TIRFEINTWD
IR X —< 8, 7RV A 7 TERSINFEIROFN R X —<BOBENREL 7,

Ny DM TF—R LA 7 2AF —< LB 32, ZJZVDEW, ALY T —XDOEM,. £7-1Z
REHER T — R~y Vo VB RET ISR H D T,

—TbENTA LR TR UTERET 2. LW T— 7LD, IV FTLDOLY Y vh o ORIKE =
ABDEH, BLXUEITZ VRT3 =<V RATHEL G X 2BREDHIRINE T,

T2 LA 7 DEZS LT, o DfilfRZ FETHIRT 2 8E3H D 7,

e Postgres @ ALTER TABLE a< > FZEH LT, VE— FRAF =< —8T 2 X 51ZF0%2EM. HIFR,
if:ci%%bij—o

o b RILMBIER. 0o O BEHLTT— 7L 2HIBRL TEERT 22T, HRIDOM
ZFFIZ, PGAA IRV E— M XX T —RDFHLVWHHEEITLE T,

e FUZFEFCIZE, APz PAML—I 7 7 4L IEREIC—E T % X 512 CREATE TABLE R
FT—MAXVFTHIRE 24 TRRICERL T,

2% =< TE2HRT 2RO NBEHNLGEZ. AR F7a VDR L — VAT B D Iceberg h & 1
JIBHT LT, Axu AT IiD, AF—VEHOBEEZL—Y 05T A
BATUE T, FEME. Integrating with Iceberg catalogs =B IR L TL 72 & W,

6.2. %IREIE 27
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AR T —LRIE, T-RLA 7R bLEIN THEK ¥ UTHEEL., M7 — 7LV ER» SR
F—V%PHELE T, XXT =X, AF—<, BIUR—=T 4> a=rI/OHE—DEHTELZY—R%
MeFRFT 5 Z 212 & D, Postgres, Spark, Trino 72 ¥ DEEOMIL Lz > P U H, BHESRPRAF—<FVU 7 k
DYRZIZLTHLT—&2HAETEET,

Postgres Analytics AcceleratorPGAA 1, H— F =7 1 DA &1 7L iE LT, Postgres EHND 7347 —
78— R —LVART =R A ZERHERIEL T,

PGAA 1. RDH R 7RERMFH L T Iceberg 7— 7LD AR D B X UIEEIAA Iceberg AR OYT %{E
B93 29 R—-—FLTVET,

« REST 77204 Lakekeeper. Tabular, Apache Polaris. Project Nessie 72 &', Apache Iceberg REST API
ke —E &,

c AWSS3 7= 5T KRRy — L OoHAICEGT SN 7z@RED AWS 24 7 4 7 h & a7,
PGAA % {# ] L 724450 Iceberg 7 21 ZOEMICIX, 2 00FER 7 = — XD EENE T,

1. AZOJERDENN

2. hEOIT7—JILDEE,

0 IR

Gk &a 7 =T 256, RIFEGITZIERT 202 EH D A, 7—7Md. REGEES
XY 7 ERTVET,

7.1 AZOJEBDEM

7 7 7 a pgaa.add_catalog() =M LT, A& Iceberg /1 X 11 2% Postgres 4 > A X > A& Gk
LET, ZO77>7>avid, hXul0gfra 4 VL% Postgres IIGA B ART—RY V7%
ERR L E3, £ A &xna e BREREZEAEL. BEZRIFEL 35

SELECT pgaa.add_catalog(
catalog_name TEXT,
catalog_type TEXT,
catalog_options JSON

Ik

RDOARAT R TONTILEIELET,

* iceberg-rest Iceberg REST 7 & 1 27" Lakekeeper. Snowflake Polaris, Tabular D55,




Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.7.0

o iceberg-s3tables AWS S3 7 — 7L DIGE,

7.1.1 REST h#0O7

FEAYDREST HZ a4 —V ATlE, ISONA TV 27 b ENLTIZY RERA Vb =27 v OFM
PRMAL T,

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,
"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",
"token": "your_secret_auth_token"

DE

Snowflake ® K 5 72 —HBD Iceberg REST #2117 74 X =13, BitD & D SERBRELHEL LE
I, PGAA IZ, Zehn—T— a Vit 2 WS 272D D5E272 OAuth2 7> a v EHR—F LTV
3, Hl

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,

"oauth2.grant_type": "client_credentials",
"oauth2.client_id": "oauth-client-id",
"oauth2.client_secret": "oauth-client-secret",

"oauth2.token_uri": "https://EXAMPLE-polaristest.snowflakecomputing.com/
—polaris/api/catalog/v1/oauth/tokens",
"oauth2.scope": "PRINCIPAL_ROLE:read_only"

);

71.2 AWSS37—7JJL

AWS S3 T — 7 A X DA, Amazon VY — A% —L ARN 2 —Ta VRETELE T,

SELECT pgaa.add_catalog(
my_s3_catalog,
iceberg-s3tables,

arn": "arn:aws:s3tables:us-east-1:123456:bucket/analytics",

"region": "us-east-1"

(RDR—JI1ZHi )
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(BIDR—T 5 D X)

7.1.3 hEOJ B OIS
H AT EBMUK. KOMAER [ L CHEme R L. FIFRER 7 — X 2R L E T,
 BERINLEAXO T EYR N LET

{SELECT * FROM pgaa.list_catalogs(Q);

s DB EXIAALMREZ T AN LET, BROIBII LGS, 7727 a VIENULL 2GR F
3o il

{SELECT pgaa.test_catalog(my_iceberg_catalog, test_writes := FALSE);

e A YR—=MFTBANT, S A L v INTHARER T -7 12375,

‘ SELECT pgaa.list_catalog_tables(my_iceberg_catalog);

HROATDEFRER T FURABY R TBE37 7273 a>DREERIV A MOV, hEO0 77
009 av VT 7L yRE I avESRLTLEX N,

7.2 h2O757—7ILDOEER

Hh & JER R L7z 5, Postgres BN T — X 2 BBB L UBETE 2 X5, ZDXXT—XEH
T EMEDDH D ET, PGAA X, FRDIDD 3 DD AL £3,

o AAEOY O BN B EFEH,
e AAOTDAVER—F BT EALRFY T ay NOBRE,
e HAOTEETF—TILDOER BLNLVORETHE—DOTF — L2 ER LT,

721 73 5’ A 7\03111\\1—}

HRxu T EIRST 5L, Postgres £ AMBD Iceberg X X 77— XY — R DEN Y > 7 DL INFE T,
A4 > R— b ridEiD, ZDHFIETIX, Postgres IR T 27— X LA 7 L DFRAEHERL 5

HERTETRyF T3, PGAA X X0 2GR - YL TH LW T — IV EREAF—<
DEERRINT E2AN 7770 R —h—%RE L £F, PGAA X, H & u /I TERI NI-HFT2ERM
EREEEBLELET, EhidhlzhZxue i, 7—2ZX—X LOBFEOT—T7 Ve &HiEET 27 -7
MEINTVBRHEE, Nv I 7539 R —h—@FZNeRAFxy LT EEXREEL T,

BTt 213, 2 0D FERER AT X —Z—I12 X o TEHINET,
* pgaa.metastore_sync_poll_rate_s K—V » ZHEEEHIME L £3,

* pgaa.metastore_sync_stale_duration_s X X 7T —XDEEED L EWVEEZERL T,

72. A0 T7—TILOERE 31
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pgaa.attach_catalog() 77> 27> a VRFEHALTHZa 7 2RMNL %35,

SELECT pgaa.attach_catalog(my_iceberg_catalog);

Postgres BgBi CT — 7 VIMER I N/ Z e ZHER L E T DR BT — TP Postgres £ ¥ AR > AITEE
mEIhse, EEDT TNV ERLEIICT 7 ERATEXT,

pgaa.detach_catalog() 77 > 7> a YEFEHL T, hXur/2UMTcE %7,

SELECT pgaa.detach_catalog(my_iceberg_catalog);

D77y vavii,. Ny 7oy REMY - —%{E1 L, Iceberg X X T — XY —EZAANDX A F
vV IRHIBRLES, HEuEMEN/-F T pgaa.list_catalogs() ICERRE N, B TER
Bz HANETICHERTEE T, BEHOoR—) Y I/eH LT —7 VO HEINZR~ v F3fTbivE
HAo 7> a ¥ CASCADE 2T 258, COH X IlLo TERINATVWEIRTOT—7LH F
a0y FINET,

722 AZOT DA VKR—b

WIEANC AR =V > 7520 DI, 1 ERTOFEFAZFETTEE T, Postgres 17— 7LV DOBTEDIRFE
ZHAGLETH, 4 Y R— M 2HEFITITL2ETHRROZEH IR LERA, 1 Y R-bZhihias
12, T—EZR—ZALDOBFFO T — 7N GRIE BT 2T — T ABNEENTVWBEIGE, PGAAZZDT—7
NOVERE A Xy LT, LHEZEZRABLET, Xl %24 YR=bLT, XD 7779 FKR—
VYTV A INERTICEH R T2 TEET,

pgaa.import_catalog() 77 7 avEMFEHLTHEZu %24 VR—-FrLE T,

{SELECT pgaa.import_catalog(my_iceberg_catalog); J

F T a VTHEERM 7 s VR ERRET 2a~y FEERAL T, ZORIED Iceberg HRTZERIND 7 — 71
DEHPA VR—FENDB EIICTEZT, B

[SELECT pgaa.import_catalog(my_iceberg_catalog, tpcds_sf_1000); J

B LW T — 7L Postgres BRIFICHR NI NS Z e R R L E T, BIMOEKL LT, 7—XL A4 ZIIHL
THEHED SQL 7 =V ZELEITTE LT,

7.2.3 haOJEBT—TILOERK

AR ERT—INTIE, BFEOA R 7B EER LN, hRZX L0 —hALT— TV EERL,
FFEDZAF —<EBEZEIRL, YE2HRMCY Y 7 TEET,

FEPERRE, X 7 2RERMNT2 XD DRMEDDH D 3, Postgres HiliZEME5ER2ICHIE T 3 72
B, Iceberg 7 & 1 ZNDFATICEHRZ L, FEDR— IV AF—<IT— I N ERBETE LT,

FHT7T -7 NVOREZ, T—X LA 7 TRETIELEORBIC L > TEED 7,
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Change type Synchronization Behavior details

Data changes Automatic Every query resolves the latest Iceberg snapshot. New,
updated, or deleted rows are reflected immediately.

Partition evolution Automatic Iceberg stores partitioning logic in metadata. If the
partitioning strategy changes, PGAA handles the file-
pruning adjustments behind the scenes.

Schema evolution Manual Structural changes (new or deleted columns) are ig-
nored or will cause errors. You must update the Post-
gres table using ALTER TABLE to match the new re-

mote schema.

CREATE TABLE ... USING PGAA WITH WX ZfHL T, 22X u /BB T — 7V EER L E3,

CREATE TABLE managed_sales_data (
id BIGINT,
sale_date TIMESTAMP,
amount NUMERIC

)

USING PGAA

WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
pgaa.catalog_table = managed_sales_data

D

ZZT
» pgaa.format 7— 7L 7+ —~<v }’ iceberg’ EHEL E T,
* pgaa.managed_by FiEDHERH X 1 2 pgaa.add_catalog IZ &k o TURNCER I N H X1 7

PHRELET,
» pgaa.catalog_namespace Iceberg 71 X 0 Z'NTT — 7 ADTEET 2 LHIZEMEZ ER L £ 35
* pgaa.catalog_table 77— XL A4 ZIZHERENBZT—TILOLAIZIBEL T,
0 IR

FIEREZED () DEFICT S . PGAA i Iceberg h X0 706 AF —< 2 HEIICHRHB LU~ v
vy LET,

7.2. AEOJT7—TILDER 33
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Postgres 7+ VU 7 4 7 A7 7+ 7 L —& PGAA |X, CREATE TABLE AS SELECT CTAS #~X %L /7=7—
R A ZANDEHEEZAAETIR-FLTVET, ZHUTED, FEDY —ZAh 507 —XEUHEEB X
KL TEE T, B =D Postgres 7 — I N a BT 20, BMFOF TV 27 PR ML=V T 740 %
BT 20, MAHDT—REMET 20 9D Iceberg = Delta Lake D & 5 @ MHED 5 £ F— 7 + —
<~ MIEHILE T,

PGAA X Postgres 7 TV /¥ X 2 —X - AEINTVWE D, CTAS ARL—2a vDY —RXT—&
3. AVRR VAL T VR ATEREEDOGICFETEE T, ZHUTED, W OrDEERTY—7 7
o—2ENTRD £5,

e ITYRR—MEED T —H )L Postgres 7 — TN BT —RUA T —XEBE LT, BET—X2%
T—=HhATLET,

s B 1 ODF 7Y 2 7 MEWGHT D A | MR ERITL, MREHDZ 5T P74
L7 PVICEZRAAET,

e JxFlL—ayiaaArvua—InylL—aF il r—INBUE— I IO PR ML=V FT—
TNEeREE L, BEEINTHREI T NICEXIAAE T,

PGAA 7 7 R RTjIERMEMT 2 2 i2k D, 72V OfERE v b 2IEE L RESINCEREA ) —I 7
TXZFEJ, AWS S3 B X f S3 A#t API, Google Cloud Storage GCS. Azure Blob Storage ADLS Gen2, 5 &
Pa—HhL7 7 A NVT AT LEET, F13HE TNz Ieeberg /1 & 1 72 EH,

AR RT7RYDA L —IGAE 723G S Ieeberg 7 20 7% {HH L T, CTAS #{EZ2FEITTE
fE s

0 IR

CTAS 1Z. RED T A4 b UV ABEH KT ENTVET, A7V 227 bR L —I TORMSBMN 2
“INSERT . UPDATE . %7213 "DELETE" #{E4 ¥, & b SELRE ZIABEHEICDOWTIE, PGD integration
EBIL TN,

8.1 XAV R7AOVDRFSGFIZERT S

COHEE, THERDDZ 7 RAKR—=bERIET7 Ry 77— XOBENCHRE TS, PGAA X, Postgres {175
LR—=Ty MERANOEHZ WL, BERRARX T —REE N T 7> arn S leceberg v =7 = X b
F7/2dDelta T H I/ arulREERERL, B—O7 I v JEBETHRZaI v PLET,

CTAS ZNLTAI Y27 PR ML —=JRT—=7N%7REY a=r 73 5120% 2BED 70 A0 E

TFo BINZ. AL —YDBHZENLTYE— MR ML —VREBAOYHIERZMI L, 27TV
REZ08MMI~ey ¥y 755 SQLa~vy FEEITLET,
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8.1.1 RTFHFADIER

F TP 2T PR L —=IIZEZIATITIE, create a PGFS storage location 2175 BEXIH H T3, Tk
D, Z=7 v bTy PPERSN. DELERERIRMESNE T, H

SELECT pgfs.create_storage_location(
my_lake_data,
s3://your-bucket-name/path,
"aws_region": "us-east-1", "aws_access_key_id": "...", "aws_secret_access_key":

0 IR

PRAEGANC BT & - BERIEHRICIE, 8T v P DA D B L UOEZIAAERLIHNETS, Z
NI RO7 7027 arBERITUTHRTEZ S, B LEEEIE NULL 2R3,

SELECT pgaa.test_storage_location (my_lake_data, true);

8.1.2 CTAS ZfEH L7c 7 — 7 ILDERX

USING PGAA WITH B XU ASHAIEFH LT, Rty ' 247V AL —YDEELT—T V7 5 —
<y MCHEHEZ I AR—+T37—TABERL T, fi

CREATE TABLE s3_export_table

USING PGAA

WITH (
pgaa.storage_location = my_lake_data,
pgaa.path = path/in/s3/iceberg_data,
pgaa.format = iceberg

) AS

SELECT * FROM local_source_table;

ZZT

* pgaa.format SEET — TN 7 4+ —< v FEFHELE T, ¥ R— P XN TWVWSEIX iceberg B LU
delta T9,

* pgaa.storage_location RiDFNETEF L 7= R1FHFT D HH,

e pgaa.path ZEE7 4 L' 27 b U, PGAA X, ZDONRANIIXXF—&RruaZ 574 L7 M) EBEHFIC
ER L £5
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8.2 Iceberg h2OJ = EHRYT 3

Iceberg 7 X0 7 EME L TWAEEIE, CTAS ZHHL TEUCHZAL I N TEES, ZOE—KT
F. ARBFEFRA L —=IRRETF—TIADN—Y a YEREABINCEL T,

CTAS ZNMLTCAIT V27 P A ML=V DT — T MIZEEAA, Iceberg h Z 1 7% FHT 2121F, 200D
AT T THEEINET, RIICH R e 7EREZMER L. RICZEOHIXu 2N LTI ViERE~y 7
FTA5SQLa<wY FEFEFTLET,

8.2.1 hAOJEKDIERK

7 7 ¥ 7 a Y pgaa.add_catalog() ZfH LT, A Iceberg /7 & 1 27 % Postgres 4 ¥ A X ¥ RITEFG%
LET, fi

SELECT pgaa.add_catalog(

my_iceberg_catalog,

iceberg-rest,
"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",
"token": "your_secret_auth_token"
"danger_accept_invalid_certs": "false"

DE

RNA 7> a Y DERZ Y A MZOWTIE, AZOTEROEN 22 LTS,

0 R

HEOATANDEZIAAMERPNETT, ZHI. RDOT7 7072 arERITUTCHRTEE S, ABIL
7235413 "NULL® 258 £ 9,

SELECT pgaa.test_catalog(my_iceberg_catalog, test_writes := TRUE);

8.2.2 h2OJEIECTAS T—JILDIERK

USING PGAA WITH B XU AS AJ2fHH LT, iRt v b ZWBIEAD Iceberg 1 Z 1 I EHE LT 7 AR —
FNEBT—TVEERLE T, fi

CREATE TABLE export_local_transactions
USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
(RDR—J1THi )
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(ATDR=I D 5 D X)
pgaa.catalog_table = managed_sales_data
) AS
SELECT * FROM local_transactions;

ZZT

* pgaa.format 5ESET7T — 77 —< v bEFRELE T, BFE. iceberg DADHHR— bINTWH
I
» pgaa.managed_by h X JEZEIEEL T,

* pgaa.catalog_namespace Iceberg 7 X B ZNTT — 7 IUHEE N 5 HHIT2EM 72137 — X RX— R
EERLET,

+ pgaa.catalog_table 7—&X L A ZIZ/EK T 2 T — 7L DEHITEHREL E T,

8.3 CTAS D ilIfR

CTAS 137 — 2 DBEN e ZHD =D DRI 7Y — LTI, ROFID D 2 EDFETEFATEEL 3,

. I///U)ﬁ‘if_ﬁafrﬁ CTAS #1EZ2 173 256, Y —ANEZ =V & DirectScan ZFH L £ A, R
bbbz, 7F—XDHIFIE, CompatScan %41 L THHED Postgres Y Y VT ko TN E T, L
72735 T, SELECT 7 = — XN DEHFES 72138513, Seafowl =2 P UM T 222~ T b
MMENE DO BEZ 2 s g A

s BB EEZHRULERNR T —XDIEXE S, AX Y R 7arDIREGFEHERT 3546, BT
X7z pgaa.path IZ7 — X BECFEET 255G, a~ Y FEF 7+ L P TCHRRLET, BEOT—
REBBEEIZ 25E1E. CTAS 27— kX > h® WITH AT pgaa.purge_data_if_exists /S X —
& —% true ICHHRIICERE S 2R EDLH D £ 7,

e SAFIVRACTASIZ. 7 FI v I REBZAAT VAT Y, F—XE2LEHETIIE, 7—L%
HIBRL. FTLWSATHIERT 2XERH D T3,
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ZE9ZE Replicating with PGD

Postgres Distributed PGD ¥ Postgres Analytics Accelerator PGAA Zfi& LT, Hi—7 —F 77 F v N TSR
BT—=R7ATHAINEERLET, PGD KRy b7 —XOEAAE N v F o ar Ny 7R - %
L. PGAARA 7Y 27 PR ML =Y HADA— L RFTF—XDRTZ ML Z Y I Y2 7T 7 RAA4 T4
TNV RI—ZRELET,

TDaATRL—YaryTld, 22O00BRZZA ML —VBEEERLET,

e XYy b7 4 7PGD I UMKMOLA TV —LBLRBACID AV T 747 VY ARREL T IHHED
BE7 — X HDa— %)L PostgreSQL A F L —3,

o 22— L FJE PGAA ot 27 =V AT b X #1172 Apache Iceberg ®% 7213 Delta Lake D & 5 72 %
FL5FT7x—<y bBHLZBEHANIROGNA 7Y 27 PR L=,

NS EMHABDLED Z LT, MG XNz Postgres £ ¥ X —7 2 4 2% N LIERNR T 72 2B HERL
BB, BHREN T VT I  a VA ML UL SBERAMNMROEVWT —X 1L A JIZT—XES— L LRI
BITTEEd, 2O7—F727F %3 A VR POBVWXEIFEFRI— AT — X2 E—FLTVET,

s MHEIANDAVTSA TV RAHWT — X L EHEIME 4 70— F LT, RN EHRIEL 2035,
LD NEMRES AT L2 MR L T, -RRFIE LT L= A RV PR MY — 2 DB
RoEwvwa— LV FEESTE, Ry MREEDT—XEZMHFH LIV 7 VAL LE Yy 2 R—FDNT
VAZEYDET, -@RMY—EI NS U I a v A ML —YaxtREBEIEE IR, BER
KEOREFENG L a— FE2EELET, - /INESLUCEHNBESRITAZILEGRY) > — %2 HH
LT, iV a—FZ2a— L FX L= BEELLRN S, DRARXRT—H—ELRDDIIE -7
PR VDELT—RERY MREBET,

91 T—JIWNRATZIERT S

D7 —FTIF X 2O0DERIZA MLV RY FEu—HSSD. I UREKEOLLTI—L
A—NVEFBATI 27 AL =Y, ITAF—Txr—<v FPE2EELTVET, 7—&XZ. KD3D0D
BRB3F—TNLEAL TOWTNPICELEL T,

Table type Storage location Behavior

Heap Local disk only Ay VEDEED NS VI arT—T I,
Hybrid Analytics and Local + object storage gtia—k~zy¥rra3nke—-—7"7-771,
Transactional ~Process- PGD i, $RTOLEEZIFIZY 7L E A LTHRHL
ing (HTAP) ES

PGAA Object storage only TR FTNIT A A= T THI AT RE R AR 72

Sra—IL RF—70,
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9.2 fER{LR kL — U8R
M = — XKDV T, T — 2 2HATT 3101 3 DOMARAER NS D %7,

9.21 EET—JIDRE

ZDJETIE. PGD AutoPartition Z{EH L T, KERT—XDI74 7 A 7 V2 HELL XS, e—7
T=TME, RDRR—T 4 ¥ a VEBICEENE T, - Ry bN—TFTao2a>vEaD7—&& 7774
TIHAFED b — 7 %7213 enable_replication AR > TWAHEIEHTAP ¥ LTERD 3, -d—
IWRN=FT12a> =74 ¥ a yPMEREO LS WEZBZX 22, PGDIEZNo6EA 727 PR b
L—JICKEAY—L, PGAA 7—7VICEH L, u—HhLT 4 AZ7HEBEZHAHL T, 77— 22
REVCHERF L £55

9.22 7FUT A4 T ANDER

ZOXV Y Rid. F—TINE2F T PR ML —JHNOAa b — e IR LE S, b —7FF5—
TUEHTAP 77— TNV EBREINE T, 2—F =123, EHEDO LS oY I arr—TILDESICRAE
TH, GhHrav—lEnNy 7750y RTilR AN E 3,

MU avDAL—Ty MCEEEEZ 5 Zm L, 1EEY TR A AOFRBIZRIES % 72912,
PGAA 3 Iceberg Merge-on-ReadMoR ZfFi L $9, ZHUd, 77— 70y 7 2Rk HF XM 5D TIER
L /b7 THIBRZ 7 A v) TEEZGRL, m/PROF —N—~Ay FTTF =X L A 7 ZHEHOIREILR
bE T,

9.23 7FHFITA4 VAANDAT70O—FK

ZDHEEF, HTAP 7—710u— V7 4 AZ#EBE T CIEAAL, £ 79227 X L —Y PGAA
TN —DAERT 1R OARAEEZIRBELE T, =Dl —7av -3V hETsh,
F—INT 7 RAITHEIIPGAA KEEINET, THEA TV 7 PR P =2 R4V T B X512k
b i L?:’_o

PO avEERAARICT X ERITBERHBIGEE. ATz FPA ML =I5 —DLD
Postgres & — 127 — 7V EEITTE £ 9,

AV RHW =R T =R |FRT— 7 FikT—71 - | | ——
—-BRELT =7 EEIbI Nz T4 74 2 VERIERORFPERE» O HEIL I N TV S KEDK
AT —&, |lk—Fe—TF7=IEHTAP K Y F PGAA 2 — LK LU Fr—yay | L7V Fr—2ar|
LAV —ay | LV —ay | LAV —2ay | LAY — a kR R — R 22 A o
72DIIFFY FARA LTS H IS aryF—TA% L F U —1, |k—7|HTAP F 7 u— F jERHY
BT =HhATNT A LOHNBHIBRE FEDT =T NDT =547, |HTAP|PGAA

9.3 X&HT—2EE

PGAA lZ. PGD ¢ BT AL ZICA TV 2 PR MNP DR RTF—RZE T Z 200 EEZYR—FLT
Wk g,

e A&XOJZF 70— R Configuring storage locations ZHER L TRXA X T =R 2T =27 7 4 ¥ ¥ HITMR
TL, ATV P AL —DICEEERLE T,
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« h2OJEEA 70— F Iceberg REST /2 ¥ D X X 5 — & Integrating with Iceberg catalogs 76 7 — &
oL E9,

9.3.1 Getting started

ITRRIENICREEL R b L — o 2RI T 51213, I EDB Postgres THIPGD 7 7 AKX = A 7Y = 7
FANTHEO—E LY Y7 2T 208D 5,

ROt 7 arTld, VIREZE—MNAML—=I 70N, B—%EAL Y T 2D RBERFTHEEE L
WMFEZFHAL 5, ZNS5DOFEIZ, PGD F— XD AN— a v aih 5 A FERTRFHLE N 208015
iEE#RLET,

)= R IN—FLRLTINEDREEZERTLI2ICED, ZI9RAX—ADTXRTD ) — FEELLTF—
ZDEZIAAB LUTHAND OGTE EHEICGERT 2 X511k 5,

o U528 — PGAA B L X PGFS EIBHEAEN 4 ' X F — &7z PGD N—Y a » 6.1 DU,

o X ;L= DI5FR Iceberg % 7213 Delta Lake JER 23 2 1 —H1, S3. GCP. F7:1X Azure X b
L=y,

e AAOT N A Za Y — ARl T 2556, Iceberg REST A X0 7 DAY K- INET,

e MERRFT —&ZR—22—H%—I121Fk. PGD BXUPGAA 7 72> a IZx$ 5 CREATE. ALTER. B
X O EXECUTE FHEDVETT,

0 IR

REGFTE 213 &2 0 7% — b 2ICEBEM T 5TV 3 ERIERICIE. 56587 v FOFHARD B &
VEXALMERBIDETT, KD 77> 27> ayZ2ETLT, HEZHRTEXET, RN LEEEIT
"NULL' 2R %3, - R#EEMO%HE

‘SELECT pgaa.test_storage_location (my_storage_location, true);

e HERU T —VY RADGE

tSELECT pgaa.test_catalog(my_iceberg_catalog, test_writes := FALSE);

FTSTI AL RAUETD

BT — 7 V2B 2H0IC, 2= FF— X DS ZERT 2LENDH D £F, THIPGD 7 7 A X —
ANTHEELTWE 2D, TS DERIECH L% bdr.replicate_ddl_command T v LT, REHZ
N—=THDFTRTD/ — RIBHEIND LI TILERDHD FT,

© Tip

/= RIN—T%FRT AI12W&. SELECT node_group_id FROM bdr.node_group; =fFH L 3, !
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1. PGFS extension Z{HH L TR L =Y DFFAZIER L. / —RKIZL—=TDMRA ML = LTREL
£,

SELECT bdr.replicate_ddl_command (
SELECT pgfs.create_storage_location(
my-storage-location,
protocol://my-bucket-name/path/,
"region": "region—name",

"access_key_id": , "'secret_access_key": "..

)
mh

1. analytics_write_catalog#2 V7 L%, analytics_storage_location #&|H X T3H[IZ,
FUINULL THBREHRDHD 7,

{SELECT bdr.alter_node_group_option(my-pgd-group, analytics_write_catalog, NULL);

1. 7—FINA—FO0HA L —YDBAEHRELET,

SELECT bdr.alter_node_group_option(my-pgd-group, analytics_storage_location, my-
—,storage-location);

1. Integrating with Iceberg catalogs DI ZRERR L F 3

SELECT bdr.replicate_ddl_command (
SELECT pgaa.add_catalog(
my-catalog-name,
iceberg-rest,
"url": "https://my-catalog-rest-endpoint.com",
"token": "MY_AUTH_TOKEN",

=1

)
)H

1. &% T 7 50 s DONTOEZ ARG LTHRELET,

SELECT bdr.replicate_ddl_command (
SELECT bdr.alter_node_group_option(my-pgd-group, analytics_write_catalog, my-
-.catalog-name)

DE

RDRTFw TS

PGD 75 AR—DA ML —IR—F v b EERLEED, X7+ —I VAL RBOEHFIZESWT, 7—
TAUMEDA L —J L YD XS ICHEEH T30 ERETEET,
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s [ERT—JIDEE0— DL —TZA ML =Y 06RHMO LEWEIZESOWTEZ—F v b X
NBTMA ML =D —T 4 > a YEHINCETTZ2Z2I1ICED, YuikvFFr—K734 794
INVEWHETLLE T,

o PHFUFAIANDEHEO— AL NS oHF I arb—FF— N2 2 AR, REDDH
WMHEDEDIZH T AF A —FA ML —T&—F vy MZRBL %9,

c THUFAIAADFTO—RTF VT4 ZRLFY o — b SNBBED T — T AH b —F 5 4
A7 EHAAL £5,

9.3.2 Implementing tiered tables

F&fg 7 — 7 L%, Postgres Distributed PGD AutoPartition ¥ Postgres Analytics Accelerator PGAA # #lA &
DET, BELSNET =X 74 7 A TN EERTHIICED, 22774 FRA ML= 7 —F 77
FrREL T, Bife -7 - TABEMECEBINS b Y AT ARFENAARLTE 7 VY
73aYALL=YPOaMA L —IANDT-ROBITEEHL, AL —YaR Rty sEn
Ry FT—=RIT4T7H A4 7 NVEHBRML 75,

Hot tier: transactional @ Cold tier: analytical

PGD
AutoPartition

January 2026 January 2026

pecemier#fas D

Continuous
replication

December 2025 December 2025

November 2025 November 2025

g g
& o
5 o

nnnnnnnnnnnnnnnnnnnn Data offload:

1: tiered_tables

D7 —%727F ¥ TlE, 7T ViEKRy b2 a— L ROMADT —REIZS — AL AICE 0D, YRR
BIMcBRZL 7 =2ty VEREANDOBE—7 7 AR U b EREBELE T, Bafo T — &Ik, SHEED b
SUY I a VIO EHIZO—hL—T =T 4 2 a VIZERDETH, HFOa—ILRE—FT 4T a v
F. ERINBENEO LEWEZBEZ 22, A7 27 PR ML —=DITBBENICE7r—REINET,

pgaa.convert_to_tiered_table() ZFEUH T I 2Ick b, L — T —TNEANA TV v KX—F 4
Ta UMEICERENE T,

e Ry FBRIEDT—&IF, u—le—T =T 4 ary, FREVITVITr—2a yREMCKE-T
WBBEREANA TV Y FOMBIR N7 0¥ 7 a VA HTAP 57— 7 LI D £ 3, HTAP O
&+ PGAA I3 Iceberg Merge-on-ReadMoR Z{HH LT, B&®D (HIFRZ » A L) & L TEFHLHIFRZ
¥y 7 F Y LET, ZUTKD, KEERT—2 70y JOEEMI DI — =~y FRLT, 77
v REORASHER XN E T,

o J—JLRE X—F 4 >3 v analytics_offload_period TEZR I N/-FHEEM L 2 WEEBZ 2
. TRV A 27DPGAA T — 7 NWVICHEIICE SN E T, a—A LR L=V FHEAHEAE
TH, T—XBFEILCT—INA VE—T 24 2N L TERNICIBATRER T TT,
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7Ot XDHE
=77 =T NEEE T — TV ER T 51213, ROFIEZETLET,
1. Getting started (REGE T3 A 20 7 — L 2AOWT N0 ZEIRL £7,

2. pgaa.convert_to_tiered_table() 77 v 2 aryEHHLTE—FF—TILOMEET—TILAD

3. BEtT—JIoEZ42U>T HEF 7u— F,
4. AL —Y=— XL U T BEB{ET— T IILDOEE ¥ Ei(b 3% E,

E—FT—TIOEET—TILADEiR

pgaa.convert_to_tiered_table() 7 7 ¥ 27 ¥ avii,. HEIA 7 —F ot X EHHBL T,
enable_replication 7% true DFE. ML TV Fr—2 a b DDIIT 7T 4 THE =T 4> av

% HTAP 7— 7 VI L £,

CALL pgaa.convert_to_tiered_table(
relation := my-transactional-table::regclass,
range_partition_column := date,

partition_increment := 1 month,
analytics_offload_period := 1 year,
initial_lower_bound := 2010-01-01,
retention_period := 5 years,
enable_replication := true,
minimum_advance_partitions := 2,
maximum_advance_partitions := 5,
drop_after_retention_period := true,

purge_analytics_target := true

ZZT

e relation fEfE{LT — I NICEHLT 3 v — 77— 7LD 4T,

* range_partition_column L > ¥ 8—F 4 & a YLICHH X 3%, DATE %7213 TIMESTAMP T&
D, EX—ICEENI2DEDRDHD FT,

e partition_increment Z %—7 4 ¥ 3 YDV A4 XEEHET 2 R,

e analytics_offload_period S—7 4 > a > B —HNLA L —=I056T—XL A 7Da—LKE
WHEE X 2 EE I O L 2 WE,

+ initial_lower_bound \&#ID S—7F 4 > 2 ¥ O NROBHLAE,
o retention_period F— &M — )L FJ@H 50— X3 AR,

e enable_replicationtrue DHFE. 77T 4 TN —T4>avDATI=2T7 PAFL—IADY
TIVRA DL TV —2ay B HTAP 7—7 02 LTEMCLE T, false DS, Ky boS—TF 4
Yaviie—77 =7 LTHR T,
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minimum_advance_partitions #5352 FERD =T 14 > 3 Y ORI,
maximum_advance_partitions #EEFS 2RO —F 4 > a Y OERKE,

drop_after_retention_period fREFAM O BMAR S IN /=52, =T 4> a ¥y Er—H VIR
0y T ENE DD,

purge_analytics_target true DIFE., A7V 27 MRV 7 T4 LI VU EREFHAZRITZV RN
WCHEFED T — 7 HIBRENE T, false KIREINTED, BHFOT— I ABREIN-5E, 2
<Y FEZS—TCERBRLEITPGD 63 LETYHR—FPEINTWVWET,

0 IR
Ly —T 4 va IR EINZHNE. EF—THINENRDD T,

O Y AE RN RN RS T —TINME, BET— A TR R IR TVWERTA, BEET—
TNMZEET BRI, O —F Y RFERIFIay A LA Y2HIBRTA2RERD D 5,

Ara 7Y —bReMAEOETHEHT 256, BELT —7 1 $XTD—F 1> a > UNION %
FITT2Hh XN EY 2 —%1ER L £, bdr.prefer_analytics_engine /$7 X — X —%HINZ

LT,

BEELT— 7V 2kD 2 ) —% PGAA T2 Seafowl % 721% Spark 12V —F 4 Y 7 TE X7,

SET bdr.prefer_analytics_engine = TRUE;

enable_replication 23 true DEHE. DR EIF N —T 4 > 3 Y HEIT— T ILL2IKD DirectScan % HFNZ
LET, X3, A 70— FENa— L FF—Xe LV Fr— 2 EN2Ry b TF—XDMAFDE 2 —
PHRET 2720, Mo V3T —RDERIRTA T A TN T BEITTEE T,

ELT—TINDE=ZSUVYT

pgaa.list_tiered_tables() 7 7 > 27> a vk, BHEHIbLEIN-F4 794 ZAEEMTHORLTWS
TRTODT—TNDELNIVOMEZIRMEL 3, 2ohiE, o —77—7hELT — 71
EFCEBIN=0, EOR—=T 4 avbuedy 7BREAZIATWS D, BXUR—ALA L= F
7Y PAML=VHOBEDNT v AL X IR T — 29 4 XZRET 2 DIHRILH £ T,

SELECT * FROM pgaa.list_tiered_tables();

bdr.analytics_table ¥ 2 — %8 L T, Postgres A F —< L RT3 O U HDEL RLD< v
VY I RRRLET, TOT—7MF, 8=/ = RIL—=TL VE— I ghE ="y b OBGRZ BN
LT,

SELECT * FROM bdr.analytics_table;

ROZZVEMEHLT, Ay b—F 4 >arvea—)L =T 4>ary2XBIL%E T,

SELECT

relname AS partition_name,

amname AS access_method

(RDR—J12HKE )
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(ATDR=I D 5 D X)
FROM pg_class c
JOIN pg_am am ON c.relam = am.oid
WHERE relname LIKE my-transactional-table%
AND c.relkind = r
ORDER BY relname;

PEELT— I DEE L &ML

PGD ¥ PGAA a2~ Y REMHAELETHHLT, A 79 A AR —REHELED, EED—F 4
JavTI—INIRTIENTEET,

A7 1 IIREDRHE

bdr.autopartition() 7 7 27 ¥ a Y 2 E T T 2BFORE T — 7 VD —F 1 v avfbe A 7u—Fady
JREHTELT,

ZHFE, A7 —FLEWHEZEMEIIIRT 2 0ENH 25 BICRIICHILLE T, L 21X,
analytics_offload_period # 1 2H25 3 PHICEHE T 2I12E,. ROa~v Y FEEITLET,

SELECT bdr.replicate_ddl_command (
SELECT bdr.autopartition(
relation := public.my-transactional-table,
partition_increment := 1 month,
partition_initial_lowerbound := 2020-01-01,
analytics_offload_period := 3 months

mh

SEHIX.  AutoPartition in PGD Z2ZHH L TL & W,

A

INOHDFEDEHEI, LWV R—T 4> aVICDOAFEL, BIFO T — X IERI SN EEA, S—
TA4TaYH A REEPLTH, PATLIEBEODNE R AA—T 4 2arvE~v—YLEHA, BED
v FBFECEREINBZ . KD KRELRAA—T 4> a VOERDBBENE T, FILnwtrra— K& A
VIR TON=T 4 ¥ a NGHEAIhE T, URTOKE TERI N -HEMEIEE I 8
Ao M

g

=)
=

LIV — 3 A T7—2ADEE

enable_replication DIREDREEZZEE T IHEIX. N—T4>arDL IV r—ayAT—XA%
HEHTZNERH D T,

B o — 7 i x L T pgaa.enable_analytics_replication() X & & pgaa.
disable_analytics_replication() 77 > 27> a V2HHL T, BEESEO—BU2HEL 5,

46 % 9 E Replicating with PGD



https://www.enterprisedb.com/docs/pgd/latest/reference/tables-views-functions/autopartition/#bdrautopartition
https://www.enterprisedb.com/docs/pgd/latest/autopartition/

Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.7.0

CALL pgaa.enable_analytics_replication(my-transactional-table::regclass);

Bl7 — 70 LT ALTER TABLE Zfffl3 2 & FRD ¢—7F 1 2 3 > D enable_replication OfED
ADBRESNE T, MEFOF =T 4 ayiZ#llo TEHSh A, BFOITRTD =T 4>a>T
ALTER TABLE a2~ Y REZFEFTHEITL T, 7—X2RO0—EML2RAET 20ESDH D £75,

fEET—FILDEML
BEHEDR—F 4 arb—FF—INICETICIE

1. enable_replication 57 277 4 7 TH oG, BT —I1DL TV r—>av2EILELET,

‘ CALL pgaa.disable_analytics_replication(my-transactional-table::regclass);

. 23—V R—F 42 ar®ETLET, a— L EF—F 4 arlell. REFETLET,

{pgaa .restore_from_analytics(partition_name);

F 7213 ALTER TABLE partition_name SET ACCESS METHOD heap; ZfffH L %3,

. Bir—InhoEEr—To0 75 7Z2HIBRL 7,

{ALTER TABLE my-transactional-table SET (pgaa.tiered_table = false);

1. AutoPartition ZIEIELETA T aF i, T—ITADBHLVS—T 4 > a VEFERIMER LWL S
T BI2E. Roa~xy FE2EITLETS,

{bdr .drop_autopartition(my-transactional-table);

1. 5 —7 L% SELECT * FROM pgaa.list_tiered_tables() ZfHL CHEET—7 12 LTV R X
NTVRNWZ 2R L ET,

2. IRTDNR=T 4> avyDB7 7R 5EE L Theap Z VAR LTWS Z L BHERL LT,

SELECT
c.relname AS partition_name,
a.amname AS access_method
FROM pg_class c
JOIN pg_am a ON c.relam = a.oid
WHERE c.relname LIKE my-transactional-table%
AND c.relkind = r;

9.3.3 Replicating to analytics

Postgres DistributedPGD 27 5 2 %X —NT Postgres 7+ 1V 7 4 7 A7 7+t 5L —X—PGAA ZffH LT, »—
IV =TT =TNENA TV ROMBLI N T H T2 a VI HTAP 7 — 7 VICE# T 5 Z 2 ic &
D, T —& L4 27 AL 3,

Z DIRBETIZ, FTXTOD INSERT. UPDATE. B XU DELETE AL —Y a U3¥x ¥ FF vy XN, FFV 7
NEALLTETI 27 P APL—DRAMNY =3IV 7ENFET, 7— N7 V5 —2 a3 v OEHED +
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SIS a VIV REA VN THOBITETH, PGDIINY 2759y RCEEEEOSHL SV A%
ML, HA S A — Y RICHEEB LR BEZAZ e BIY— L 2TV LYy I TF—&%2T SIHIAHT
X5LK951ICLET,

D7t ADERFFITRDOEBHTT,

o ZTF7VTIEA LD ANy FEIL a2 22312, T—X VLA ZOBRFDO LS o7 ars—
RIT7EALET,

e FaATIARTF—FDTIOEIEUTFA LSS a v HOU—ALOEHEER ML — Y R L
s, REOGWHIZZVHAD S I L FN—Ya v ERIEL T,

o MABIBIEUED SQL B L N PGAARER N LT, T—ZDIFA4 7H A 2N LTV r— a VikE
EEEHLET,

o I—TF 1) — KM% PGAA 1Z. Iceberg Merge-on-ReadMoR ZFHH L TTF— 2 ZFIL £3, 17
DEBINDITRCKRER T 7 ANZEZHZ 20D IC, BICHIFRZ 7 A VICEEZGSFRLE T,
ZAUCED, LAV = a v oE#EsHR SN A7 27 R P L — Y DARDRIEIZHIEE
nx 7,

70t 20HE

T =7 NVOMIL T r— a YERAYNTT 2I12E. ROFIEEZFITLET,
1. Getting started IREFSGFTE T IE A X0 7 — B 2DWThh 2 ERL £ 7,
2. LTV T—=2a 0L 7T - A M) — L2 LE T,
3. BZAVVIL TS —=23 Y AT —RRAEANILZ,
4. LTV —2 3 > OEME RABETZ o 72358,

LU= 3 >nEaMt

pgaa.enable_analytics_replication() 77> 7> a Y%A LT, BIFO—77— IV %2/ L
T, T—REFATI27 VA ML=V AMNI =3IV I LET, 77¥ 7> avid, =7 T7—7L%5%
M HTAP 7 — 7 WVICERH L, @BV 7V =y a v v —h—%2EH L £5,

CALL pgaa.enable_analytics_replication(my_table::regclass, purge_analytics_target :=.
—TRUE) ;

L7V =2 a UYHEBEINIENC. X—7 v PO H2HFEOT -2 %2 -V 35 K51
purge_analytics_target:= TRUE Zi%&E L 3 PGD 6.3 LIEDBHETT,

FHE. TINF TV P TCL V- a VIREREETIDEZ T,

ALTER TABLE my_table SET (pgd.replicate_to_analytics = TRUE);

bdr.prefer_analytics_engine /ST X — X —Z2FII LT, 7TV % PGAA T YV Seafowl F 721
Spark ICV—TF 4 Y7 TEE T,
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SET bdr.prefer_analytics_engine = TRUE;

BT DL, 72U —FEHED Postgres T2 P Ik o Tr -k —F I L TEITINT T,

E-RVIL TV Tr—ay

LAV —a B ENCKRIE, T—IABa—A NV L —a YR EGHARTF—XDOMFICE
IREND I ZMERTHZEIZED, HTAP R T — X A2 MERTEE T,

O—ANT—=TNeghE—"y MOy B 72RRLET,

‘SELECT * FROM bdr.analytics_table;

BEPGAA IZ K o TEHINTVWETRTOT—ILZ YA MLET,

{SELECT * FROM pgaa.list_analytics_tables();

L7VTr—2 3> nEmtE

LAV —arBENCTIE., YV —H—ICX23EFOF v T F v ELEEINET, v—hLr7—
TVIMEED L — ST —TNRERED, A7V 27 AL —YDYE—+ab—37—XDBHNRF v S
Tav MIRDHET,

pgaa.disable_analytics_replication() 7 7 7 ¥ a &ML CREZELEL £5,

‘ CALL pgaa.disable_analytics_replication(my_table::regclass);

F7-1%. ALTER TABLE Z{#HH L %3,

{ALTER TABLE my_table SET (pgd.replicate_to_analytics = FALSE);

‘SET bdr.prefer_analytics_engine= FALSE;

0 IR

VRN I o727 — AN TL AV r— a YEBEANCT A2, SATLEEERVn— FiEE
TLET, 2o7utRiF, #7922 PR FL—YHNOBHED D7 — X ZRRANCHIFR L. BRED
O— ALt —FF—XE2RAEMNCHET v Fu— F L., #HENFRBZEBLEST, !

9.3.4 Offloading to analytics

NA TV RN BEIE T V7> a VU HTAP 7 — 7 Ui&, Postgres 7+ V7T 4 VA7 72 I L —
& — PGAA %l L T. Postgres DistributedPGD 27 7 A X — 4 7Y =7 b A ML =Y DoHa v —%kik
BANCEEAL, MADTRA ML =Y 2BMIC LT, P U F I a v 73— RIHELE525C
e, REDGHZAEMILET e -l - 7—&X1L A7,
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HTAP 57— 71 DHHADLF 70— Rix, u—hrb—7ab—%24RL. ¥4 A 27HEB>EAAT 37~
DIFHAXINFHONRRIETT, 7— I Z2F 70 —FT382, YATLEIRDOZBITVWET,

e O—HILb—FF—TNRYHET, PGD / — FDF 4 X Z7HEEZ T IR L 75,
¢ F—RLAIZANDYTZNARA AL TNV r— a3 vEEIFLET,

o T—T7N7 7k RFF1EE PGAA ICEH L, Postgres 7 — 7 IVEREA TV 27 b A ML — Y HNDOBET
DTF—RZEHERA P LET,

Z DFER. Postgres Z/ L CRRICRRAIEEREETIN, A=AV RA ML=V ZHEBELLRVIA—IL T —
TNADPEREINET, FERICHUY N o H 7Y a Y EZAADRERGEZ. 7T—7AEETLL. 77—
RV AP —ALb—FICAP)—IV I LTRTIENTEET,

70t€ 2DHE
F—TINETFT—RLA ZIZHRINCA 70— F 32312k ROFIEZETLET,
1. Getting started RSB E 2 Z A Z 0 7 H — L 2ADWTALZ RN £,
2. T=7IAT70O-F,
3. b VWY a vy T PR ANEEMBERGEEZ. THUT4VZAh5DETL-TITELET,

T—=7IOFT70—-F

pgaa.convert_to_analytics() 7 7 7 ¥ a Y2 LT, RN/ HTAP 7 — 7% a—)L KD
MT—TNCEBL, a—=INT 4 R T7T—XZHIRL £7,

CALL pgaa.convert_to_analytics(my-table::regclass);

Trrryaridu—hLr—XEHBRL, T— 7LD 7 7t 2 J5E% PGAA ICHEF L T, JMIBD Iceberg
F/2ik Delta 7 7 A LDAEIFTEIHICLET,

¥ 7213, ALTER TABLE a2~ Y R T7 7t A/ EZYIDE X £ 9, pgaa.auto_truncate 7> a v 2 #iH
LT, B—=HL7 4 RAZHEEHNT CWFREINZ X5ICLET,

RIFGFT DY &

ALTER TABLE public.my_table
SET ACCESS METHOD pgaa,
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = my-storage-location,
pgaa.path = public.my_table

);

HraEMT — 7LD E
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ALTER TABLE public.my_catalog_managed_table
SET ACCESS METHOD pgaa,
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,

pgaa.catalog_table = my_remote_table_name

TFIT1 VAN S5DET

NI UH I a vEERAAERBMTAN, TXER—ANLOEMREN VI a Y A ML=V ITRET
DD H 535813, pgaa.restore_from_analytics() 77 v 7> aryEHEHLET,

CALL pgaa.restore_from_analytics(public.transactional_table);

777 ¥alid. PGAA 7— 7 NVOMREMHE L., 7Y =7 M X+ L—I NI Iceberg/Delta 22
PREL, 7—XET7—7L0R—H LA L—IEICEERZIE T, T—XPu—HIVEET D L.
Ty aliFdT—INDT7 I RAFERA—INL T IS a vy FRL Y MCEERELE T,

ALTER TABLE a2~ Y REHHL T, 7— M ETFT—XL A Z7Da— L RRERST—HL TV F I
V=TI NRELTE I TEET, TOFHHEZ, B—FILRA L —I\OBTE ZDMlD
SHIEL %5,

ALTER TABLE public.my_table
SET ACCESS METHOD heap;

A

g

==
=

T—=TINeb =77 RAFHEETLLTH, AT PR ML =I5 7 7 4 MIHIFRESHEEA,

FTI L PR ML =T TFANA B=% N LT T — X %ZFE)THIFRS 22>, Pylceberg D & 572 — L
ZERALTCAZa 720 7= ZHIBRLE S, !
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7 7 4L b TlE. Postgres Analytics AcceleratorPGAA 1%, fHAAAZHI T > P > T % Seafowl Z i L
Tr7x ) &b L E 3, 72720, H—D Postgres { Y ARV ZADY Y — R %H{EZ 5 KL T — X JLH
DA, Spark Connect %41 L CY £ — b D Apache Spark 7 7 A X —IZETE 4+ 70— FTE T,

Spark Connect &, Spark K7 A4 N—=087 7V r—> a v %&5HE$ % Apache Spark D> > 7 54 7 > b
P—N=TFB bV TT, EHETV v I UTHEEL. Postgres 17 ZVHER% U E— b D57HL Spark 27 5
AR —IEETEE T, &), T—XR—ZALFE L~ T Spark #FEITT 2B L, AR
AR —DFREFTRERENZEHTE X5,

10.1 TJEF*a2—2—I 20 VDER

pgaa.executor_engine /87 X — X —1X, W7 =) OEHENPRET 2 HMERELE T, 77 4
U+ Seafowl TP Y 2R THEIT 256, 7HFITIE220ERLT T arrydbh 57,

10.2 PRARTA T3>
Spark Z{EH T 2121E, XD 2 DOHFEDOWT IO TEREZHKMTEXT,

o *% Distributed Spark execution :** fE4E®D Apache Spark 7 7 A X — %2 LT, 778 CPU a2 7 % filif{
LTREIR 7T =&ty PRIL 5, Zhud, REER T — 2B KRR X V7 F v AR R
7 DR Y 7u—F T,

o #*% GPU-accelerated Spark with NVIDIA RAPIDS :** Apache Spark @ NVIDIA RAPIDS 77t 7 L —
REMAELET, 2OFTF>avid, 72V DRITE2GPUIRFZu—FL, aryta—7 17§
R A& L Rt ORI e A > 7 7 A M7 7 F ¥ 2R P2 KIEICHIRL 5

Feature Seafowl Spark  Connect Spark + RAPIDS (GPU)
(CPU)
Architecture Process alongside Remote Spark clus- Remote Spark with NVIDIA GPUs.
Postgres. ter.
Best for Small/medium Petabyte-scale, Massive joins & aggregations.
datasets. complex ETL.
Scalability Single host limits. Horizontal (Multi- Horizontal + GPU Acceleration.
node).
Complexity Zero-config. Requires Sparkend-  Requires GPU-enabled nodes.
point.

RDR— I NVZHE L
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F1-—FOR=—Ih5DFX

Feature Seafowl Spark  Connect Spark + RAPIDS (GPU)
(CPU)
Cost efficiency Best for datasets < 1 Best for datasets be-  Best for datasets 3 TB or higher.
TB. tween 1 TB and 3
TB.

Seafowl (3> > 7V ) — RDA7 4 —< Y ZHICEERELZ N TOE TH, KROLEIE Spark X— 2D
IEF2—R—ADYDEZEBREFTLET,

o XEVUHIH 7 =1 —73 pgaa.autostart_seafowl_max_memory_mb HlRZ B2 TWE T,

e XVTFYVRANZB W Iceberg 7 — TN TRHER AV R a v ERIIB Z-F—X—-V 2 TREDY
V=R REWZHHT 2#EZEITLTVE T,

o IR AT — I SRR —DHEa Y a—T 4 V72 REBEL T35 —&ty F2KOHKEE
EIH RN T2 ERH D £3,

10.2.1 Distributed Spark execution

Postgres Analytics AcceleratorPGAA % Apache Spark & #i55 LT, Postgres /L F T 751 bDTFT =Xty
FDCPU R MV Ay 7% nRT 2&EMERET T v b 7 4 — HIZEBL T,

PGAA /" L TZ TV EfT% Apache Spark I+ 70— R332, 7—F77F xDARPTRESN
s

s BRNBNY RATFIT O Y ZHPRINCEERY 2 Z 212 & D 2R RHEZ R L 9. PGAA
WERIZ, SQL 7 ) —% %y 7 —I{L LT, Spark Connect T RKRA ¥ ML —TFT 4 Y7 LET,

s FEMIEY —2 10— F% Spark 7 AR —ICHENT A ZLICED. da v a—T 1 Y RENRTE
LT, B—DF—ZR—ZAA[ YRR VAZR I A2y ZIZLTLES KFERTF— &2ty - 2L
LE9,

s COA YTV IRFEHA V7 v 7 ZERRENIZRA ¥ T F V A B BT — 7 DT + —
R YARRER L, BEA —N—Ay R KIEICHIRL 3

0 R
HATE. Apache Spark & D#fiHIE. LLFZHR—PLTVWET, -S3HEA T 27 P A ML=V FERIZ

HAH POSIX 7 7 A LS AT LD Parquet 7 7 A VDFABD EFH 272V, -Iceberg REST &1 27D
Iceberg 7 — 7NV Dig A D HH 7 1) — OAuth?2 FRiEIX VK — XN TV EHA,

Spark Z [ L7z PGAA OMIE. ROFIHTHBR SN T,
1. Spark BIR DB
2. Postgres %& Spark |Z1&#:t9 %

3. V=T -2 DIEM
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4. BRI T DRIT

5. 9TVTSDRE

Spark IRIEDHER
3. 4 DI R FITLTCWS Spark 7 9 AR —A4 YA M= BRI L34 VA P—LTEZT,
RDOBAFRERTHERK L 725179 @ Spark Connect $r— N—230ETF,

org.apache.spark:spark-connect_2.12:3.5.6,\
io.delta:delta-spark_2.12:3.3.1,\
org.apache.iceberg:iceberg-spark-runtime-3.5_2.12:1.9.2,\
org.apache.iceberg:iceberg-aws-bundle:1.9.2,\
org.apache.hadoop:hadoop-aws:3.3.4

0 EE

Iceberg Spark 7 4 77 1) —N— 3 > 1.9.2121&, Spark Zffif] L T Iceberg 7 — 70> i A2 56
WEEHIORED D D £, FHEDSREM T TR, RRSATHICEMHAIRD A 3 v XN 2560H D 53,
WEDMEERIX, spark-defaults.conf 7 7 A /LT Spark 7 7'V - —3 a Y ELE spark.sql.iceberg.executor-
cache.enabled Z#EMIZT 5 Z & TT,

COF vy aBfENNCTEE. TRTOHIBBBIELUHEEINSE 20, F—XO—BWBFIFEhET
B, REROHAWMD V=0 —RFDGHE, X7+ -~V RAHELE5EZ 2F0ELH D £7,

1. EIT Y Y RBIE L., Postgres £ v & 3 > T Spark Connect URL Z#E& L 3,

SET pgaa.executor_engine = spark_connect;
SET pgaa.spark_connect_url = sc://spark-connect:15002;

spark-connect |&. Spark Connect H—E A7 KL A ZHL 7,

1. PGAAA VR —T 2 A ZAZN L THMABEN—Ya v F v 7 2ETTEI2I108D., EREZRMAFL
9,

SELECT pgaa.spark_sql (SELECT version());

I L7256, a~ > Fid Spark 7 9 A X —D A= a U XFHRMERE T,

V=T — 2D

PGAA X, 77— RDRIFHATE LTS3 HMZA ML —IBXR =L T 7 A LS AT L7026 D Parquet 7 7
ANDFEAID . F7213 Iceberg REST 7 X1 7D Iceberg 7 — 7 N DF A D 2 R—F L TWE T,
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https://spark.apache.org/docs/3.5.7/api/python/getting_started/quickstart_connect.html
https://iceberg.apache.org/docs/latest/spark-configuration/
https://iceberg.apache.org/docs/latest/spark-configuration/
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F7Fa>1Parquet 7 71 ILHDSDFEAED

1. Postgres 7 — X RN—RIZ, DT —XBEFEN2 T v b 25T PGES storage location Z1ER L %3,
Bl, TV w I NTy bOGE

SELECT pgfs.create_storage_location(
my-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
E"skip_signature": "true", "region": "us—east—l"!

J;

1. PGAA 7 7 2 A/ EZRMRA L CTT — 7 V2 ER L £ 3, BIOFIETIER L RS, H—0O Parquet
7 7 A VK TAIERD Parquet 7 7 A L EZELT 4 L7 P UADNRR BT +—~ v MNRIE Parquet
EIEELE T, fi

p

CREATE TABLE customer () USING PGAA WITH (pgaa.storage_location = my-sample-data,.
—pgaa.path = tpch_sf 1/customer, pgaa.format = parquet);

CREATE TABLE orders () USING PGAA WITH (pgaa.storage_location = my-sample-data, pgaa.
—path = tpch_sf 1/orders, pgaa.format = parquet);

CREATE TABLE lineitem () USING PGAA WITH (pgaa.storage_location = my-sample-data,.
—pgaa.path = tpch_sf 1/lineitem, pgaa.format = parquet);

CREATE TABLE nation () USING PGAA WITH (pgaa.storage_location = my-sample-data, pgaa.
—path = tpch_sf 1/nation, pgaa.format = parquet);

BED Parquet 7 7 A VEELT 4 L7 FUERIEET S 2. PCGAA X TARTD T 7 A VENHD 72 DI H
—DT—7VICHBEE L E T,

723> 2lceberg T—TILH 5 DEFRAED

1. A &nZEbe L x5, Bl

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,
"url": "https://iceberg.example.com/api/v1",
"warehouse": "alb2c3d4-e5f6-g7h8",

"token": "secret_token_abcl23"

1

DE

1. BB za7EM T — IV EERLE T, £k Axa 234 R R—-bLET,

CREATE TABLE customer () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—.iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = customer);
CREATE TABLE orders () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—,iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = orders);

CREATE TABLE lineitem () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
(RDR—J1THi )
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https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/functions/#creating-a-storage-location
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(ATDR=I D 5 D X)
—.iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = lineitem);
CREATE TABLE nation () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_

—,iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = nation);

Iceberg H & T Z2FH L TT =T AANDT 7L R 2T 2 FHIEDEHNTDOWTIZ, Integrating with Iceberg
catalogs ZZR LTI W,

AR T DRIT

ZOFIDr =) —iF, FEDOWEHIMNICHREDOPRE ZER L ZBEEERET S Z2I1I2& D, by 720 [Nk
LR—bMEERLET, ZH%E Spark I+ 70— RK$2Z 212k D, PGAA IIBHER ST 255 & M4
fbL, BETS > a X 2FHALTEH IV PR ML=V 05D T — Rk R/NRICHZ 3,

SELECT
c_custkey,
c_name,
SUM(1_extendedprice * (1 - 1l_discount)) AS revenue,
c_acctbal,
n_name,
c_address,
c_phone,
c_comment
FROM
customer,
orders,
lineitem,
nation
WHERE
c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND o_orderdate >= 1993-10-01
AND o_orderdate < 1994-01-01
AND 1_returnflag = R
AND c_nationkey = n_nationkey
GROUP BY
c_custkey,
c_name,
c_acctbal,
c_phone,
n_name,
c_address,
c_comment
ORDER BY
revenue DESC,
c_custkey
(RDR=D12Hi <)
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(HIDR=TI D 5 DfEX)
LIMIT 20;

JITVTSDRE

Spark AN/ > TWR WIS, PGAA 130 — AT FIALFATD72DIZF 7 4 )L b D Seafowl T2 P
YEMHALE S, EXPLAIN ZZX 7 — X Y FORNSEMLUT, a—ALVD> ¥ 7N/ — FETH S Spark
Connect Z/T L7z V E— + DGR E T ANDOBRITE R L £3,

IN6D2007 )TV RHET 2, v—ALD> >IN — RFE[TH 5 Spark Connect 2/ L7z
U E— F OHHIIEE FANDBI TR R INE T,

o FEGHEE Seafowl 13, T—AR—RIfTRY =TV ¥ v VLT 2 Z e 2035 (2R P L—
7| 778 —7 Cross Join+Filter ZffifH L £ 3, Spark | Z41% BroadcastHashJoin iZ7 v 7
ZL—FRLET, TITE DEBRT—TADPITRTOYV—h—/ — FITEEEINT, KERT 772
b= HINE L E 5,

 EFOYYY YU NI —FY =T T VY %)L aggregate DI D IZ, Spark & 2 AT —3
HashAggregate ZfHFH L E3, 2, 4DV —H—/— FTpartial_sum 258 L. Exchange
x v INEERITUTHREZME L. KRBT —2DRV Y VY EAVRTr—o ) 74 ZHEL £5,

s T—ART Ut R Seafowl I&. HHAIEERTNTD T —XIH L THEHED TableScan ZEITL 7,
Spark {%. Iceberg REST # X0 7%/ LTRX X T —X%i8i#k3 % BatchScan ZfFH L £3, Z4uUd.
Iceberg ¥ =7 = A b7 7 A V& GARD . S3 2 HHIG XN A ENCWMBFRLR T —& 7 v 7 2 7EaIC
Axv TLET,

Spark 77 ViE, KB T =Xty DY T AR—RIRTKFICR T =V V7T 5 X 5 CEGH Szl
ENFETN—T) ¥ N TF, W, Seafowl 77 E, Ay NY—T LA TV — 7T RAR—FHED
F ==~y FHRFEEONERE % LA 2 551, MR T — 2ty PHICRELX W mRO e —7
FARXEINTNL—TY Y NTT,

10.2.2 GPU-accelerated Spark with NVIDIA RAPIDS

NVIDIA RAPIDS % Spark {Z#%45 L 7z Postgres Analytics AcceleratorPGAA BRI & i LT, 7—X LA 7
NIADN=RT 7L RVDT7 727 —>a v eREALES, Spark 37 7 AX—2KD Y —2
O—RZ2A =72 L —a Y LETH, RAPIDS 3ZEFRILFHE X X2 %2 GPUICA 7u— F L, KE
RT7—X%Yy b OEML 7 T DKIELANV—T"y b EEEAEL 5,

2D GPU @t 7ma—FI12 K D, PGAA 3. RO a 7HREZ /M L TIFHED TR 2 BT 2 £ 7,

o KAEFIRAT AT % D NVIDIA GPU 2 7 AR T — & 2 [FRFICBE L, EHED Postgres 7— 7L K D
K 100 fEORETHEMR 7 TV 25 T LE T,

e N—=RUTT7T70EIL—2aVICLBRT—1) 2T Spark X 100GB TT 4 A MY La—Yarik
B LETH, RAPIDSIZ3TBUETT 54U RT3 —< VAR IAN— D, T— XD
WIHELTA— R 2 78R OF v v TR L T,

s FOA—N—AYRNT =TIV ZAXTBYVHNOIF— R B EHRIEL, FEIDOA > F v 7 ZERL
W& 2 — L, FR3EROT —EXR—AF 2 —=V TR LT =T 53— VAL FT,
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PostgreSQL Spark cluster

Spark Connect

[
(

‘ Spark executors

\

PeAR

Object storage

c ATV IR T A—INY I 2—F =D AR LT, R—= PR TWRWVEEEZL Spark CPU
% 7213 Postgres 71— VICHEIINCS 7 PLTRERT Z2WIED. 72V DR T ZIRFEL £3,

0 IR

BIfE, Apache Spark IC& % GPU 77+t 5L —> a g, S3HMA TV 27 A ML —Y %3 HE
POSIX 7 7 A W AT LD Parquet 7 7 A VDFAIRD EH 7 =V —FICHREL XN TOWE S, Iceberg
FARD /FEZAALDTR— DR BIGLES, !

NVIDIA RAPIDS ZfEA L7 GPU 77t 35 L —> 3 > DIEK

a7 7 —%727F ¥ &, PGAA YLEERMERE % I/ X 7= Postgres B — Y —, NVIDIA RAPIDS THERK X 417z Apache
Spark 7 7 A& —, B XU Parquet ERD T — X2 ECHBEMEDH 24TV 27 P A ML —I THREINAT
WE9,

COBREGEEFEETZIE BIEDOA V77 AN 2F vy 2IEHT 20, FEIA VR =L E2FEITT 5D,

ready-to-run Docker Compose stack ZffifH L TRHELZTRTODA Y R—32 ¥ b2 TR EMTEE S, Z
DAXRw 712i&, NVIDIABrev 75 v + 7  — A ICEEL X W - HRiR S =-flpEaEhtsh, 7
7Y RIZENT7H—ERD GPU A4 Y AR AEEHICEMTE T, HifEDH % GPU it Xz
4. NVIDIA RAPIDS ZHEHICAN—F Y 2772785 L —a vy RRIELE T, 2R 0gGE. v X
7 MTEBINC CPU R—ZADIIZ 7 + — Ny 7 L E T,

NVIDIA RAPIDS Z{#if L7z PGAA OREiZ. ROFIETHERINET,
1. BifeEtt #HER L £3,

2. NVIDIA RAPIDS DEME 23 Spark 27 7 A X —NTHEYNZA Y A b —NEN, 77T 14T THdI L
ZHERLE 9,

3. Postgres %& Spark |Z3&Ht9 3 o
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4. ‘/—Z;—Qw*ﬁﬁi o

5. 9 ITUDEIT L, V—20—FRGPU 7751 —aVZRIHLTWEZ L 2HERELE T,

* Postgres PGAA 3 K& Uf PGFS #LIRIRAEDS A ' A b — L& iz N—T 3 > 16 DI,

o AL =B, S3EMA ML =0 —AIL T 7 A NI AT LDADBT — XREGFi e LT
PR—PFEINTVET,

» Apache Spark N\— 3 > 3.4 DI,

* Spark Connect X DIKFZEBIRTHERK E 172 FEAITH D Spark Connect H—r3—,

org.apache.spark:spark-connect_2.12:3.5.6,\
io.delta:delta-spark_2.12:3.3.1,\
org.apache.iceberg:iceberg-spark-runtime-3.5_2.12:1.9.2,\
org.apache.iceberg:iceberg-aws-bundle:1.9.2,\
org.apache.hadoop:hadoop-aws:3.3.4

* NVIDIA RAPIDS N— = > 2025.10 DUFE2S Spark 7 7 A X —124 Y A b= LI LTVWET, il
&, NVIDIA RAPIDS DEML 2SR L TS W,

e N\—F7 17 NVIDIA GPU Z#&#H LIz~ D7 7t R,

NVIDIA RAPIDS D&%t

GPU 77+t J L —>a »aRHT %I2i&. Apache Spark 27 7 A % —NIZ NVIDIA RAPIDS #1EL < 4 ¥
A=V LTT 7T 4 7T 2RENDHD £F, RDMEHA P74 o T, N—Fv=T777+k7
L—>aryEYR—132 X512 Spark BRIEZ R L 35

1. RAPIDS JAR DA77 > O— K Spark BRIEA LI

RAPIDS JAR files #4 U YO—RIB3 e 2HRBLET, Pad%x2RATR ST TIoN—-S3Yy

com.rapids-4-spark_2.12:25.10.0
ZHELET,

2. GPU Discovery: Spark 23 HAJAE7% GPU 2l TZ 2 LK 5125 %
Install the GPU discovery script o

3. Spark BEZEERLE T, PR LBRDOAATIX—Z—FBAMILFT, FELFREDTERLY R b
IZDOWTIE.

RAPIDS configuration 3 & TF Tuning guide ZZ L TL 72X W,

spark.rapids.sql.enabled=true
spark.rapids.filecache.enabled=true
spark.executor.resource.gpu.amount=1
spark.plugins=com.nvidia.spark.SQLPlugin

spark.shuffle.manager=com.nvidia.spark.rapids.spark356.RapidsShuffleManager
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https://spark.apache.org/docs/3.5.7/api/python/getting_started/quickstart_connect.html
https://docs.nvidia.com/spark-rapids/user-guide/latest/getting-started/on-premise.html#download-the-rapids-accelerator-jar
https://docs.nvidia.com/spark-rapids/user-guide/latest/getting-started/on-premise.html#install-the-gpu-discovery-script
https://nvidia.github.io/spark-rapids/docs/configs.html
https://docs.nvidia.com/spark-rapids/user-guide/latest/tuning-guide.html
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1. A7+ 7aEoa=>% Docker /LT Spark BT 2358, a7 F~v=T =z A 2EFEL
THAF GPUAD Spark 7 72 2R %2FFAI L £ T,

FROFIE-MHER 7V T DR 2 =<7 Y b, BREL VO Spark M OEE, 35 X X NVIDIA 2 >~
T 7R LOMRE EL-2EHET 2 RRRANIOVTIE, T

docker-compose.yaml ZZ L T 72 & W,
Postgres % Spark |C3E#t9 %

1. Postgres DX — I F L5, EITZ> P> LT Spark 2T 2 X 512 PGAA ZFE L. Spark
Connect =¥ RRA ¥ b EERLE T,

SET pgaa.executor_engine = spark_connect;
SET pgaa.spark_connect_url = sc://spark-connect:15002;

spark-connect /&, Spark Connect % —E 27 KL Z %L E7,

1. PGAA A ¥ Z— 7 2 A A% N L THEEN—Y a v F 2 v 27 RETT 52 21T LD, Postgres 25 Spark
VIRR—YBEETEB I EMHRELET,

SELECT pgaa.spark_sql (SELECT version());

UL 72856, a~ > Fid Spark 7 7 AR —D A= a Y XFHNEERE T,

V=T — 2D

1. Postgres 7 — X RX— 212, DT =X EZENS 7 v b&ZFET PGES storage location Z1ER L 3,
B, X7V w7 NTy b DGE

SELECT pgfs.create_storage_location(
my-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"skip_signature": "true", "region": "us—east—l"

J;

1. PGAA 7 7 2 A/ EZRFRA L CTT — 7 V2 ER L £ 3, BIOFIETIER L RS, H—0O Parquet
7 7 A IVETAIERD Parquet 7 7 A L ZEZLT 4 L7 P UANDNRR BT +—~ v MNRIE Parquet
ZIEELE T, fi

CREATE TABLE store () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path = tpcds_sf_10/store, pgaa.
—.format = parquet);
CREATE TABLE customer () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path = tpcds_sf_10/customer,..
—pgaa.format = parquet);
CREATE TABLE date_dim () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path = tpcds_sf_10/date_dim,..
-.pgaa.format = parquet);

(RDR=D12Hi <)
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https://github.com/EnterpriseDB/spark-rapids-tutorial/blob/main/gpu-2xl40s/docker-compose.yml
https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/functions/#creating-a-storage-location
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(ATDR=I D 5 D X)
CREATE TABLE store_returns () USING PGAA
WITH (pgaa.storage_location = my-sample-data, pgaa.path = tpcds_sf_10/store_
—returns, pgaa.format = parquet);

BED Parquet 7 7 AV EZELT 4 L7 MUZRIEET S 2. PGAAIZTRTD 7 7 A NV Z D7 DITH
—DT—7IVCHEIIHAE L ET,

SthO TV DERIT

EBRLET =7V UTKRRER O 7 =) 25T LT, GPU 727+t 7L —>a YRIEFIGEHALTW
LR LE T,

2T & Spark 7 7 AR —I1Z4 71— KX, NVIDIARAPIDS 237 7 7 4 7756, fAB L OEqH#
EEET D GPU a 7 bz - THFETINE T,

RDOHFTIE, TPC-DS oA Y AL —Y a3 Y &FEIN 7 TV 2FEIT L, IEFOEFIGEE % il - v
gzt BIRSOBEEERREL T, Jhaid, BHERIEs— 71 A CTE, MYy 727 =
V—, BIUOTAVFRAT—IEEDBEENE T, EREICIE. RXT7 PULEI 5T 28 LT PGAA 23IE
35 CPUEFRIDY - 0 —RDEA T,

WITH customer_total_return AS (
SELECT
sr_customer_sk AS ctr_customer_sk,
sr_store_sk AS ctr_store_sk,
SUM(sr_return_amt) AS ctr_total_return
FROM store_returns, date_dim
WHERE sr_returned_date_sk = d_date_sk
AND d_year = 2000
GROUP BY sr_customer_sk, sr_store_sk
)
SELECT c_customer_id
FROM customer_total_return ctrl, store, customer
WHERE ctrl.ctr_total_return > (
SELECT AVG(ctr_total_return) * 1.2
FROM customer_total_return ctr2
WHERE ctrl.ctr_store_sk = ctr2.ctr_store_sk
)
AND s_store_sk = ctrl.ctr_store_sk
AND s_state = TN
AND ctrl.ctr_customer_sk = c_customer_sk
ORDER BY c_customer_id
LIMIT 100;

NVIDIA RAPIDS 2327 TV % 7 77 4 7@t L TW\W5 Z & R HEFR T % 121&. Spark Connect UL 2/ L
TEFT 70 2E=XLET,

1. http://<spark_driver_host>:4040 T Spark ULIZ7 7 X L %7,

62 %5 10 & Accelerating with Spark
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2. [SQL] Z 7WCBE L, BT L7222V —%2EIRL F7,

3. BIHEZHEER L £ 3, RAPIDS 7 77 4 7iIGE. 7TV /7 — FIiZid Gpu OEEESA{HIF S h 3,
. GpuFilter . GpuBatchScan. GpuUnion 7% ¥,

27175 RBAZT, Spark UUINT GPUEIED AT + —< Y A X Y v 7 2EHESH L, BENZAR b
NAy VERETEET, TOUHDX MY v 7 OFFMBRNERE 2h 6 & s 2 KOV T,

NVIDIA tuning guide ZZHRL T 72X\,

10.2. FAEARTA T a> 63


https://docs.nvidia.com/spark-rapids/user-guide/latest/tuning-guide.html
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g 11E Monitoring and maintaining analytical
tables

Postgres Analytics AcceleratorPGAA X, Postgres 70> 7 M HEEA ML —=JEHE, 7717 4 —
Ry b BRUET XL A 7T —TNDARXRT—RZDINEZEHET 2 DITRILOE L b A UHEREZ R L
£9,

111 T—=TIEHH OB

BE DFEHED Postgres 7— 7D ZERETIX, PGAA XX > TEHINTWE T — 7L ERETE
DREE I 25505 D £F, pgaa.list_analytics_tables() 7727 a i, §RTDLA I NY
AMET =7 NDr7a— UEZ R L 5,

SELECT * FROM pgaa.list_analytics_tables(Q);

77y aryHiE. ROWEEHREL T,

cIDETA—IVIERAF—~, 7—TNH, BIUAML =TT %—<v b Iceberg, Delta, F 7213
Parquet 72 2R R L £5

L]

ZAML—=—C OB F— X7 7 A VDTREET 2D IEMER S R,

HEAOATDARAT—=ANEA 2 7 2FHT 568, 207 77> a YHINEINEH & 75—
P R%. L. BXURYVE— FTF—INAAREREINET,

s LIV =23V AT—R AT — RO EDIRELZFRRLETPGD LV r—>a >y F Ut
DEE D Ao

ARL=X MUy o

- object_storage_snapshot_size_bytes RFT DI 4 7 RXF v F>avy bOH A X, T,
SELECT * HFICAF ¥ Y ENT —XDERDEZRL 7,

— object_storage_total_size_bytes FIEDN—I a Y TCHHAIN TVWARWVWA X T —&X, v =
7z A b, BIXUBRET X7 740280 NTry FMADOEF 7y F TV 2 b,

- object_storage_total_size_bytes X X T —XEEL N Nr vy FNDEE 7y PV b, =
=72 A, BIUBEBRTFT—R7 7 A VMEAINERA,

pgaa.lakehouse_table_stats() 7 7 ¥ 7 ¥ a V&, T — 7L OYBRRFEICE T 2 RE DI R TR L
T3, ZHUI FX T4 T IV T T RT p =V RAOWHBICEE TS,

SELECT * FROM pgaa.lakehouse_table_stats(my_schema.my_table::regclass);
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DT avii. Bk AFA T 7 VR ML=V ERBAEL T, BED~ vy YD THER of
DRI > TVWLZDO0EHRLET, ZRUID R HET

e SATF—RETYRF—=REZRXATEIEV NS UF I ara lER3EREINTOWRWNE R
T7ANCE TR ML= TEEK) 122> TWA2ERIEMEICREL T,

s BRDERFT L \WT — XY — 2 6WMDAEN, RFy F¥ay b A DR OKEE & b
WEDESITELT 20 2B L 5,

s Xyl aflB DT >y a YORERIX. pgaa.lakehouse_table_stats_cache_ttl_s ¥R ST X —
Z—=IZ & o THIFIENE T, HNNRBEFOMEDBHBETH 2 DICKRRINBZVEFE, Frvda
TIL 3 0 WCRREXNT VWS Z L RHERL £ T,

latest_snapshot_size ¥ total_size ZBT 2 Z ik, N7 4 —F VAL IAMDANT VY RAEREDT
DICEHETT, AF v 7> av bV ARE, (947 7—&, 72V —HIZAFX» Y INLEEDOR
Va—2b%Z2RKUETH Gt A & BEAN—=Ya >y b ¥ rrarny FEMMTREDNT v
N7y b)Y M REREENE T,

Iceberg % Delta Lake @ & 5 BEX T, GtV A XBRF v T2 ay bOY A XE2BZI T, R4 L IR
ANea—Ny ZEFR-IPLET, CNOLDEORKELX ¥ v FiE. BEL—N—~y FOEREERL.
VACUUM £7213a >80 > a Ve FRITTEEEL U TRELES, ZhoDX M) v 7 2EEHRT 2 Z Ik,
HERDIRVENRT 4 =RV ADT =R VLA 7R HFFT 2D E £,

11.2 7—TINT #—I 2 ADRE1L

DR T d—< I, BER T —XOFEFICEDATDDNERT 7 A ADMERE N, XX T =X DA —
Ne~Ayw FBEINT 2 VNEWT » A L] ko TRERPEELZITET,

11.2.1 pgaa.launch_task ZfER L 77— I X > TF Y ADET

Delta 7— 71 ¥ Iceberg 7— 7LD X > 7 F > A&, pgaa.launch_task() 77 7> a YEFHL TS
AT A TN I 779 R —h =12k CIERAICE XN E T, ZHUTED, 72774772 SQL v
arvE7uy 7E3Ii, BAFMOEWIRELZ PV -TEE T,

SELECT pgaa.launch_task(
table_name => my_delta_table::regclass,
task_type => compaction, -- or z-order, vacuum, purge
options => !”target_size": ”128MB”I

D

0 IR

Delta Lake (¥ AIRER TR TD X R XA TRV K-+ LTWEITH, Iceberg 7 — 7IVITBILE “com-
paction’ A RL—a Y DAHEIR—FLTVWET, SHIZ, Ieeberg 2287 ¥ a &, dry_run 2R
&. Delta Lake TEAAIREALFEMI 72 — 20K — P LTV EEA,

PR=—PSNTVERRAT XA FREIRDEBHTT,
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s ANV NS BT7 7 A NE XD RELRREILINZT R Y 7 target_size TERIIY—I L
T, A F vy r2E# L %9,

o -F—H—=FTIWNADIHEBDINZ O > TF — R EFRKE L T, BET 2EIPHINE ITRFS
NEFT, ZHUTED, ZUIURITV T4 NRE—HLEWT 7 A LV EEREEHETZ T — XA Fy
TWEINTIED £,

e NF¥a—LDeltaDH7 7T 4 T2 AF v I ay MEEMNMT SN D, 88X N-1FEHAR
IO EWTF—X 7> A NRHIRLES, ZHICED, A7V 27 PR L —VHEBPEAREINE T,

e N=UTFTIINEADBFFEDA b L —I 82057 — R EHRINICHIR T 2 EEY —1, ERL-2 7 X
FE—TOFEZ ) —> 7 v FITHIBEET,

|

* DeltaLake 7— 7 /W5 a7 a Y 2EHLT, /hERT7 7 A V% XD KREIZL256MB 711 v
21—V LT, AF vy U7 - 2A%kEabL £3,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => compaction,
options => E"target_size": ”256MB"E

s

ez A =X —%fEHLTF— 2 2YHEMICERK L T, customer_id B & U region DEEDIEZ KD
IR GFEEIN, Z VP U BRI 7 7 AV ER Xy T TEDZ XS ICLET,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => z-order,
options => E"columns": ["customer_id", "region"]!
s

e NFa—LAZBMHHALT, 72774 77— VIREBO—EFTZL LD, THEDE WY 7 A L ZHIBRL
T, ALEEEZHAMAL X5,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => vacuum,
options = I”retention_period": "7 days"!
s

PR=FPINTVELF TS a yeHlOTERY R MTDOWTIE, pgaa.launch_task() D7 7 > 27> a ¥
T77 Ly AR 7T aryESBLTLIEIWN,
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11.2.2 Advanced Spark XN— XD XA > FF+ >R

IATA TN I TS50 R = —=TEEYFR— SN TORVEHETR Iceberg X ¥ 7 F ¥ RREEDY;
B RDT7 7 rvaryEEALET,

0 IR

IS DREREH S 2121&. pgaa.spark_connect_url FE% /85 XA — X — %€ LT, HHTIEEX Spark
Connect #y —ERZRA ¥ M T H2HENDHD 7,

pgaa.spark_sql()

MR A D Spark Connect T2 FARA > b4 LT, Postgres T T Z 72\ Ieeberg AL —F >~ £ 7213
Spark 7 7 7> a Y EFETLET, HHARER RS —Y ¥y —D VU R MZDOWTIX, Spark procedures %
ZRLTLZEW,

SELECT pgaa.spark_sqgl(query, catalog_name);

pgaa.execute_compaction() FEHESE

pgaa.execute_compaction() 77 > 7 ¥ a vk, MiAk{btL7z7—&X7 74 1% X Hh RELTHERDOEHW
Parquet 7 7 f JWIZHEE L, 22V —DRT7 3 —< Y RA%ALEXE, XXTF—XZ2HRELLET,

SELECT pgaa.execute_compaction(my_iceberg_table::regclass);

0 IR

7 7 ¥ ¥ a v pgaa.execute_compaction() 1XIEHELET, pgaa.launch_task() B L E T,

|

o EED T — I NVEHEFR LT WHIL LT —R 77 A VB LD KRERT 7 4 M —I L. Iceberg
=7z A PEEHFLET,

SELECT pgaa.execute_compaction(lakehouse.inventory_iceberg: :regclass);

* pgaa.spark_sql() Zfffl L C. rewrite_data_files Spark X ZZZ N L TXXF—RDA—"—
~y REZHIELET,

SELECT pgaa.spark_sql(@ﬁ
CALL preexisting.system.rewrite_data_files(
table => "preexisting".'"ns-1"."table-1",
strategy => sort,
sort_order => value DESC,
options => map(rewrite-all, true)

5
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PR—FENTWVWEA T gy ePIDERZY A MIZOWTIE, Functions BB L TL W,

11.2. T—TINT =T > ADO:EIL 69
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g 12E Optimizing query performance

Postgres Analytics AcceleratorPGAA (&, 77417 —2 10— K% Seafowl ¥, KEMEFANHCEF Sz b
IMESHATZ Y P > TH S Apache Spark 1A 70— RF 252 I1IC&D, BT+ —< Y RAZEBILET,
PGAA DEIT S AZEIRT 2EEHET 22212k D, 22V % TEE SR IR LT, RRDER
bEEBTEET,

121 AX v X1 7218893
DT —TIN%EBET 2L, PGAAIZ2 DDBRRZETFT R ENLTT—XOES A2 ERL 3,

DirectScan Seafowl I3, 7Y 27 P A ML =I5 T — X R EEGRARD, Y —XTIXRNTDT 4 L&
CHEFEEA L. RENARERE Y DA% Postgres IR L 3, ZAUTK D, X7 Mok nEE
SERIHHAL, 2y "V —2 774 v 2B RNRIMZZZ21C& D, 73— 2RHRAMELET,

CompatScan 7 1) |Z Seafowl 25% A4 7 4 7 CUIETE R W SQLEREZ 12 AR LT 7 72 a VD E
FNTWBREA, SATLEIANA TV Y FE—RZ74—ANv 7 LET, ZDTF VY FTiE, Seafowl iX
BlEMET—RY — A UTHRELEITA IO 7 VAL —InST—R %A M) —3 7L, #HEAMNAR
TANRY VT RFETLUETH, Postgres IS REMERNEDO A —r A L —2— L THEEL £ 5,

CompatScan Tl&, 7—27 10— FIZRD &S5 ZHE X7,

o Seafowl 137 7 A V&2 FAIRD ., FAIENET v a X v BB L EITHEEE T I L —T N4
7E,

* Postgres & Seafowl 2> S i L X7z A bV — A% ZIFELD . Rk RkRE, BoRIRUAREZ, £
BRIV DU EREYR— P L TCWARWE oY vy 7 REITLE TS,

DirectScan (i AHE D HEETF 2, CompatScan [ IMEHTE 27+ — NNy 7 LTHKEEL. —HiD <
7 & — ¥ AEEIC U T Postgres BEREDTE 272 HIMEEREE L £ 35

122 9TV TS >0

PGAA D7 T —ZFEITLTWB HERIERT 2121%,. EXPLAIN a~ Y F2FHALET, HAwckh, ¥
DY UPEWMEEEZEITLTVWELBHL2D T,

 DirectScan SeafowlDirectScan ¥ 7-!Z SparkDirectScan / — FZEL £3, T, Seafowl 7t
ERIK7 4NV V7, FiE. BROEFH 2 L, REFROD A% Postgres ITIRT Z & 2R LTV
79,

+ CompatScan SeafowlCompatScan ¥ 7z1& SparkCompatScan / — FAFRINZLHE, 7T V11X [
47y R E— RFTFEITINTWE T, Postgres [ FFMEMRFTEA - A L —>a>» LT, %
ERMREO BRI L T2, Ty > a BT VEENEMNTR->TVWEEE, VE— bV IV
oy o—frEmdtTEE T,
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12.3 DirectScan 7 #—JL/\wv UV D EIE

7 Y 23K DB CompatScan 27X RIZ 7 + — ANy 7§ 55513, ROFIHWE->TE I IV a—T 4
VT EATOTLIZEN,

1. HEED+® v > a > T DirectScan D3FFA] XN TWE Z ¥ ZHEREL £ 5,

SHOW pgaa.enable_direct_scan;
-- If off, enable it:

SET pgaa.enable_direct_scan=on;

2. il 7 — WG REIEZEELET 74— ANy ZJORKZHL NI TE RS,

SET pgaa.direct_scan_fail behavior = error;

Postgres (&, AHWMED 70 SQL ML F 72137 — X B Z AT 2R AR —%2 A —-L ¥ T,

3. 7L MM SR, A1Z 1 DT OHIBRL T, N 7Y vy NE— N2l T 28580 THIRERY
A—1 ZOHELET,

124 AV a—FTa0>20Tyv>ad0 > DR

NATYy RE—RTH, VY —RE2RBIFEHITZ2BELA 70— FT232L12&D, BT 5—<
VAEBMRETEE T, ROFEEFTFT 74NV FTHEMR>TBH, XT74+—ADE—TFT 42y b E
LTHREL £ 3

pgaa.enable_join_pushdown > 27 453V € — h EITH Seafowl £ 721& Spark NOZ x4+ 70— KL LS
CFLIRAERLET, T XPFETIHEMTT —XEMAETSI &, KR ET Xty
I % Postgres X EVIZFNT 22 exEML, 2y P T =27 57 4 v 72 KIEICHIEL £,

pgaa.enable_groupby_pushdown %4 SUM . COUNT . AVG ¥ X Uf GROUP BY AjO 4 71— K2 KB L £ 7,

YV —ZAT10EIT% 10 DN —TIZENT 22, 7 — REEIFHTHIR S A, FE 2 Postgres CPU D
TIDERNENE T,
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B 13E Reference

)7 7L YAt a Tl Postgres Analytics AcceleratorPGAA DFFMIZ B Z R L 3, Zh
LDUY—REMHHALT, MREMAREL, P R—bShT0ETF—XBEHERL, ST — 7V 2 ER
LES,

RGBT 2725 D PGFS #8812 DWW TIE, Al Factory PGFS documentation ZZ R L T 72X\,

e Configuration parameters PGAA YE5RIEREDBIEIX. Grand Unified ConfigurationGUC ZHUC X - Tl
HEhxd, ThoDRFTRX—X—Z2fHT L, T/7EF2—KX—Z2YDEZ, X7 +—<2 XD
RE(LZAECL, X2V 71 BIREREZEHETEET,

e Functions PGAA X, iLWTF—T LD v 7, AL —IYDREDEH, XUFTF ANy D
TR a TOEEREDEMARIDEDDSQL 7 vy a v AL — b REALTVWET,

e Table options M7 — TN~y BV 7% RIBMERT 256, MEDL S ay2FHLT, A7
P PRI T =R AL 3 E AT EEERTEET,

* Data types and definitions PGAA 1Z. A4 7 4 7D Postgres 7 — X% 7 =X L 4 7 OFRELE iz
NI nF—BRIZvy T LET,

o Benchmark datasets 777 — Xt v b OHEFBRINTZAF—<v T —2DO0— FIERIZT7 7€ AL
T, NI A=V ADRN—AF4 VETHELET,

13.1 Configuration parameters

ZDYV 77 LY AHA FTIE. Postgres Analytics AcceleratorPGAA JEFRIEAE DRI T 28T X — & —
WOWTHALE T, ZHUckh, FITo oo vofif VE— MEROEHE, BXUT—-X1 4 72k
DI INNRT 5 —< Y ADERWEEHATEE T,

1311 TJ/€Fa—-4—-TPY

pgaa.executor_engine

INHREOEITZHY T 230 a2 —T 4 VI Ny VY FERELE T,
PR— FEINTWVBEIL seafowl . B X Uf spark_connect TI,

77 # )L bli& seafowl T3,


https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/
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pgaa.spark_connect_url

Spark Connect % — Y A DT> ALV b REFELET, VE— b Spark Connect #—E 2D URL %
&L %3, pgaa.executor_engine 7’ spark_connect IZFREXINTWVWABIGHE, TOHREITNETT,

fElX. FFE D Spark Connect URI JER sc://<host>:<port> It S DEMRH D £5,

57 %)L ME NULL T,

pgaa.spark_connect_extra_config

pgaa.executor_engine= 'spark_connect' {3 255, GBI A - - TV X4 LRE
ZJSONA 7Yz 27 b LT Sparck vy ¥a VITEZERHELET, £ 7> a0V X MZOWTIE, Spark
Connect configuration ZZH L TL S W,

!

SET pgaa.spark_connect_extra_config =

Bk

"spark.sql.execution.arrow.maxRecordsPerBatch": "65536"

57 %)L ME NULL T3,

13.1.2 T —BEhfE
pgaa.enable_direct_scan

T —TND 7 L) ETEHIEZHIE L £, PGAA 27 =) &K% &Kt /- Seafowl > P T H
Jur—RL &S T2, fZHED Postgres L A Y —2FHH L TUHET 20502 EL ET,

77 4L M&on T, Z4UX, PGAA %5 CompatScan IZ7 = A LA — N—TF ZH{IZ, HHIZ DirectScan % ik
T2 Z2EKLET,

pgaa.direct_scan_fail_behavior

XALZ P RAF v UHPRITEND, B AE— FIATVRWV SQLEREE -3 XD DI T TERD -
S EDS AT ADORISZERLE T,

PR—FERTVBEERDOE B DT,
e ignore ¥ A7 LIEH A L ¥ MIZ CompatScan iI27 + — Ny 7 LET,

ewarn 7 7 ANV M7 TV IEEHET =Ny AL TETEI N E T2, Postgres I DirectScan
PRI e 2 RdEEENZRITLE T,

e error DirectScan 2 TE R WHE, 72 ) OETIEELICHIEINE T,

DirectScan 2SER X 72K M LU 72355 DFHE, ignore. warn. error DWW, 77+ M warn
T3,
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https://spark.apache.org/docs/latest/configuration.html
https://spark.apache.org/docs/latest/configuration.html

Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.7.0

pgaa.enable_join_pushdown

CompatScan TlX. 77 — 7L OFEEHRE D B LHkEE 2 HIf# L £ 37, #58% Postgres ATTH— LI
WIS 270, VE— FEITT VYV Seafowl F721& Spark ICA 70— R30I RREL T,

F7 4 MEon T3,

pgaa.enable_groupby pushdown

CompatScan Tl&. £5##/E SUM. COUNT. AVG. GROUP BY 2 ¥ % U E— FFITL > ¥ ¥ Seafowl ¥ 7213
Spark I 7B —FL LS & LET,

T 7 %) bMEon T3,

pgaa.ctas_intermediate_flush_size

PGAA BT — 7D KIS INSERT %7213 CREATE TABLE AS (CTAS) AL — g YHD NNy FHj
fERHIEL 3,

T 7 )Lk 8192 T,

pgaa.flush_task_interval_s

PGAA Ny 7759 ROV APKTEA R L —IANDGHTF—ZDREFD I v a%2F v 7 LT
FITT HHEELHHEMTIEEL £75

FI7 %Lk 5T,

pgaa.max_in_memory_mb

AL —=IADHINIZT 79> adB b Y FT—ZNDBHNT, FAXBT—ZDNY 7 7 —ICHHTE S X
EBEVDRAKBZ XS ANA PR THRELE T,

7 7 4V ME 3072MB T,

pgaa.scan_aggregation_cost_factor

a2 — A )LD Postgres EfTE LT, VE— Ny 7T N Spark % 721F Seafowl THEFIZFETT 2R
b R E AT 5728012 Postgres 7 V) 7' F > F —MERH T % BEL

7 7 4 i 0.005 TT,

pgaa.scan_per_tuple_cost

0 — /1)L D Postgres FATL LB LT, VE— h Ny 7T F Spark ¥7213 Seafowl TH—1TX L% X% %
V3§33 RMEEATIB72DIT Postgres 7 L) TT I —0MEHT 5L

741 0.02TT,
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pgaa.scan_startup_cost

0 — # )LD Postgres FATL LLEEL LT, VE— b Ny 7T F Spark %7213 Seafowl TR ¥ v ¥ ZHT 5
EE RZ—+ 7 v 7| 2R NBEAIT S 72D Postgres 7 TV 75 > F—EHT 2T,

F7 4N k25T,

pgaa.use_seafowl_cost_estimates

Postgres 77 TV 7' >~ F—23, Postgres 12 & o THHINE S NMEHIKIFES 2 DTIEZR L. Seafowl T
PYBEHEY) TNRA LDAR MEERZERT 20 I NERELET,

T 7 %) bMEon T3,

pgaa.write_lock_timeout_s

XA LT P LUTHEZRIES 201IC. TR ANEZIAAD Y 7 OG22 KT 2 RKRE 2 BT
fRELE T,

F7 %Lk 3T,

13.1.3 B8R
pgaa.autostart_seafowl
Ny 72759y R ==l ko TEHIN S Seafowl 71t 2D HEIFHIGZHIE L 3,

F7 %) MEon T3,

pgaa.autostart_seafowl_max_memory_mb

HAIAA Seafowl TV P U BHBETEX 2 RAM OED LEZ X AL FHEATHREL, DTy I VN A A
@ Postgres 7L ZADY Y — A ZKEIERVEIIZLET,

T 7 4L ME 2147483647 T,

pgaa.autostart_seafowl_enable_metrics

EHREOR MR Xy 72 L OOV ORE, 220210 —7y b, BXORY Y —{FHEHARE
FoRFTBEVTNRAL LT 54— VAX M) v 7 2MHT2HHDOHITP =2 FRA4 > b2 Z I
£ Y. Seafowl B2+ X T Prometheus X FVJ v ZZHIMI L E 75,

77 4L MHl on T,
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pgaa.autostart_seafowl_metrics_host
XM IV EFRL Y PDANL Y EERZA b,

pgaa.autostart_seafowl_enable_metrics= on DA, Prometheus X bV v 73— ANEZEA[RER
KA MGERZZIP 7 FLRAERIRELE T,

F7FVME127.0.0.1 T, ZHUIEF 2V T4DDDOR—INNL—T N I7ERL VL, XUy
IWT T VP TREEIN VW L ZHRIEL 3,

pgaa.autostart_seafowl_metrics_port

pgaa.autostart_seafowl_enable_metrics= on @ ¥ Z|Z Prometheus X bV v 7% —E RIZfEFHIN 3
REDRy V=2 K- EEHELE T,

FR— P ZNTWVBHEDHIAIE 1024~65535 T3, 7 7 4L & 9090 T,

pgaa.autostart_seafowl_enable_object_store_cache

S3. Azure, E£721Z GCP OHEEA L — I DIFFFD Seafowl F 72V 2 7 P A F 7 F vy v a2 HGMTT 3
MEIMEBRELET,

F7 4 MEon T3,

pgaa.autostart_seafowl_log_level
Ny 72759 R Seafowl 7t 20u ¥y FOFMERIREL T,
PR— P ZNTWVWAEICIE, error, warn, info. debug. B XU trace ’EFENF T,

57 # )L b info TI,

pgaa.autostart_seafowl_path

Seafowl EITA[HE Y 7 A AANDHEI 7 7 A AR EIEELE T, ZHUTED, N T2 7o70 Y Fatho v
DUREEIT L Z I DAL F Y REET B0 % PGAA RA— 28— N4 FIZIEFEICHERLE T, 205
X =R —OEFEIZ, BlO~> v E/=Eay 7 F — T Seafowl —E R EFITLTW5EH AR LBERDGE
WZDAHNETT,

F7 3 )V MEZEDOXFEH|T T,

pgaa.autostart_seafowl_port

Ny 775 % R Seafowl 7REZAMNY v A>T 3 TCP E— F2EEL E7., PGAA IEEMEEEIZ Z DR —
FEMFEHLT, R—AET PV eEELET,

T 7 4V ME 47470 T,
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pgaa.autostart_seafowl_tmp_dir

ZITVDETHIIANY Z 752 RO Seafowl 7R ZAN—ET7 » A LB HRETEZT 4L 27 M) REEL
9,

77 4L MEIZEOXFEHTT,

pgaa.enable_maintenance_worker

PGAA Ny 7 75 Y RRA—NR—ANAFBREHDRA YV FF AT —h—Fat 2 2EHBLOEHT 20
EIOnEHIEL 3,

774N I off T,

pgaa.maintenance_worker_sleep_interval

BEETT AEETOEEL R VBRI, FILWRRZZ2F 2 v 7 F3RICRA Y TFF VRV —H—Fat
AT DR E DA CER L T,

77 A ME 30K T,

pgaa.seafowl_client_retry_base _ms

Seafowl 7 1t ZANDERE L 7= B3R % FHiA T3 2 HiIC Postgres 7 7 4 7 > b DM T 2 WIHEIE R I U #DE
MTHEELET, BROMEENRET 22000, HFERENZ 2 512D £3,

F7 4} 100 T,

pgaa.seafowl_url

PGAA HEIRIXAEDS Seafowl H— L R LEET 27D T 2 FARA » P URL ZFEEL T, 77 4
L F Tl PGAA IZT —ZRX—R LRI UK R bT Seafowl 7t 2% HEIFNICEBLE T, ZDNT7 X —
R—DEEZ, o~y > EiZay 7F—T Seafowl $—E ZZRFEFTL TV B AR LMERDGEITD
AREETT,

57 # )L M http://localhost:47470 T3,

13.1.4 A2 0O0J DOFHA
pgaa.metastore_sync_poll_rate_s

REFERINTWE A Za 7 OREER—) V7T 2MEEMENTHRELET, TNEOIKKRET D &,
HEiNy 72750 v FRBABERICENNIZ D £3,

F 7 #L MI 0TI,
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pgaa.metastore_sync_stale_duration_s

XN hZ2u 7o —hl XA R F—ZRH0WeEZLNI LEWVMERZERELET, I—HLlFrvia
DRXRXTF—=ZPZOHM LD B EH WS, AT LEEREBLELTT—XL A 27 0—BHEHRIEL T,

F7 0 MI 0TI,

pgaa.enable_metastore_sync_worker

PGAA DEHD ANy 7759 Y R =D —%ER LT, Iceberg REST A X B 772 DY E— bk FRNAL X —
MPHDRART =R e MBHNCFAT 20502 REL £ T,

774N MJ off T,

1315 *Fvv vy
pgaa.lakehouse_table_stats_cache_ttl_s

pgaa.lakehouse_table_stats() 77> 27> a v PR—F+TE2-DIYHT—TINLDH A4 XBF v v
CaXNAHAMMEBEMNEFIFEILE S, ZHCED, XXT—RDA TV =27 v R b7 ANDFEELRE R DL
EXNET, ChEOIKRETI L., HeltF vy adEMTRD, 7707 a iZA =Y 7aAN
AR = oEET—X 2R LET,

F 7 4L ME 300 BT,

pgaa.autostart_seafowl_object_store_cache_capacity _mb

Seafowl 7’0t AMREGFIN ST —REF v v aTE2-DIHFHTEZ0—ALF 4 AZ7EBORAE
T XHNAL FVEATIEELET,

77 4V k1024 T,

pgaa.autostart_seafowl_object_store_cache_min_fetch_size kb

pgaa.autostart_seafowl_enable_object_store_cache WEMICH > TVWB L EAT Iz 7 VAT
WIKEENE 7Y ANY Y RERDERIN A X EELE T,

F 7+ b 1024 T,

pgaa.autostart_seafowl_object_store_cache_ttl_s

Seafowl A 7P 2 7 P AP 7 F v v ¥ alFFEINTWVWE A 7Y 227 D Time To LiveTTL Z18E L £ 9,
TDRIA—Z—F, FXx v adNLETF—RF ¥y IBRIL TS arDONRE R 3 FTICHENGERZ
RELET,

F 7 L b 3600 T,
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13.1.6 Postgres DistributedPGD &
pgaa.max_replication_lag_s
7 F vy a PGl X N B F TORKIFEELEND,

FI7 Lk 5T,

pgaa.flush_task_interval_s
SATLENT Ty a BT = v 7T BHER,

F74)NE5TT,

13.1.7 DataFusion h*S#fF&E I NT-HERK

PGAA 3 Seafowl 7 TV > Y v DRITIKR BT > > & LT Apache DataFusion Zfiiffl3 % 7%, PGAA
BT VETL Y BT E 31EHD pgaa.datafusion. * ST X — & — 2424 L £ 5,

INSHDFEIX. ATV EM, ETHFNIE, F 7T 4 <A F—L— LR EDRLILOEERHITEL %3,
REFFT LT, PGAA D3 AA T DataFusion Mk ¢ T X — X —D5ELR Y A P ZERTE T,

SELECT name, setting, short_desc, context FROM pg_settings WHERE name LIKE %pgaa.data

—%;

F—. 774N ME. BXUORT 4 —< Y ANOEEDOTFERN Y X M I2OWTZ, DataFusion documentation
BRI TL XV, DataFusion ¥ 2 X ¥ M 2SR T 2854, pgaa. ZHEEHFr LTHNIFRZ2ickD,
FF a2 XY bF—% PGAA RN T X — X —ICEHTEE T,

1318 T/ €¥Fa—4—-TPY

pgaa.executor_engine

OHHBEOETEHY T 2a 0 a—T 4 VI N Y FERELE T,
PR—FENTWVWBHEIX seafowl . B & U spark_connect T,

57 4L b X seafowl TT,

pgaa.spark_connect_url

Spark Connect % — VY 2 DR LY KRA >V M EEZRL LT, VE— b Spark Connect #— ¥ 2D URL %
f6E L %3, pgaa.executor_engine 7’ spark_connect IZFREXINTWVWBIHE., TDHREITNETT,

fifild. $#E D Spark Connect URI JER sc://<host>:<port> IZHES BDERH D £7,

77 # )L MEIZ NULL T3,
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pgaa.spark_connect_extra_config

pgaa.executor_engine= 'spark_connect' {25 E. SRR IX—R— TV R4 LRE
ZISONA 7Y =27 b LT Spark by ¥a VITEZERMLET, 723 DV X MZOWTIE, Spark
Connect configuration ZZHR L T L 72X\,

|

SET pgaa.spark_connect_extra_config =

BE

"spark.sqgl.execution.arrow.maxRecordsPerBatch": "65536"

77 # )L MEIZ NULL T3,

13.1.9 /T —81E

pgaa.enable_direct_scan

ST —TNDr ) ETEHIEZHIE L £ 3, PGAA 237 =) &K% &K X7z Seafowl = > P 2 F
JR—RL &S 2T 50, FHED PostgreSQL AL A Y —2FH L CTUE T 20502 RELE T,

77 4L MEIX on T, Z4UZ. PGAA 73 CompatScan iZ 7 = A )L+ — "—F BRI, ®&HIZ DirectScan %
AT L ZERL KT,

pgaa.direct_scan_fail_behavior

AL NRAF v UHRTEINZD, PR—FENTWVRW SQL BEEE /213X D /=DIE T TERh o
B EDI AT ADORIGEERLE T,

PR=PFEATVBEEZRDESBDHTT,
e ignore 77 AL F AT LIEH A L 2 MIZ CompatScan iIZ27 + —L Ny 7 LET,

e warn 7 TV —ZEHET + — ANy R L THEITSNE TH, PostgreSQL 1. DirectScan 235k
ML e 2R3 EE@EMZRITLE T,

e error DirectScan 2T E R WHE, 7)) OFETIEELICHIEINE T,

DirectScan DER XN 7=DKM U 7355 DEIE, ignore. warn. error DWW i, 77 4L MM warn
T3,

pgaa.enable_join_pushdown

CompatScan Tl&. 77— 7V ORI EERIE OBl LIS 2 Hlfl L £ 9, & a £ > 23 PostgreSQL W TH —
AV NS H, VE— METT VYV Seafowl E£721% Spark IZA 70— REXNE0E 5% REL
EcaR

77 )V MAIX on T,
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pgaa.enable_groupby pushdown

CompatScan Tl&. #£5M4%/E SUM. COUNT. AVG. GROUP BY 2 ¥ % V) E— M FEFTL > P > Seafowl F721%
Spark IZ4A 70— FL K5 LET,

77 4V MElX on T,

13.1.10 B8
pgaa.autostart_seafowl
N 7779y R ==&k > TEH XN Seafowl 71t XD HEBHRZHIE L 3,

77 4V MEl on T,

pgaa.autostart_seafowl_max_memory_mb

HAIAA Seafow]l TV Y VBHETEX 2 RAM OBED FEfRZ X AL FEATHREL, DTy I VB AA
> D PostgreSQL 7HtE 2D Y Y — R EMEBIHRVEIICLET,

7 7 4V MElX 2147483647 T3,

pgaa.autostart_seafowl_enable_metrics

BEHEQRIEHRIEAR X v 7 2L TOtho P Y ORE, 7202 10—7v b, BLUXY YV —X{HHEE
EBEZRXTDHRVTNANRA LT 34—V AX M) v 72T 2EHDO HTTP = FRA Y bR Z &I
£ b, Seafowl 7B+ Z T Prometheus X + U v 7 ZH ML F T,

77 4V MiAlE on TY,

pgaa.autostart_seafowl_metrics_host
XMV IZTYRERAL DAL Y REA T,

pgaa.autostart_seafowl_enable_metrics= on DA, Prometheus X bV v 74— B ANEEARER
RAMLERFIIP 7 FLAZIRELET,

F7 4L MBI 127.0.0.1 T, ZHEEF 2V T 4DHOT—INNL—TF Ny 7KL L, X b
Uy ZMWTF 7 3V N TRBEINEZWZ L BHREL 3,

pgaa.autostart_seafowl_metrics_port

pgaa.autostart_seafowl_enable_metrics= on @ ¥ =I|Z Prometheus X b U v 79—V RIZfFHIN 3
REDFY NI =7 K- EERLFT,

HR— FINTWBHEDOHPHIZ 1024 ~65535 T, 77 4L MELZ 9090 T,
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13.1.11 A42OJ DEHEA
pgaa.metastore_sync_poll_rate_s
IR T DEHFHDIDIHEMENTVWEHEDKEELZ K-V > 73 2MREEHEMTIRELE T,

Bl hi=hZz2a Z7oREE2R—) 7T 2R EMBEMTHRELE T, AR OIHKET L, HEINY
2775wy RRIEADSERITEMNIC D 5,

77 4V MHEZ 60 T T,

pgaa.metastore_sync_stale_duration_s

EWE N7 hZu7Ou— N AR TF—=ZPHNEEZ NS LEWEEZERLE T, B—AlFrvyTa
DARTF—=EPZOHM LD HWGE, S AT AZEHEZELELTT—X LA 7 0—BNZHRAEL 7

77 3V MEZ 60 B TF,

13.1.12 Fv v 2y
pgaa.lakehouse_table_stats_cache_ttl_s

T—=T MRV Y 7T v TORRB X BV IRFF SN LM ZHEATHIEIL $3, 72V 2EHEE T
W358, PostgreSQL 1Z 2N 6 DFiEH 2 MEIC L T, mDMBOEWET AL ERLE T, Thok
FrvradThIrIZED, YATLE, TRTOIZZY) =N LTATI 27 MR M TADEERIES v
M= BERZITHOZE XA LET, ZAZ0WKHRET D L. Frv¥alfGgtimaeicincizh x93,

77 4L MAWX 300 BHTF,

13.1.13 DataFusion Hh*SfkF&E S =&

PGAA 3 Seafowl 7 V) =22 v DEITT 5 FITL > Y > & LT Apache DataFusion Z {5 % 72, PGAA
BT VETL Y U BT E 31D pgaa.datafusion. * ST X — & — 244 L $ 5,

IS OFEIFZ. XEVEMH, ETHFNH, * 77 4 <A F—IL— LR EDEL VOB EZHIE L £3,
Ru2FEITLU T, PGAA HflAIATe DataFusion # 89 X — X —D5ERL Y A M Z2ERTE £ T,

SELECT name, setting, short_desc, context FROM pg_settings WHERE name LIKE %pgaa.data

%;

F— T AL ME BXURT 3 —<  ANDEEDWIER L) A M IZDOW T, DataFusion documentation
2SI L TL 72X W, DataFusion K ¥ 2 X ¥ b2 BT 25, pgaa. ZHEHEEF L LTS Z ik D,
FF a2 XY bF—% PGAAMEN T X — R —ITEHTE X T,

13.2 Functions
V7 7L YA+t ariE,. Analytics Accelerator T RIRE/AERED Y 2 T,
PGAA DIRTEGFRZERR T 2 T IEDFIC OV TIE,

PGFS functions for Pipelines 2SR L T 72 &\,
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13.21 7= I T77>o>ay
pgaa.list_analytics_tables()

PGAA X K> TEHINTWAEIXRTOGHT—INLDY A+ ERLET, M. 2 ML —I%EN BE
DL TN —2a VAT —RAREAET,

BE

SELECT * FROM pgaa.list_analytics_tables();

INTA—Z—

Lo

T
Column Type Description
nspoid OID T — 7NV GUAHTZEM A ¥ —~< O OID,
reloid OID T—7NVL—ard0ID,
schema_name TEXT Postgres A ¥ —~ D44 Hil,
table_name TEXT ST — 7L DEH,
format pgaa.table_format RTFIE “delta’, iceberg. ¥ 7213 “parquet’,
ob- BIGINT AT PA ML=V NOBRHDT — TN A
Ject_storage_snapshot_s FvFTay bONA MEADY A X,
ob- BIGINT ATz PAPL=YADIDT—TNLDT
Jject_storage_total_size_l RTDON—T a V|7 7 L ILDNA NENDEES

P A 2,
replication_status pgaa.replication_status T — X BB DOBAEDIREE enabled. disabled. %
7213 “initial_offload” , PGD #t&WAETT,

stor- TEXT 7 — 7 CBEER Y 5T W % PGFS K #835 T
age_location_name DH4HE,
storage_location_path ~ TEXT T—=EBFHETEA L= HFAD R,
catalog_name TEXT AR 2 v 7 DAL S T 5.
catalog_namespace TEXT ALER A & v 7N D EiTZE,
catalog_table TEXT SEA 2 a S TERI NI T — T %,

T =T, MG E I A X 2ROl L TEE T, MAZROZLIETEEEA,

ARV T DM, AT PR L =IO EuEHE 70— FEREBL TV -2 a Y RET
FTEGRILV TV —>a v R—=7 v b, £720& Integrating with Iceberg catalogs DEFENEY — A 20 r
DHFEZRLE3,

pgaa.lakehouse_table_stats()

REDTMT—TNVDRA ML —VHEt 2R LET, BFIDT7 774 TRAFy T ay hOV AL X, 7
Pz PR —VIRBREINRTVWEIIRTDOTFT—EZA— a VBRTFT— X a ZOEEEY A X2 &
AET,
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BE

SELECT * FROM pgaa.lakehouse_table_stats(table_name::regclass);

INTGA—=R—

Parameter Type Description

relation REGCLASS PFET B0 T — 7NV DLHITE 7213 OID,
R

Column Type Description

latest_snapshot_size BIGINT T—TNDRIDT 7T 4 TRAFy Tay

r DA FEADY A X,
total_size BIGINT XRF—&R b ST arad BREIAF Y

TTay b g, ATV AL —=TD
T— 7 NVCEEMT LN TVWEITRTDOT 7 A
LDNNA NEAOEETA X,

pgaa.test_storage_location()
TEFR S NIARIEG T OHefi L 2 7 A b L, SiAMD $7213F ZALMERZHEEL $9
o

SELECT pgaa.test_storage_location(location_name, test_writes:= true);

INFA—2—
Parameter Type Description
name TEXT 7 A N BIRESGFT D4,
test_writes BOOLEAN ‘rue DA, T 7 V7T a VIFEEALREREE
AT U THERRZHERR L £ 3, “false DA, #tA
WO DAHBTAFENET,
T

T A LG EENULL 2R L £, 7R PVRIL 72856, BB 7 — X v —Y 2R LE T,

pgaa.pgaa_version()

FEDOEIL R A=Y a3y, EILFH, Git 23 v by ¥ 2% 5 E EDB Postgres Analytics Accelerator DN —
Ya EmEELE T,
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pgaa.add_catalog

SELECT pgaa.pgaa_version();

INFA—Z—

Lo

R

BEDA YA P =LDO—ED Git i#Al . x>T4 v I/ "=Yay, ELRRALRRXYT, BIU—
B Git #AF &2 &7,

13.22 haOJ 77> aY
pgaa.add_catalog()

HFL W Iceberg 1 X 11 27% PGAA ICESR L 3, TOMEEIX. H X0 Y 2T LITEREINLEIC. H
BT = v 7 2 ET LT, BRIERE 7 7 ARTREMEZMEE L £ 5

o

SELECT pgaa.add_catalog(catalog_name, catalog_type, catalog_options::json);

INFA—=F—
Parameter Type Description
catalog_name VARCHAR PGAA AD H & v 7 D—E D%,
catalog_type pgaa.catalog_type AhraTRA T, BR=FEINTWVSHEIEZ.,

iceberg-rest Iceberg REST # & mn 2, B XU
“iceberg-s3tables’AWS S3 7 — 7 /LT,

catalog_options JSON BRI R =R = BIAANRTX -2 -2 B
JSON A7 =7 b,

AT 22 L —JWZGE T, catalog_options M JSON 7 7 A MZBIDF T a v BIEET 2 XEN D
hET,

e REST # & u /D&

{
"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",

"token": "your_secret_auth_token"
"danger_accept_invalid_certs": "false"
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e url REST # X a4 —¥L 2D~X—Z HTTPS) =~ FRA >~ b, - warehouse_name 7 = 7N\
Z ID 2R 5 N HEE AT RE 72 AU, W2 T 3 5 7212 —HBD REST 7w N4 X —TH
A—FZNTWVWET, - warehouse WX BT HF —ERANORFEDY = 7 NY AD—ED#INF, -
danger_accept_invalid_certs true IZFE XN TWS5E. Postgres (& SSL AEIAZE DMRFE % X
Fy7LET, ZhE WET A P ERBECEAIAEZEHT 258 ICOAERL 5, BED
N7V ZEEBIIER LT L RN TS0,

Snowflake Open Catalog ® & 5 72 —#5D Iceberg REST 7 X1 7" SN 4 X=X, BIDRT X —&X—%HE
TEHENDHD ET, KD OAuth + 7> a VRIEEL £,

{

"oauth2.grant_type": "client_credentials",
"oauth2.client_id": "oauth-client-id",
"oauth2.client_secret": "oauth-client-secret",

"oauth2.token_uri": "https://EXAMPLE-polaristest.snowflakecomputing.com/polaris/api/
—catalog/v1l/oauth/tokens",

"oauth2.scope": "PRINCIPAL_ROLE:read_only"

}

ZZT

* oauth2.grant_type OAuth2 70 — %2 EEL 3T, Y — L AMARFEORD — KWL EIZ
client_credentials T%, - oauth2.client_id ID o NA X —ZEEFINT TV 7 —
T arD—HEDHA T, -oauth2.client_secret 7 74 7> k ID OFSGEICHH X N 2% x —,
- oauth2.token_uri PGAA DEREHR L EE L TT 7 A =2 Y 2 ERT 25827 HTTP(S) =
¥ RARA b, -ocauth2.scope A 7> aF NI IA TV W77 ARBERL TV BHERE 21XV
V= ZADAR—ZARXYIH YRk,

o AWS S3 57— 7L DIGE

{

"arn": "arn:aws:s3tables:us-east-1:1234567890:bucket/my-bucket",
"region": "us-east-1"

}

ZZT

e arnS3 7T — I NANT v FDO—EOAFTH 5 Amazon ) Y — A% — 2 ARN ZHEE L £3, -region
S3 T =T NNT v PDFET B AWS T — Xt ¥ X — OYIBI G 26 E L 3,

R n
BT B hxn ORI EELET,

pgaa.update_catalog()

W7D Iceberg h 2 v 7 DA 7> a Y ISON A7 =7 b2 EH L E T, pgaa.add_catalog() &I[H
Bz, 20770 ad3BEEF = v 72 FEITL T, EEZEHAT 2H0TH LW ST X — X =538
HELTWAZ R L £3,

S
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SELECT * FROM pgaa.update_catalog(catalog_name, new_options::json);

INFTX—=F—
Parameter Type Description
catalog_name VARCHAR PGAA WD # & v 7 D—E D4,
new_options JSON FEH XN N T X —R— LGS X — R —

ZETVISONA T =7 b,

BH RO T RA S ITRER ISON 7 4 —)L FDFMNZDOWTIX, pgaa.add_catalog() SR L TL 72& W,

R n
EHDHINT 5. X7 O4RTZERL£T,
|

OAuth2 t—27 r%Zmn—7—>a L%,

SELECT * FROM pgaa.lakehouse.update_catalog(
marketing_lakehouse,
"url": "https://iceberg.example.com",
"oauth2.client_id": "pgaa_service_user",
"oauth2.client_secret": "new_secure_secret_2026",
"oauth2.token_uri": "https://auth.example.com/token"
I::json

DE

pgaa.delete_catalog()

BEREhlhzu e T —ZR—2Ah5HIRL T, BENLRT—XROBEREH D, hxo 7/ TEM
ENTVWABT—IIUDBERFELETIEEG, 2O 7727 ayTIEH AT — R85 X— & — %R true
WKRETHIRERDD T3,

2t

SELECT * FROM pgaa.delete_catalog(catalog_name, cascade := true);

NTA—Z—
Parameter Type Description
catalog_name VARCHAR HIkRS % 2 a 7" D4,

RDR—I 128
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£ T7T-HDOR—ID5DHX

Parameter Type Description

cascade BOOLEAN ‘true’ DS, PGAA X, X u x> ) &Hl
BRI 2HMIC. ZOH R S TEHINTVWS TR
ToOR—FVT—7)VEFRE HEIIICHIFR L £
T T 7 FL I false TI,

gl
IEEIZZET T2, HIfREN A 2 7 OXETZIEL £7,

=i

pgaa.list_catalogs()

AT ANICEFRENTVEZITRTOIEZB DY AP 2IRLE T, HEHfN,. X277 —XFEEHZ 4 L
227 WEOBWERTF —X AR ERET,

o

SELECT * FROM pgaa.list_catalogs();

INFTX—=F—
%l
T
Column Type Description
name TEXT 71 &1 7 DR,
type pgaa.catalog_type hruar7xA4 7T, yR— PR TVBEHEIX,
iceberg-rest Iceberg REST h & mn 2 B XU
“iceberg-s3tabless AWS S3 7 — 7 LT3,
options JSON ZOARa IR B EH ST X — X —
URL. ARN 7% ¥,
status pgaa.catalog_status H & a7 DBEEDNIVR detached., attached. re-
fresh_retry, %7213 “refresh_failed .
created_at TIMESTAMPTZ A RO T PRINEFR I N DR A LAR
¥
last_refreshed_at TIMESTAMPTZ PGAA DERIRICZ DA RV T DOERART =R %
IEFC R U 72 IR5 R,

pgaa.import_catalog()

TR DAF v Y EFEITL, BERIEAD Iceberg 1 X 1 27> & Postgres IC7 — 7 IVEFRD A ¥R — b5
TLET, 2077272 avid, PGAANVE— T —I N MR T 27D E LT —INART—
ZEERLET, ZAUIFHTIERDOA Y R—-1+ThHDH., HEITHEMNRFEINIEINCKE D £8 A,

2t
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SELECT pgaa.import_catalog(catalog_name, namespace_filter);

NFTA—2—
Parameter Type Description
catalog_name VARCHAR A4 Y AR—= T BLLHNCESR L7 & a7 D40,
namespace_filter VARCHAR FBELmE. ZDRPED Iceberg HRTZERIAN D
T—=TNDAMBAL Y KR—-bEhET, EkE
& 'NULL D35, TR TOHRLEMDTRTD
T—=TNAPBA VR—PFENET, 774 HME
"NULL T3,
W
%L,

pgaa.attach_catalog()

LIRTIZ Sk U 7z Iceberg 1 & 11 27 DRffEN 72 X 2 7 — X D[RR GINC LU E T pgaa.add_catalog() % HFHE
eExh b e, PGAA XY E— M A X 7 OEEZ HERNCEEHR L, 23U L TH— AL Postgres X X 7 —
REEHLET, R—V 7L — ROV TIEZ, AEZOJ DR 22| L TLEXW,

BE

SELECT pgaa.attach_catalog(catalog_name);

INTA—Z—

Parameter Type Description

catalog_name VARCHAR FIfA% BAGE 3 2 B85 A X 1 7 D44,
R
%L,

pgaa.detach_catalog()

B S 47z Iceberg /1 & 11 7 D72 X 27— X DA% AF1E L, detached IREEICEE L £3, cascade
Ptrue DA, TR Y FFTRENIH X I Lo TEHINTVWEIXRNTOT— 7L EHIBRLE T, cascade
2 false DEH., T—7UET —XN—RIZKD 34, FAEREIEL 3,

S

SELECT * FROM pgaa.detach_catalog(catalog_name, cascade := true);
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NTA—H—
Parameter Type Description
catalog_name VARCHAR UIb 3 BRFA D X v 7 DH4H,
cascade BOOLEAN F T aFil, “true DG, PGAA K. TX v
FFBENT, ZDHZa N ZFEEMF SN TWS
TRTOR—HNT — T NVERE HERIHIFR
LEd, 774 M3 false T,
T
Trrrvavid, TRyFENEHEOZDpgaa.catalog AT AT — T BITRERET,

Column Type Description

name TEXT TEEX NI & a7 D4R

type pgaa.catalog_type ol =R

status pgaa.catalog_status L WA T — & Z13 “detached 127 D £ 3,

pgaa.test_catalog()

BRI NIz Ieeberg X0 7 OEREMKET A M LET, DT 7 7> avid, Postgres f Y ARV R
BYVE—IARRTIY FRAL Y P EEETES I 2MRL. A7 a VTR ERERICEE
ANAMERDS D 5 Z & ZMEEL £3

S

SELECT pgaa.test_catalog(catalog_name, test_writes:=true);

NFA—=H—
Parameter Type Description
name TEXT T A NT BBEFAD X0 T DA
text_writes BOOLEAN ‘true DGE, 777> aViINRRTXRT—
Y —EANDEF AL AT LT, MR %
MR L %5, “false DEE, FAHD HERD A3
TAMENET,
W

TR MBI UTGEIENILL BB L E S, TR MPBERRLUEGE, AL — X vt —V %R FT,
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pgaa.list_catalog_tables()

BRI N7z Iceberg 20 THHAAER TR TOT =70 La—D Y X MRRLET, ZOKRERff
T2, BONCT =TV EB—HLT —RR=RZA Y R— bEL3ERTLI e, VE-IDX

Qry0arrryVEERTEET,
BE

SELECT * FROM pgaa.list_catalog_tables(catalog_name, namespace_filter);

INFTX—=Z—
Parameter Type Description
catalog_name TEXT BRRT 28T AN X1 7 DA,
namespace_filter TEXT BT 258, 7 4 VX —7F % Iceberg ZR124 M0
AFx—<ZEELE T, BIEE/IZ NULL D8
B DERTHADFTNTOT — T ARSI E
9o 7 7 4L MENULL TS,
T
Column Type Description
schema_name TEXT ) £ — + D Iceberg #ATZEM/ R F —,
table_name TEXT T—TNEREE 2 — DI,

pgaa.drop_catalog_tables()

FFED Iceberg h X B 712X 5> TEHIN TS TRTDHE—H)L Postgres 7 — 7L & B a2 —EHR T HIFR
L %79, cascade 7’ true DH, MEFEA 727 V2 BAET, VE—FDIceberg hX0 7 DT —T )L

I3 L ZEA,
T

SELECT * FROM pgaa.drop_catalog_tables(catalog_name, cascade := true);

NFA—H—
Parameter Type Description
catalog_name VARCHAR BHT — 7 ADHIRENZBEFEAIZB T D
E2L:1I
cascade BOOLEAN ‘true DHH, 7707 alidIinenr—7
NMEKFET 24 7Y =7 + 2 HEIICHIBR L %
T T 7 4L M false T,
T
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Column Type Description
schema_name TEXT T — 7 VDMFLE LTz — B )L Postgres A ¥ —<,
table_name TEXT HIfgX iza — L7 — 7L D4,

13.2.3 Spark 7 7> o> 3>

pgaa.spark_sql()

SR A D Spark Connect T > KK A > b %/ LT Postgres 27 7 A % —T Spark SQL 7 TV — % [E#ZF(T
LE3, ZAUT XD, Postgres THEHT X742\ Iceberg [EAEN —F > F721& Spark 7 7 > 7 > a YR FLTT
X%9,

ERAEER TR —Y % —D Y R MZDOWTIX, Spark procedures 2SR L TL 72 W,

D77 rIYarEFIETTBITE. WA YT X — & — pgaa.spark_connect_url ZF%E LT, fEHREE
7% Spark Connect H—E A% KA ¥ M F20EDRDHD 5,

S

H—h&aZ70Ggs

{SELECT pgaa.spark_sql (query, catalog_name);

BEOH 2o Z0EE

‘ SELECT pgaa.spark_sql(query, ARRAY[catalogl, catalog2]);

NFA—H—
Parameter Type Description
query TEXT FAT7F % Spark SQL A7 — F X ¥ b,
catalog TEXT or TEXT/] 7)) —WZEHTH—DAhXa T4 £723h
& 7oA,
Wan

JSONA 7Y 27 b2 LT74—<v b S/ Spark 7 =V DGR v b
B

rewrite_data_files Spark X A7 Z N L TRA R T =X DI —N—~v FZHRL 75

SELECT pgaa.spark_sql(@ﬁ
CALL preexisting.system.rewrite_data_files(
table => "preexisting".'ns-1"."table-1",
strategy => sort,

sort_order => value DESC,
RDR—J12HK <)
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HIDR—=I 05 DFEx)
options => map(rewrite-all, true)
)

80

pgaa.execute_compaction()

JEfE% RIT LT, W7 Iceberg 7 — 7LD T 3 —< VAL A ML —VREEA EXEE T, pgaa.
spark_connect_url % F X —& —% 41 LT Spark Connect Z i 2 L ELH D 3,

0 IR

7 7 ¥ ¥ a ¥ “pgaa.execute_compaction()’ 1ZIEMELE T, pgaa.launch_task() BEHR L FT,

o

SELECT pgaa.execute_compaction(table_name::regclass, settings::json);

NTA—Z—
Parameter Type Description
relation REGCLASS JERES 2 0817 — 7V DR E 721& OID,
settings JSON BHEF K- PP INTWERA, EMHEIEZ ER
T2 7>arDISON A 7Y =7 b,
0 R

2R X —&—settings” IXIREHR— IR TWERA, KODIT. pgaa.spark_sql() ZERALT, 75
A KR —"TC Spark 7 TV ZEHEFETL X T,

Rn
2L,

]l

SELECT pgaa.execute_compaction(lakehouse.inventory_iceberg: :regclass);

13.24 NV DT ZIOVRERI TIP3
pgaa.launch_task()

TMTNRETLITAAN=T T —=TNDNY IV T 579 PR TFVRRRAT 2R Y 2a—VLET,
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0 IR

Delta Lake {¥fEHAIREZR TR TD X R 7 X4 FZHK— b LTVE D, Iceberg 7 — 7 WIFHAE “com-
paction AL —> a2 Y DAEZYR—FLTVET, E5HIT, Iceberg T2 %7 ¥ a Yid. dry_run ZBR
&. Delta Lake TEAATREREFMIZZAEALF — 2 F K — b L TOWEEA,

T

SELECT pgaa.launch_task(
table_name: :regclass,
task_type,
task_options::jsonb,
scheduled_at: : timestamp

5
INTA—Z—
Parameter Type Description
table_name REGCLASS RRAYBEGTT20MT — 7 VOHARFTF72&
OID,
task_type TEXT X TF Y RAF RV — a ¥ compaction. zorder.
vacuum, F7z1% “purge’,
task_options JSONB RR7RATIEEOERU T 2SR TLE
W,
scheduled_at TIMESTAMP fRESNIGE. XA T DR E TR L T

ETENFET, 7 4L MENULL TS,

JSONB task_options DL, £ task_type ICX o> THEALD 3, columns ZNHEY 3 zorder .
storage_location ¥ path D% MNE YL T2 purge ZRE, IXRTOA T avidtF 7> aFi,

o compaction NER T s A NERERT 7 AN —Y LT, OMAF vy reEdfbLE3, #HA]
HEZR task_options XD EBH T,

{
"target_size": 536870912,

"preserve_insertion_order": true,
"max_concurrent_tasks": 10,
"max_spill_size": 2147483648,
"min_commit_interval": 60,
"dry_run": false

e target_size TAXDAMH N7 7 A4 VDY 4 X BN, PHEMNTHEELE T, -
preserve_insertion_order F A X D AITOHMEDO Y — FVNEEZHFT T 208 5, -
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max_concurrent_tasks TNV X DA T/ EXF 2 — R —DPEITTEZUMHN XA T DEEFHIRL
F3, -max_spill_size TN EDATRELAFIZT 4 AZICHRHTE KT — XV 4 %4
MM TERELE T, -min_commit_interval T/L & DA /MR 2 BN THREL 371
A ZDEFHEAI Y FT B, -dry_runtrue DG, ARV —2 a VEFHEBS IR IEERL
I, EMIEEITLER A

o zorder 7L R DAEBDINI Dz TT —XEERE LT, ZNHDFNIT7 4 VA EFH LT
VO IF—&22%y 7 RALEXEEZ752%Y v 7FiE, HHATREZ: task_options IZXRDE B D
7.

{
"columns": ["customer_id", "transaction_date"],
"target_size": 1073741824,
"preserve_insertion_order": false,
"max_concurrent_tasks": 4,

"max_spill_size": 2147483648,
"min_commit_interval": 30

}

ZZT

e columns HE Z & — X —IZEH XN 25| %2 R T XFH DR, - target_size 117 7 A L DH¥ A
X% NA FHEAITHEEL 7, -preserve_insertion_order {TOEEFED Y — MEZMHET 208
97 -max_concurrent_tasks T/ F 2 — R —DPEITTXZWMHNX A7 ODHEHIRL 5, -
max_spill_size 7REAHNZT 4 RV IZIMHTE B2 HRART — XY A4 X% N4 VRN TRELET, -
min_commit_interval A0 OEHE 2 I v T2 TORNMHER 22BN THRELE T,

e vacuum Delta DATILX b T 0 HF 7T ara il k- TSRENZL Rol=HinwT —& 7 7 £ LEH|
FRL, A7 =27 PR ML =Y DFEBERML 3, HHRFEEXR task_options lZRD L BH T,

{
"retention_period": "168 hours",
"dry_run": false,
"enforce_retention_duration": true

}
*ZT
* retention_period ZXNTWVWARWT 7 A LDHIFRDONR L 72 2 FiHEEHFELE T, - dry_run
true DLE. HIRENZ 7 7 AV EHEBS IR IR L T3, HIFRIZESTLEE A, -
enforce_retention_duration true DIGFE. XA IET AT LD 70— VE/NEEFHIRICH LT
retention_period Z#EFL £ 3,
e purge T VRXDABFFED A M L —I A0 67— X ZHBRINCHIBR L £3°, #HPEE7L task_options
FEXOEBHTT,
{
"storage_location": "s3_main",

"path": "archive/2023/temp/"
(RDR—J12HKi <)
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(BIDR—T 5 D X)

}
ZFZT
* storage_location & %H, TRFGATOART, - path SERICHIERT 20BN D 2 (RIFG AT DN T 4
L2 PUSRRERIZT 7 A VARG,
T

RRAY D—EDRAT 1D,

pgaa.background_task T — 7N LRI NSZZ X7 ID EBET A ICED, RATDAT—R A%
RTE% 3,

Al
c BETHMEDEIOH VT —X 7 s A L EHIRL T,

SELECT pgaa.launch_task(
sales.transactions,
vacuum,
!”retention_period": "7 days", "dry_run": falsei::jsonb

DE

o EfEERITLET

SELECT pgaa.launch_task(
telemetry.logs,
compaction,
"target_size": 536870912,

"max_concurrent_tasks": 2

I::jsonb

DE

* ¥l region B XU customer_id T/ F AKX Y V7 F25Z 82K 7T —XIT2FHMRML 7,

SELECT pgaa.launch_task(
crm.customers,
zorder,
"columns": ["region", "customer_id"],
"target_size": 1073741824
I::jsonb
)5
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13.2.5 Postgres DistributedPGD #i & #&5E

pgaa.convert_to_analytics()

PGD L7V # — 7 —7/)LHTAP % PGAA 7 7 L A FIEICEMILE 3, ZD7 77> ayid, L7V —
SarvENLTREHENZA T2 P AL —I 7 A4 AN FRRETAXERCD 207 — X B E
BRAVILET,

o

CALL pgaa.convert_to_analytics(relation_name::regclass);

INTA—=HE—

Parameter Type Description

relation REGCLASS 7FVT 4 7 RICEW T APGD LY — 1t
7 — 7L HTAP D% i % 721X OID,

R dn

7;1—/0

0 IR

b — 70T — 7% PGAA 7 — 7VICEI ST 372912, ALTER TABLE a< > F ¥ ‘SET ACCESS
METHOD PGAA® 5T 5 Z 8 dTXET, ibflllld. Table options ZZHRL TL 72E W,

pgaa.convert_to_tiered_table()

HElS—T7 4 v avibe oA 7n— REHL T, e —77— 7% PGD BEHOREE T — 7 VICEWL
T3, ZOMKBEIX. =T 4P a U MbEINIR TPV T T NVDIEREHENL L, BEFEOT— 2%
L, Ry VB a— L RBOWAEDS A 79 A4 7R O —2RRL %3, &Mz, BETF—TILDR
EESBBLTLIIEX N,

=

CALL pgaa.convert_to_tiered_table(
relation := relation_name::regclass,
range_partition_column := column_name,
partition_increment := interval_string,
analytics_offload_period := interval,
initial_lower_bound := start_date_string,
retention_period := interval DEFAULT NULL,
enable_replication := boolean DEFAULT false,
minimum_advance_partitions := integer DEFAULT 2,
maximum_advance_partitions := integer DEFAULT 5,
drop_after_retention_period := boolean DEFAULT true,

(RDR—=I12Hi )
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purge_analytics_target

DE

(HTDR—T 5 DFEX)

:= boolean DEFAULT false

0 IR

LyIR—=FT 4 aifEHEINZINE, EXF—TH2LENDHD £,

S UV AERENEF R EELT—NE, BET— A TR R IR TVWERTA, BEET—
TNCERT BFNC, =7 Y RAFERFa YR M4 VY EYIRRT 2XERH D F5,

INFTRX—=F—

Parameter Type Description

relation REGCLASS BEjE T — 7 NWVICEH S 5 b — 77 — 7L D4R
% 721% OID,

range_partition_column TEXT Ly R—g4vavibicfHIR 35,
"DATE %7213 "TIMESTAMP' T®» h, F¥—IZ
BENDZREDDHD T,

partition_increment TEXT 1Tmonth' 72 ¥, HNX—TFT 4> a DY A X%E
3 5 IR FERR.

analyt- INTERVAL R=T4>arPa—HINVANL=IDbHT—

ics_offload_period RLA7Da— LV REIIBEIZhEETOL X
WEEARSER T Y,

initial_lower_bound TEXT BHIDN—T 4 > a D NEDBHEHE,

retention_period INTERVAL (AT arn) F—2Ba— L RE»PH =Y
INBFETOHAM, 77 4/ MENULL T3,

enable_replication BOOLEAN (AT ay)uwuwe DGE 77T 4 THRAN—=T 4
avDFATI I PR PL=INDY TILE
ALV TV —2ary% HTAP 7—7 12 LT
BIMCLET, 774 M false TF,

mini- INTEGER (7 aF) TNk —FT 4> a v

mum_advance_partition. DN T74NM1 2T,

maxi- INTEGER (AT atrn) T 2RO =T 4> a v

mum_advance_partition, DA, T 74NV F5TT,

drop_after_retention_pe. BOOLEAN CF 7> a ) R O B REAR 23 7= 14,
R=TFT4Zarra—Array F5any
ID T 7 AN NI trueTT,

purge_analytics_target BOOLEAN (AT a>) e DFE, AT AT

TALIZ b MVEREAEZ Ty ) ICBHFED
T VDHIBRENE T, “false ITRREINTE
D, BFO 7 —7Adgi EniGa, a~<v o K
3L —CRMLET, PGD63+THR— P&
NTWVET, 77 4L M false T,
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R
2L,

|

b — 77— e REEEEIC AL, T—

EMAZTIIR—T 4 afbEn, U TIALRAL LGN DT=H
W25 RIZL Ty —bER, 3HhAMEEVWEa— AL FX ML —JICHEINICE 70— R ET,

CALL pgaa.convert_to_tiered_table(
relation =
range_partition_column =
partition_increment =
analytics_offload_period =
initial_lower_bound =
retention_period =
enable_replication =
minimum_advance_partitions :=
maximum_advance_partitions :=
drop_after_retention_period :=
purge_analytics_target =

public.sensor_readings: :regclass,
reading_time,

1 month,

3 months,

2026-01-01,

2 years,

true,

pgaa.disable_analytics_replication()

HTAP 7 — 7L DA T2 P AL —SADPGD LV —2a v BHMICLEST, ZOT7 720 a
NE ATV PR ML= ANDEKGEL SV —a Y AN — A BELETAIICED, T—T L%
HTAPIREED S b —FREEICRE L 3, #HlllE, 7FHU T4 O ZAANDER 2SR LT XN,

o

CALL pgaa.disable_analytics_replication(relation_name::regclass);

INTAR—H—

Parameter Type Description

relation REGCLASS LTV r— a Y EERNCT S HTAP 7 —
7N DHETE 721% OID,

pIALT

Lo

0 IR
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HTAP 7 — 7 A DL 7V 5 —> a v E2EMITT 51C1E. ALTER TABLE 2< ¥ Kt “SET
pgd.replicate_to_analytics = FALSE® 2732 Z & b TEEF, #Fflld. Table options Z B L TL 72
S,

pgaa.enable_analytics_replication()

GHHOA T 27 PAPL—IADL—FF—TNLDPGD L U r—a y2HNNILET, D77
v avii. Oy UADERL V- a vy A M) — A HBTAZEICk D, B —
F— L% HTAP 7 — 7OUIRAIT L 9, 3HlE. 7FU T I ZAANDER 2B LTI W,

o

CALL pgaa.enable_analytics_replication(
relation regclass,
purge_analytics_target boolean DEFAULT false

Js

NTA—H—

Parameter Type Description

relation REGCLASS ML TV r—2a v 2BMITE2e—T7—
7N DHTE 7213 OID,

purge_analytics_target BOOLEAN (7T ar)tue DHE, LTV r—2 a v
BT DENCHN X =7y b OBIFED T — X% 8—
PLET, PGD 63 LIENRKRETT, 774V
MZ “false" T3,

Woan

% Lo

0 iR

E—77—=TNOV IV —>aryEEMCT SICE. ALTER TABLE 2< ¥ F¥ “SET
ped.replicate_to_analytics = TRUE® ZE1T3 2 Z & b TEE 9, #EMlX. Table options ZZR L T <
72EW,

pgaa.htap_table_stats_uncached()
PGD BREED HTAP 7 — 7L Oiffiat ZFER £ 5,

BE

SELECT * FROM pgaa.htap_table_stats_uncached(
htap_catalog text,
(RDR—D12HiR)
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htap_catalog_namespace text,
htap_catalog_table text,
htap_storage_location text,
htap_storage_path text,
htap_format text

(HTDR—T 5 DFEX)

);

NFA—H—
Parameter Type Description
htap_catalog TEXT HTAP 7 & 1 7 D4,
htap_catalog_namespac. TEXT HTAP % & v 7 NDHFITZER/I A F—~,
htap_catalog_table TEXT HTAP # & 1 ZNORED T — 7 V4,

htap_storage_location — TEXT

F 7Y =7 MREFGFTO URL % 7258511

htap_storage_path TEXT T —RPFET 5 A ML=V BN ORIE D R
Ao
htap_format TEXT A b= THHEINE T —XEA,
Wan
Column Type Description

latest_snapshot_size BIGINT

total_size BIGINT

BRHDTF—X2AF v T ay DA FHEAD
¥4 X,

T— 7 NVICEEMSIF SN TS TRTDT— X
DEFHEEY A4 XD NA b HAfT,

pgaa.list_tiered_tables()

NR—T 42 aV&E. T—2EFHRYV Y —, A 70—, AP L= A XX MY w27, PGD

EMOREELT — 7V BT 2R EREIEL £,
S

SELECT * FROM pgaa.list_tiered_tables();

INTA—R—
Lo
R
Column Type Description
schema_oid OID AF—<DHNEA T =7 kBl T
RDR—JNTHe L
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#£ 27 —HiOR—I D5 D=

Column Type Description

table_oid OID T—7NVDONEA T = 7 MEHIF

schema_name TEXT Bt — 72 &R % —~ D%,

table_name TEXT FEfE 7 — 7L DT,

partition_increment INTERVAL HEIS—T 4 > a2 MDD 7= DITER I M-,

retention INTERVAL T—ZMB ey FINDLE TR N2 R,

analytics_offload INTERVAL F— BRI F I — REND % T
D Wi,

replication_enabled BOOLEAN T7FVTATANDL IV r—>a VBT 7T 4
ThEI P RLET,

tiered_data_size BIGINT FITI2 7 FPAML—JRKBHEIN TS T —
ZDEFHA DA B,

untiered_data_size BIGINT O—HILARL =Ko TWVWBET—XDAEE

P A XD N4 HAL

pgaa.restore_from_analytics()
ATV 2V PR ML —=IIZH % PGAA DT — 7 N EAFHED PostgreSQL & — 77 7 A THEIAEH L £ 7,

BE

CALL pgaa.restore_from_analytics(relation_name::regclass);

INFA—Z—

Parameter Type Description

relation REGCLASS b — 77— NMZIETTT b PGAA 37— 7L
DT 7213 OID,

Wan

Lo

0 IR

PGAA 53T — 7 V% b — S ICEE T 372912, ALTER TABLE 2~ > K ¥ “SET ACCESS METHOD
heap ZFEITT 22 dTEFE T, FFMITOWTIX, Table options #BHR L TL &\,

13.26 A1—FT«oAUT0 7703
pgaa._bench_replication()

pgbench D X 5 BREWRN Y F <=2 ZFET LT, F8E ENTAREGFAAND T — XD DIABDRT 5 —=
YAZMMELE T, 7T —20ou—- FEELFHNKR N7 o7 a vy 2r—T7y 2R LE T,
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BE

SELECT * FROM pgaa._bench_replication(
storage_location text,
format text DEFAULT iceberg,
scale integer DEFAULT 100,

transactions integer DEFAULT 100000,

dry_run boolean DEFAULT false

N
NFA—Z—
Parameter Type Description
storage_location TEXT RNV Fv—7 T —XBREXAENS PGFS %5t
RIFGFT D% T
format TEXT NV F—7WMERHT 27— NER, 77+
JL Md'iceberg' T3,
scale INTEGER NV FY =T DRT =R, T — %€y b
DY A RBRELET, 77 4L 100 T,
transactions INTEGER ANV—Tw hTFAMRIZIalL—FrT3F5
YW a v DEEE. T 7 4V M& 100000 T
KRS
dry_run BOOLEAN ‘true DIFE, 77 V7Y a VIZEBORY Fv—
7 RFTRTITNNT X — X — e MGE LU %
3, 77 4L M false TI,
T
Column Type Description
initial load speed DOUBLE PRECISION V7T —2ty " PR ML —DIEFEZAEN
(MB/s) I,

throughput (TPS) DOUBLE PRECISION

Ry Fv—IHICERINEZ 1RO T >
_]j:‘& ?‘/ 3 \\/@T#ﬁﬁo

13.3 Table options

13.3.1 PGAAT—J LA T ay

CREATE TABLE . ALTER TABLE X7 — b X ¥ MiE, USING PGAA WITH

THEITTEET,

LCHEROF TS a v ERFEHL
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Option Type Description

pgaa.storage_location  text PGFS A + L — YT D4,

pgaa.path text TRTFGFTN D /2,

pgaa.format enum T —7VER, BMRMEIL delta’, iceberg. B X

O “parquet T3, HEEEIC X » TWEIR— I
TORWBAHD D £ T,

pgaa.managed_by text hERuZEBT—TNDhRu T,
pgaa.catalog_namespac. text T & a ZNOLHTZER-/A ¥ —<,
pgaa.catalog_table text A zuITHNDT — TN,

pgaa.auto_truncate boolean 7 7 RTTEN PGAA YD BEH B, b—F

F—EZBYDIETHNE T, PGD HENLET
T, FEiCOWVWTIE. TFUTAIRAANDA T
O—F 2L TLEENW,

pgaa.purge_data_if _exis boolean *CREATE TABLE AS" OZEATRHCBEHFED 3 7 —
ReNX—=TYLET,
pgaa.tiered_table boolean Wgr—7 e L T~v—2L%3, PGD#ED

HETTF, FHicovwTiE. BET—7ILDE
EE2BHLTLEZN,

£l
o HEUEHT — TILDOIERK

CREATE TABLE managed_sales_data (
id BIGINT,
sale_date TIMESTAMP,
amount NUMERIC

)

USING PGAA

WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
pgaa.catalog_table = managed_sales_data

D

0 R

FIERZZED () DEXICT DL, PGAA IR, BANCT— TN ERBRLIE ZFRIXRXRT—RT 7 4
5 2F—<%EHENHE L, VY E— b D Iceberg/Delta X X 7 — & % 721% Parquet \ v X —THOM >
74—V FRAHTTH 2~y T LET,

o HiOWH ST — I N EZEHE LT, PGFS X FL—UBFi2 KAV FLET,
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ALTER TABLE managed_sales_data

SET ACCESS METHOD PGAA,

SET (
pgaa.format = iceberg,
pgaa.storage_location = my_lake_data,

pgaa.path = warehouse_data

13.3.2 PGD 7—J LA 7> 3>

b — 7% 721X HTAP 57— 7 /LIZ% L C CREATE TABLE . ALTER TABLE X5 — kX ¥ FZ2EFTL. XD PGD
FFavERRETEET,

Option Type Description

pgd.replicate_to_analyti boolean F T2 PR ML —IANDMEGRIL T T —
Pa ERAMELZENNCL T T, FEMICON
T, 7FHITAVZAANDER 2ZRLUTLE
S,

pgd.purge_analytics_tar, boolean BEOT—IN %A T 2 VAT T4 L2 b
Vi3 AL&u sy P ULLHIBRL £3, #F
MicoVWTiZ, BET—7ILORE 22 LT
{TEEW,

Al
c IEDOT —TINEEEL T, A7V 27 FA L —IADHGNL PV —> a V2EMMCLET,

ALTER TABLE my_table SET (pgd.replicate_to_analytics = TRUE);

13.3.3 7V RAEDERE

T—INDT7 I AFEEERTSZLICELD, VIV I a YA ML=V A ML —VETT—
TNVEBITLET, ZHE. a—ALD Postgres T4 A7 & A 7327 PA ML —=YHTT—X%Z2FHT
BEIT2EEAEERELE T, 3. 7FUVTa9ZRADOFAT7O—K 2B L TLEXW,

HTAP 175 PGAA ADYIDEZ

HTAP 57— 7NV %A 727 PR ML =224 78— R L, B—H LT 4 AZHEBEPEAHT 21213, 7
7B 2J1E"E PGAAWCEHELE T, B—H L7 —XFHFREN, T—XETFT—Z LA ZI2DOAED £7,
. BEHbENZZ4 794 2tk T7a— ROFFHRETT,

ALTER TABLE sales SET ACCESS METHOD PGAA;
SET (

pgaa.auto_truncate = true,
(RDR—J12Hi <)
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BIDR=I D5 D %)
pgaa. format = iceberg,
pgaa.storage_location = my_lake_data,
pgaa.path = analytical_data
s

PGAA DS E—TADYIDEX

DT —=TINER =NV TF T2 a T —INIEILT B, 7272 RF5iE% PGAA S —7FI1Z
ZEHLZEF, Postgres ZA TV 27 AL —=IDETF—X%E TN, B—HNL AL —IR—IIZHER
LE3, 2 MENCA 7 — RENT —RICESHEEDOEH 2 FEITT 20BN H 25 E5HHL T,

‘ALTER TABLE sales_history SET ACCESS METHOD HEAP;

13.4 Data types and definitions

EDB Analytics Accelerator PGAA l&, # A 7 4 7@ Postgres T — X X4 T T —X L 4 7 DER#E{LE -
A LF—BREZI YT LET, TOR=—JIUI, PR—PEINTVWEXA T2V XL, PGAAE
B 2—THRONPZIRAT—XRa—FEERLET,

13.41 7—XE

PGAA X, 7 — &3 Postgres ICtAAEN D 7KL, T—X LA ZICEZAENSTEPGD MG ZEH L
THERKEELES, 207 —F77F vid, BHLRERXELEIR—- IR T0WRVWER L OL#H LR H
PR AR LS, 73— Y RAEHRAELET,

TFIT 40 AN 5 DEHED

PGAA 77—V EBETHE, oI VREVAINIZANLT =X ERE L, AF - TERINX—
77w b Postgres XA FITHEHIL XS LET 2 AT 4 INAFVTF=2IF, $REEKBICED 5720
IZ Postgres X A4 FICEE~ v B2 7 INETH, MDD X A FIINE Postgres ZHUMEREZHH L TR —5 v
k& A FITEHANCRENE T,

Natively Supported Coerced

BOOLOID CSTRINGOID
BYTEAOID TEXTOID
CHAROID VARCHAROID
INT20ID BPCHAROID
INT401D JSONOID

INT8OID JSONBOID

OIDOID UUIDOID
FLOAT40ID ANYENUMOID
FLOATSOID CSTRINGARRAYOID
NUMERICOID TEXTARRAYOID
DATEOID VARCHARARRAYOID

RDR— IV L
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#£ 3B-—FOR—I D5 DX

Natively Supported

Coerced

TIMESTAMPOID
TIMESTAMPTZOID
INTERVALOID
BOOLARRAYOID
INT2ARRAYOID
INT4ARRAYOID
INTSARRAYOID
FLOAT4ARRAYOID
FLOATSARRAYOID

BPCHARARRAYOID
UUIDARRAYOID
Any other type

THFITAOANDEEAH

T—RET—RULA 7 ICHET 255 PGD MG 2T 2 2. PGAA IR EHRABRICED B72DI12 4
FTATNAFUVENAE—ZFHLE T, BICKRIZRA ML —IFERTHA T4 W R—F ENTWRWE]
R A THFELE LS. PGAA 1ZFN % UTF-8 73 X FREICHENCEHR LT, —BL-E#EEoE N

HERABZRIEL X9,

Natively supported

Converted to UTF-8 text

BOOLOID
BYTEAOID
CHAROID
INT20ID

INT40ID

INTS8OID

OIDOID
FLOAT40ID
FLOATS80OID
TIMESTAMPOID
TIMESTAMPTZOID
DATEOID
INTERVALOID
NUMERICOID
BOOLARRAYOID
INT2ARRAYOID
INT4ARRAYOID
INTSARRAYOID
FLOAT4ARRAYOID
FLOATS8ARRAYOID

CSTRINGOID
TEXTOID
VARCHAROID
BPCHAROID
JSONOID
JSONBOID
UUIDOID
ANYENUMOID

CSTRINGARRAYOID

TEXTARRAYOID

VARCHARARRAYOID
BPCHARARRAYOID

UUIDARRAYOID
All other types
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13.4.2 BEIEEADOHERE X T—2 R
RDNRFG R —&—fHIZ, FICPGAABH L 2 —12HH FT, Rz, ZRASOHALHR—FERTV3

HEEVRMLET,

Type

Supported values

Description

pgaa.table_format

pgaa.catalog_type

pgaa.catalog_status

pgaa.replication_status

pgaa.task_status

delta, iceberg, and parquet.

iceberg-rest (Iceberg REST
catalog), and  iceberg-
s3tables (AWS S3 Tables).
detached, attached, re-
fresh_retry, and re-
fresh_failed.

disabled, initial_offload, and
enabled.

pending, running, success,

and failure.

F 727 AL =YD T — T DIEINE
o
HERa Y — A0,

Postgres & 71 2 1 27 i O BITE D [F H] D IR AE,

FEE T — 7LD T — X DB DIREE,

NI TITI9YRIT—H—RATIDIT A TH A
7 VIREE,

13.5 Benchmark datasets

P TIARYFI—=I T =Ry P 2ELAWS D7V v 7 S3 ATy P2HATERS, 2abid, X
DLy FRA Y ENLTHHATE XS,

¢ s3://beacon-analytics-demo-data-ap-east-1-prod

* s3://beacon-analytics-demo-data-ap-northeast-1-prod

e s3://beacon-analytics-demo-data-ap-northeast-2-prod

* s3://beacon-analytics-demo-data-ap-south-1-prod

e s3://beacon-analytics-demo-data-ap-south-2-prod

* s3://beacon-analytics-demo-data-ap-southeast-1-prod

* s3://beacon-analytics-demo-data-ap-southeast-2-prod

e s3://beacon-analytics-demo-data-ap-southeast-3-prod

* s3://beacon-analytics-demo-data-ca-central-1-prod

e s3://beacon-analytics-demo-data-eu-central-1-prod

¢ s3://beacon-analytics-demo-data-eu-south-2-prod

¢ s3://beacon-analytics-demo-data-eu-west-1-prod

¢ s3://beacon-analytics-demo-data-eu-west-2-prod

* s3://beacon-analytics-demo-data-us-east-1-prod

¢ s3://beacon-analytics-demo-data-us-east-2-prod

13.5. Benchmark datasets
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* s3://beacon-analytics-demo-data-us-west-2-prod

AF—HTEWMILILITED, ThoDTF—Xty FOT—TAZRARTEET,

Schema name Dataset

tpeds_sf_1 TPC-DS, Scale Factor 1
tpeds_sf 10 TPC-DS, Scale Factor 10
tpcds_sf_100 TPC-DS, Scale Factor 100
tpeds_sf_1000 TPC-DS, Scale Factor 1000
tpch_sf 1 TPC-H, Scale Factor 1
tpch_sf 10 TPC-H, Scale Factor 10
tpch_sf_100 TPC-H, Scale Factor 100
tpch_sf_1000 TPC-H, Scale Factor 1000
clickbench ClickBench, 100 million rows
brc_1b Billion row challenge

0 iR

ClickBench 7— &t v + @75 — &%l *EventData” 1%, HAFTl37 < BE T3, ClickBench DFI& 121X
KXEDREEND 7D, S|FHFTHOHBEDLD D 35, Postgres D5 FFFD 72 WEAIFIIKSFE & /)
NEBRRBIENFH A,
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