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TOMEERBIEL ¥ L,

7407 — ) —FTOXRINVOEAZEIETZ2Z212XD, vV F /) —Fty b7 v 7 TD CTAS &
EERRRLEL,

CREATE TABLE AS SELECT #{ETO NULL FAHICHE LI X T —2 a7+ — L M REBIEL
F L7

CTAS FEfTRNCHEBANEZ VY b T3 2212k D, =D T—TVLOBEEROMEREEL
L7

LIV —2ary o4 RTORMBERL ANy FHA XOMEZBIEL X L,
EMERZZHBRERANY FOITRAA vy andy 7,

BEFEOT— IV EREEHEEO R W 2= —T 4 > a vy 7 —T7LTIELL Fay FE R WE
R L E L,

DirectScan 7 TV HIHICBIT 2 7 2 VDB COMEEZBIEL % L=,

10
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CREATE TABLE AS SELECT CTAS IZ[EE N F4: L 7=1%. DirectScan 23EME L7z 72 A HEZ R L %
L7

Pa—0DRHZ A Z2ORR—VFBIELE L,
pgaa.tiered_table & 7> a V2 LW T2 TOEEF —HIKNERZRRELE LT
SingleTableFileCatalog 7 — 7V HIFR T DA 7Y = 7 MHIFRR a -7 2EIEL % L7,

T—7NADYIDIE T T AMEERRL., T—INYDIETH T — X %EZED Parquet 7 7 4 L DX
DT 77407201 WIELKEZMZ S X512 L7

KI 2 7 — 7 LT Out-of-MemoryOOM L. 7 — % 5§42 X & 7= Create Table As SelectCTAS #f/EH D
XEV V=T RERLUE L,

NERT —T<w B ZTHEIERICRETEXEV Y -2 BIELE L,
N—T 4 ¥ alHokMERiTEFERT 5 &, EEtT— 7L DML 23S 2 A BIELE L=,
CTAS 7 v 7 AR E LT — IV DFEZEERHIRL E L.

tiered_table & 7> a v EREDIRLFEL L EC M) —EN3EEXF— 7 —2BELE L

247 1 VITSARNSIVF R EEFDMODEE

LAV —2a RT3 —< Y ADEHERYF—72BIMLE LT,
rustc # 1.92.0 WCHEH L F L.
DataFusion 50 I 7 v 77’ L— RENF L=

ABI N— 3 > 300 3 A L, pgaa_tabular_exists A4 7Y =2 F =V Y OHEHEER B L
9,

PGAA ABIV300 2/ L TCTF—RE - T EHEER N L L=,

2.4.8 FEELE

ARYET7RYDRARA M7=V = P 2HIBRLE Lz,

6.1 X DHEID PGD N— 3 ¥ DHHR— b ZHIFRL % L7z,

BigAnimal ¥4 F 7 —E{RZHIFRL % L7,
pgaa.get_all_analytics_table_settings 7 7 27> a Y ZHIBRL % L7,

13 EDHION=a oD 7y 70— RSREBHIBRENE LTz, A= a3 D —F—(3,
1.6.0 ICBENT B3RS, BHICPGAA 13.1 X7 v 77 L —RIB3RERHH FT,
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Postgres Analytics AcceleratorPGAA (&, Postgres % = EREIHT = > S VB L £9, PGAAZ. X7 ML
CENTFATEA =TT TN T =<y P 2HET S LITKD, Postgres T 27 L%z 2 2
L7l T=RUA 2 THEML OLAP 7 ) ZHEFEITTE T,

RDYY —RA=FHLT, 7277 L —2DM2zMHEL, EHY -2 70— FHICEREEZE/RL £,

 Analytics Accelerator quickstart guide PGAA DA ¥ A b —)b, BREFEGFZER, o TARVF<—
IT =Ry b T =T NEHANEIeDDRT v TNL ATy THA R,

* Analytics Accelerator architecture TBEI NIz a Y B a—7 4 Y7 A L=V T ILDFM, PGAA
PEIRBEAEDS Seafowl X7 ML > P v B XU S3. GCS. Azure Data Lake Storage 72 £ D% 7Y =
JIARL=I TN X = YD XS IHEMERT 202HHL £3,

o Concepts N2 M AL ENT=FAT, FIFEHRI R + L —, DirectScan ¥ CompatScan FfT /82 DE W Y,
PGAA OEARJFHEZ MG L £ 5,

o Analytics Accelerator compatibility 7R — F R TW3 Postgres N—T a V|, ARV —FT 4 YT RT
L, BXUIZIU P Tant Z—or[HEORML~ MY v 7 &,

o Known issues IEDHIR, +R— I T0WiRWr—X, BIUBREMNLLTWE 72T 4 TN
DFEARY R b,

3.1 Analytics Accelerator quickstart guide

TOUA v I AR— AL FTE RO L 2ITVET,
. AR P70 DA I 2=7 4 Postgres 4 > AR >~ AT PGAA LiRIERER 4 Y A h—L L £7,
2. ATV PRAML—DRXH Y IRV FI—TF— Rty N ERIETRIESFZERL 5,
3. BRI 2 TV RFE(T L, Seafowl TV Y HBEL TV Z L £ MR L T,

4. 2x VTS5 D EFITLET,

3.1.1 giREH

* Postgres f Y AR Y A%RFATLTVWAHERE, Y R-—PFEINTWET Ty M7+ —LDFERKRY A M
DWTCIE. Analytics Accelerator compatibility = Z IR L T L 72& W,

*EDB 77 tXb+—=T 2,
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3.1.2 Postgres 1 VARV AANDNYyTF—SDRA I O—REA VA =)L
EDBVRY MU DH Ry =Y %KXy u—FLETD,

export EDB_SUBSCRIPTION_TOKEN=<your-token>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/standard/
—setup.deb.sh" | sudo -E bash

sudo apt-get install -y postgresql-<version>-pgaa

<version> X Postgres N— 3 T3,

export EDB_SUBSCRIPTION_TOKEN=<your-token>
curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/standard/
—setup.rpm.sh” | sudo -E bash

sudo dnf install -y postgresql-<version>-pgaa

<version> (& Postgres N— 3 ¥ TF,

postgresql.conf 7 7 A4 L= L T pgaa % shared_preload_libraries (ZiBfll L. Postgres N 27 2
7Y R —h =% L7z Seafowl 7 TV TV Y YO HEIEME ZEIZEMLE T,

shared_preload_libraries = pgaa

pgaa.autostart_seafowl = on

R RF L4, Postgres —E R ZHEBI L 3, HiEF L7256, Postgres 1 Y AKX Rizua 4 L,
PGAA fRIRIKREZ (B L %5,

{CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

CASCADE 23 % &, REZMKFEIR PGFS R bIEM SN E T, \dx ZfEH L T, ILRIERED 1 > R
P=ERTWVWBE 2R L, N—Yar 2L E3,

3.1.3 REFEFTDIEM
TPC-HNYF2 =2 F—REFUART Y v 7 3Ty b EIETRERITE R L T,

SELECT pgfs.create_storage_location(
quickstart-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"skip_signature": "true", "region": "us—east—l"

DE

RIFBIHPER SN Z L 2R L £7,

‘ SELECT pgfs.list_storage_locations();
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3.1.4 BT —TIILDER

RO T —TNVEERLE T, DT —7IUE. B> 7TV Benchmark datasets @ Delta Lake 7 7 4
NMIEH#HYYEY 7 LET,

CREATE TABLE supplier () USING PGAA WITH (pgaa.storage_location = quickstart-sample-
—.data, pgaa.path = tpch_sf_1/supplier, pgaa.format = delta);

CREATE TABLE lineitem () USING PGAA WITH (pgaa.storage_location = quickstart-sample-
—.data, pgaa.path = tpch_sf _1/lineitem, pgaa.format = delta);

CREATE TABLE orders () USING PGAA WITH (pgaa.storage_location = quickstart-sample-
—.data, pgaa.path = tpch_sf_1/orders, pgaa.format = delta);

CREATE TABLE nation () USING PGAA WITH (pgaa.storage_location = quickstart-sample-
—.data, pgaa.path = tpch_sf_1/nation, pgaa.format = delta);

3.1.5 I/ TV —DRIT

DIV, SAFHTIAY—DEFEXDBIEDRRNE R o2V U778 7DY 74 Y —%2REL
9, T, KEREELEROY 7272 — 25 REBEOOHZ X7 TT,

SELECT
S_name,
COUNT(*) AS numwait
FROM
supplier,
lineitem 11,
orders,
nation
WHERE
s_suppkey = 11.1_suppkey
AND o_orderkey = 11.1_orderkey
AND o_orderstatus = F
AND 11.1_receiptdate > 11.1_commitdate
AND EXISTS (
SELECT
- FROM
lineitem 12
WHERE
12.1_orderkey = 11.1_orderkey
AND 12.1_suppkey <> 11.1_suppkey

)
AND NOT EXISTS (
SELECT
- FROM
lineitem 13
WHERE

13.1_orderkey = 11.1_orderkey
(RDR—=I12HiK)

3.1. Analytics Accelerator quickstart guide 15
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(ATDR=I D 5 D X)
AND 13.1_suppkey <> 11.1_suppkey
AND 13.1_receiptdate > 13.1_commitdate
)
AND s_nationkey = n_nationkey
AND n_name = SAUDI ARABIA
GROUP BY
S_name
ORDER BY
numwait DESC,
s_name
LIMIT 100;

3.1.6 VTV TFZ D7

PGAANRZ DI L) —% ¥ D X3 IEHELT 205 MiRT 5123, EitdD A5 — F X~ MZ EXPLAIN %%
SHIEML, HhERELXI,

QUERY PLAN

SeafowlDirectScan: Logical Plan
Limit: skip=0, fetch=100
Sort: numwait DESC NULLS FIRST, supplier.s_name ASC NULLS LAST
Projection: supplier.s_name, count(Int64(1)) AS count(*) AS numwait
Aggregate: groupBy=[[supplier.s_name]], aggr=[[count(Int64(1))]1]
Filter: supplier.s_suppkey = 11.1_suppkey AND orders.o_orderkey = 11.1_
—.orderkey AND orders.o_orderstatus = Utf8("F") AND 11.1 _receiptdate > 11.1_
—,commitdate AND EXISTS (<subquery>) AND NOT EXISTS (<subquery>) AND supplier.s_
—nationkey = nation.n_nationkey AND nation.n_name = Utf8("'SAUDI ARABIA")
Subquery:

Projection: 12.1 orderkey, 12.1_partkey, 12.1_suppkey, 12.1_
—linenumber, 12.1_quantity, 12.1_extendedprice, 12.1_discount, 12.1_tax, 12.1_
—returnflag, 12.1_linestatus, 12.1_shipdate, 12.1_commitdate, 12.1_receiptdate, 12.1_
—»shipinstruct, 12.1_shipmode, 12.1_comment

Filter: 12.1_orderkey = outer_ref(ll.1_orderkey) AND 12.1_ suppkey !
—= outer_ref(11.1_suppkey)
SubqueryAlias: 12
TableScan: lineitem
Subquery:

Projection: 13.1_orderkey, 13.1_partkey, 13.1 suppkey, 13.1_

<»1linenumber, 13.1_quantity, 13.1_extendedprice, 13.1_discount, 13.1_tax, 13.1_
(RDR=D12Hi <)
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BIDR=I D5 D %)
—returnflag, 13.1_linestatus, 13.1_shipdate, 13.1_commitdate, 13.1_receiptdate, 13.1_
—»shipinstruct, 13.1_shipmode, 13.1_comment
Filter: 13.1_orderkey = outer_ref(l1l.1_orderkey) AND 13.1_suppkey !
= outer_ref(11.1_suppkey) AND 13.1_receiptdate > 13.1_commitdate
SubqueryAlias: 13
TableScan: lineitem
Cross Join:
Cross Join:
Cross Join:
TableScan: supplier
SubqueryAlias: 11
TableScan: lineitem
TableScan: orders
TableScan: nation
(24 rows)

7' ¥ DYEHHIC SeafowlDirectScan DIFFEIE. PGAA 237 TV EITOFER A% BUS L. HEHED Postgres
IT7EXF2—RENARALTT =R LA ZICHLTEKEZ TV Z2RITLTVWS I EZRLET,

fAlHEAT D Postgres IZ5| ZIAATIIT 2D TIE R L, FiE. 740, Litr w7 7 v 2fh K
WINPTy v a Ry vy EhET,

e B ITHOTY—TwaA Uy lineitem 7— 7LD EXISTS B XX NOT EXISTS H 727 =V —I1ZiEE
LTLEE WV, ZHbId Postgres IZ& o T—D—DFE[TENTVERA, fbDIZ, ZA 513 Parquet
7 7 AN L TCHFNNH NS 7o — L 75 > O—E T35,

e RI MJUMEENT=2 a1 > Cross Join / — K ¥ EfidD Filter /— K. =2 UBA L —2 1
AXY—TAv¥adaf YEREIRAFENZL—T Va4 VEETLTWAZ 2 RLET,

o MEEF WS a4 n_name = Utf8("SAUDI ARABIA") % o_orderstatus = Utf8("F") D &k 57
74X, PR F y UHRICHEAINE T, U BET 3T —XDARL A 7 bErARS
. VO BKIBICHIRZ N Z e 2 EKL T,

o RIRHBESTE Y — b Aggregate BX U Sort &, %4 774 Y DRK T, WwED 100 1753 Postgres
7547 MGRENBANTHRELF T,

3.1.7 &
PGAA ZIEHICA VA =L L, 299 RR—ZADF Tz PA ML —IWEET B LI ICHKL, &
MZSQLuY v 7377 T VREEEELRAA T 4 7IWCA 70— FENTWE I BHERLE L,

Seafowl DirectScan Z G35 Z ¥ T, Postgres £ ¥ ARV AMRENAL MABEDT—X L A4 7 ADF — b
VA LUTHEEL, P o ¥ arvarta—7 4 Y7 L3ERRICR S — LT 2087 1 —<
At TCE 2 k51T ¥ L7,
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3.2 Analytics Accelerator architecture

D7 —=FT07F ¥y R=I T 7FIVT4I7AT7I7IL—K—PGAAD N7 ¥ > a » Postgres &
BHOT =X VLA ZEDF v v T2 2 7RI T 28 L~ O 2 235 L 57

321 7—FTIVFvOHIE

EDB Analytics Accelerator (&, Postgres DHEREZILIR LT, F 7 ¥ 27> a >~ OLTP B X U77Hr OLAP 7 —
sa—RKHOMET 7 v b7+ —LEERLET, Y AT A&, 3 DOOHEARFAITEEL 5, #AMNK
A=) DbDAYEa—T 4 YT AL =YD, Ay bBXUa— LV RF-XEIIb)3
FBNZ 7TV T 7R, BROA =TV T—=TNT =<y b DRA T 1 THENE,

3.22 A7aYvER—=x>k
Postgres 7+ U T VX775 L —4%— PGAA

PGAA JIE5RBEAELX Postgres 7 2 75 0 F =27 v 7 LT, MoVt 7n—RT& 372 %25
ELET, TMT—TINDXRF—ZEEEL, Postgres 70t 2¥r 7T VYFEFTT0r T AMOBEE%H
BLED,

PGFS X kL —2 D%t

Postgres 7 7 A V¥ AT LA PGFS X, A 7Y =7 PR ML=V OfEHERIL A Y —2 L THREL. 4
DI RTaN, Z=7a s aLOEHEZ LA 7 LM 5, Postgres 23 AWS S3. GCS, B XU Azure
Blob Storage £ ¥ — AL ZAHFETES LHICLET, IAM B—)L¥ HMAC ¥ — %/ U TLeRitat 2 8
HL., BHEESITeER -V v 7Ty b= DIETHEZHBRL. VE—F7 7 A LDBFTE X F —
REFY Y aTEIEREDART—RDA—N—~Ay FEHHTZ2ZLICELD, RT7+—< Y RL(E
M RO E3,

Executor T> >

Seafowl ¥, PGAA OF 7 # /L k@ DataFusion R—ZAD 7 TV LY IV THH, AF— L AT —F 57
FxZHHLT, LAIZATR) —RiE, @=L T—XDA ML =Y FREBEHOL —N—~v Rz L
THMICaA Y a—T 4 VIR AT =L T7 v TERBEYTEET, Hiv—2rn— FEFICKI SR
72R7 ML FEITZ P> 2 LT, BEHED Postgres THA XN ZMERDITT L D7 T —F T3z,
BNy FTT=R2UHT 222X, CPU X v vy afhReigKRKILL 7,

Postgres 4 > A& >~ A&, Apache Arrow Flight Z i/ L T Seafowl => Y > Ll L 3, AUt K
17— RERED - DICRGET SN EMEBERPC 7L — 27— 27 TF, Arrow 232 Z 212k D, PGAA
B/ PRDS ) 7 UbA —N—Ay R TT AR 7YV TV Y VTR T -2 ZBETE £ 7,

Seafowl I35E3E SQL D F 7 # )L s DFEITH T2, PGAA I Spark Connect b9 R— L TWET, Zh
W& D, AHBNIIER ICHEME 7 ETL 2 #C Apache Spark Z{E L72h3 6, W EAL7= Postgres 7 A ¥ 7' 1
FaENLTT—RIIT VLA TEE T,
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323 JTURTE—FK

DT — TN LTI T UDETINB L, PGAA I Z T VG 5 — X DEFTNICESWT, B M=R
B2 Fy > E— FE2HIBINGERLE T,

DirectScan 7 T 1) —{X5E2IZ Seafowl TP 24 7 — RFENFE T, Seafowl ik, A 77 PRAbL—
ChHVE— N7 A NBEERARD, TRTOUI v 7 74 V&) 27, Hit BIOHEZLHEL,
BRI AR v DA% Postgres ISELE T, ZDE—FiZ, Y —ATRZ ML FETE2HAT
B2Z212&D, RRDAT7 4 =< AEREL T,

CompatScan ZDE— FliX, 7T UDPRT MULZ Y P Y TERYR— FEINTORVKREZLE L T 5
Ba. R VE— LA INTRT—RET—H LD Postgres 7T — T IVIFES T B IGEIHERINE T,
ZDTF VAT, Seafowl 1ZV E— T =X THIHAZ 4 V&2V 7R EFITL. INoDRMELEN
7=AEER % Postgres IR Y — 3 VLT, REIAHEES E/I3EHERUE Y2 —H LV TET LET,

3.3 Concepts

TDarvt S rHAL FTE BEELA Y —Z IR ENTF VT4 VA7 712571 —&Z—PGAA 7 —
*T7 U7 F v OFMPFEBEIRML F35

331 AbL—2T7—=TILT+x—Iv b

PGFS X kL —UHIR1L Postgres File System (PGES) 1%, Postgres ¥+ 7> =2 h 2 b L—¥ S3, GCS.
Azure O —A VX =T 2 A RZRMTE27 79 FXA T4 TRA ML =YL A Y =T, @ik, *v b
7— 20BN, BERVE— ATV 27 bou—pLr—IAEAND~wy VY 7R MBE LT,

DeltaLake ACID NS > ¥ 7> a a7 —X LA ZICHRHET 24TV Y —RDA ML =Y 7L =0V —7,

FSoHOS 3200 HFULINR X 27 —& 1L a— K Delta Lake D7 VX1 7 % 7213 Iceberg D A F v 7
Tay MRET—TINAANDINTOLEEZBHL, 77— XO—HUZHRILL £,

BAALESRIVFEDRX A LRARXRY TEREFRIAN—Sa v BSBT2221CkD. LEIOAN—Ya D
7 — R e T B HEE

AFx—TDELT— Xty FRREFERZATIT, T—TNVORF - BEET HAET & 2135 DB,
Apache Iceberg K207 — %1 v P HO@EMRET — 7 1B

ABT—=R7 7 AN VLVOMGEZBI L, IRNZT —XDRAFXy TZARICT 5 ZF~Y=T = A b
AT Lo

ATy T ay MFEDRKEATOT—INADODNN—Vay, ZJZVIFFEII—EBLEZRAFy Fay MIHL
TEITENE T,
N—=T4>a>YDEBFEDOT -2 2HEZMATIT, 7T N0 =T 4 ¥ a AMUEIEZ ZE T 2 HRAET
23, HXRDSHARANDEH,

Parquet A5 LF AL —C PGAA IS X o THEAINZHICKZ 7 7 A MVER, T —XE2TICRIFT 2%
HED Postgres L I13ER D Parquet 13T T — X ZRIFEL £,

EfECIYA—FIT72F R L= T AHEOT —RBIB—EIHRESIN, AL =YD 7y b TY
Y hE VO F ==~y FOBKIEICHIRE L5 72D, FEMAY 72 EHE Snappy % 7213 Zstandard D & 5 72 .~
I—REFARFERFITFT 47 aFVTra—F4 v 7DE5RTya— RABAJEETT,
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3.3.2 A0

HRANNE, T—INRARXRT—ZDOEETEZZ2H0LMRY A LTHKEELES, 2hbickb, XX
FharV¥a—7 4 7L Postgres, Spark, Trino 237 — 7 V%, AF¥F—<EfEkL, HHEF—
RLAVBIKRTA IV H I a v OBEMEHRITEE T,

Iceberg REST PGAA A3WEA Z 1 27 L il § 2 7= § 2 (L X vz AP, ZHIC X D, EDB i3,
Lakekeeper, Tabular, Snowflake Polaris 7% ¥'® REST fiff% ¥ K— b 35X 0/ —L XA ATEET,

AWS S3 7—7JL AWS OEFNR I X0 7B X UA ML —I % —E R, PGAA X S3 7— 7L e i
T, Y= N—LAXRXRF—R LAY =% L, AWS Ta> 2T LD Iceberg 77— 7L DEH  ffi#1b
LExd,

333 VI —DEIT

T—=TINTIERA) Y R TAM 7—F T F ¥ PGAA DA AR LA ML=V LYV % T 774 TE
% X 5123 % NEB Postgres APL, ZAUZ X D, Postgres 77V F—id, 24T 4 70 —HNVT—=TNLTH5
PDOEIZ, VE—IFF TV PRI MEETEET,

DirectScan 7 T 1) 2352 R TFAT L > Y > Seafowl £721% Spark IZA 70— REINB 87 4 =< Y XD
R, ZHUE. 22 VDBINT —TNDAEBIRT 2 HEICHEL, X7 MLy o U hfEekz
WFL ., BRHHEREZ -V IR e TEET,

CompatScan 2 — #/)L D Postgres 7 — 7 V% ) E— b7 — 7 VIHE T 5729012, £ 7213 Postgres T
DHEYR—FEINTVWET 707> a YRR T 2 7DIHHINENA TV v RFITE-F,

R Tyvoad IV PGAA IR, TANREEEEF T2 AR L=V AV T v akvrd3
Zrickh o) BEGELL. BRERITDA% Postgres ICA MY —I LT, WMEEREEE o —%
NEEESZETLETS,

ARAMR—=ZADTZ =% Postgres T 7 4 XA =D A4 I NTZAXRT =X 05 DTS T —
ROEBRERMEALT, Ny Y aliaEREA A MEOERR Y, 72V 2FTT 2D INENLRTEE
RETBTat2L—F,

Seafowl TONRY RJL{LEIT Seafowl Z> V> Da7lrr /ad—, F—R2{TZ T 3D
. T—=RENYy FRIZZ—TUHL I, ZhiE. THD CPU 45 SIMD 2EH L T, L F 71D
T — R KAV N TRENREZFRIRFICET L, 207 ) 2EIcE#ELL 5,

334 vy vy

AV RT =TI R—ADF T 27 PR ML=V REED LA TV ¥ —%R/NRICIIZ 372512, PGAA X
ZEX vy B ERELET, JAICED, BYRXNEZ 72— —B LA L —YLHEZFD
HETERITTEZ T,

ATV RRRT7HRYY22ZDLAY—E, LAIATR /) —FOR—HLSSD DT —X LA IHh5
BELEBREOT =278y 7 Parquet 7 7 AV EFX vy 2 LET, HEICT 7RIS T —&% 2
YVa—T 47y rD BELJ WKWRD2Z2ICED, PGAA X, FILT—REIZ7 X DOV E— A
T2 PRI TADEEDIRLD GET ERDF —N—Av FREREL %7,

XATF—=BFX vy aTF— R LA ZOBERBR7Z 7 ANV 72 A PRAF—EBREDO—HILDE
Hav—%HRFLET, COHRECEIY, 2o V@38—T42arTN—= 7T 74N LRALDT 4
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AR VT REREFICETTE, VE—FRA ML= uanNf XA —%2RDELBETI2E8VW LA T I—7
LT, BUS 3237 — X2 FHEICRETE X,

XRF—=REryTald, T—RLA 7T —TNLOEET 7 AN =T 2 A+, AF—TERK. X—T 4
> a OB EUERTFLE T, Iceberg B X U Delta Lake 77— 7 /U, i T3 D & D7 7 4 L THEK
ENDHEEDDH BT, D w7 ZFXxyv>addIelliD, JZV T30 F—EFRA L=V F
O NA K= RS SR (R T — X R IRITBERIC R F v ST EE T,

F—JIL#ET¥ v v 1 pgaa.lakehouse_table_stats() 77 7> a Y EYR— T30 YH T —
TP AZXDu =N a—REfRLET, 72V TS50 —d. TV OBELED 5 DICE T
WA ML= TN, =D LVWARXRT—RZ2BIELETH, ZDFr v allkh, 777> a
YEIATVE—PRAFX Yy U ERBBELETRET XL AT AT 27 bR — LORIRE ORI % 2 4t
TZET,

3.4 Analytics Accelerator compatibility

3.4.1 Postgres D HE#4

Postgres distribution Postgres version
Postgres (PG) 16,17, 18
EDB Postgres Extended Server (PGE) 16, 17, 18
EDB Postgres Advanced Server (EPAS) 16,17, 18

342 75y b7 A—LOEHY

amd64 7 —F 5 7 F ¥ TD Debian 11/12 F721Z Ubuntu 22/24. B KX amd64 & arm64 Difi /5 RHEL 8/9,

343 AN—Y
e Apache Spark N —3 3 > 3.5.4 DI,

e Iceberg Spark 74 75V — = a2 > 1.9.2 DI

3.4.4 PGD

PGD ~N—3 3 » 6.1 LI,

3.4.5 WarehousePG
¢ WarehousePG 7.4 DU,

* whpg-backup N—3 3 v 1.33 DI,
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346 \1TVyRIX—Tv—

PGAA N—2 2 > 1.9 &, Hybrid Manager f / X—>a > UV —X 20264 IZZFENTVE T,

347 Y R—FINTWBRRFL—EAR e TONT S —

Data Format Operation Object stor- Engine support WarehousePG
age
Iceberg Read Local, S3, Seafowl Yes
GCP, Azure
(via  storage
locations)
Iceberg Read Iceberg REST  Seafowl <br /> Spark Yes (manual catalog im-
catalog port only)
Delta Lake Read Local, S3, Seafowl Yes
GCP, Azure
(via  storage
locations)
Parquet Read Local, S3, Seafowl Yes
GCP, Azure
(via  storage
locations)
Parquet Read Local, S3  Seafowl <br /> Spark Seafowl, Spark, Spark +
(via  storage <br/> Spark + RAPIDS RAPIDS
locations)
Iceberg Write (via Local, S3, Postgres engine via No
CTAS) GCP, Azure CompatScan
(via  storage
locations)
Iceberg Write (via Iceberg REST Postgres engine via No
CTAS) catalog CompatScan
Delta Lake Write (via Local, S3, Postgres engine via No
CTAS) GCP, Azure CompatScan
(via  storage
locations)
Iceberg Write (using Local, S3, Seafowl No
PGD) GCP, Azure
(via  storage
locations)
Delta Lake Write  (using Local, S3, Seafowl No
PGD) GCP, Azure
(via  storage
locations)
RDR—=JITHE L
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£ 2-HIOR=I DL DX

Data Format Operation Object stor- Engine support WarehousePG
age
Iceberg Write (using Iceberg REST Postgres engine via No
PGD) catalog CompatScan

3.5 Known issues

IS, TOTFVT 4 VAT L —&Z—) ) — A TREIN-HRERANOBEL HIR T, HE
WIHEC T, TS DOREDHERRE T 2 DI REED E Lz, 245 OREIIREMmIICE
X, TFRDV ) —XTHEREINE FTETT,

35,1 X>FTF>U R

e 777 3 pgaa.launch_task() /¥, Delta Lake z-order . vacuum. purge 7% ¥ DED X >~
TFYRAFRL =2 a Y R— T LTOE I, BITE Ieeberg 7 — 7LD compaction AL —3 =
YDAHEYR—FLTWET, flid Iceberg X > 7 F ¥ ZL—F > DEEIX. pgaa.spark_sql() %
EHL %3,

o 7 7 VU ¥ a Y pgaa.execute_compaction() &, X7 X —&X — settings FHR—FLTWEHA,
pgaa.launch_task() ZfEA LT, FEMBEIEZ X D FFHICHIEI L £ 5

352 A)N\—7
* Apache Spark ¥ DFEEIFA R THR— IO TVET,

- S3H#ATY 27 PR ML=V F /213 HA POSIX 7 7 4 VT AT LD Parquet 7 7 A L DFEEA
WMOEHI Y —

— Iceberg REST 1 Z 12 7' Iceberg 7 — 7 VDt AR BEHZ 1) —,

e Apache Spark IC& 5 GPU 727t 7 L—>a Y&, S3 HfF 7Y =27 + X b L—Y %7134 POSIX
77 ANT AT LD Parquet 7 7 A VDAY EHZ ) TOAYR—FZATVET,

e Iceberg Spark 7 4 75V — = 3 ¥ 1.92121&. Spark ZfEH L T Iceberg 7 — 7 L2 & i AHY
255 OMMOMEN DD £F, REDFMAET TR, FRRFETHICEMAIRS A X vy FEN 55
ENHD ET, BAEDMELERKIX, spark-defaults.conf 7 7 £ /LT Spark 7 7V 7 — 3 a Vi E
spark.sql.iceberg.executor-cache.enabled ZEINICT 2 L TT, ZDFr v a2l T L. T
NRTOHIBFAIEL SN 270, T—2O—BEMWPRIEENFE T2, KERDGAND V-2
00— RDOEEH, N7+ —< Y RAEER5EZ Z0REMERH D £ 5,

353 ATV RML—2

e Amazon S3 7— 7L 2 DGk, PGD HiaeEREEL7— 7, v 7V r—>ay, A 7R —FT
BHAEYR—- P INTOVWERA, PGDEHD I A4 794 ZLDHE, A L —I8FTE 7213 Iceberg
REST ##loo A 2 v %2R L %3,
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3.5.4 WarehousePG

e A7 FA ML —IAD CREATE TABLE AS SELECT CTAS &, WarehousePG £ > A b —/L Tl

PR-PFPINTVELEA,

WarehousePG @ PGAA 1%, 1EH#ED Postgres 77 > F—DAZEHKR—F L, Orcat 77 4 A4 —%
FR=-—PLTVEEA.

WarehousePG @ PGAA 7 — 7 VIkin AR D HHT, FEXIAAREEZYR— P LTVWERHA, 7T—X
34TV PR ML =P RBIFEL TV ARENRD D £7,

pgaa.attach_catalog() #/ L7=8f7% Iceberg 7 X 1 Z'OREHIIZH R— F IhTWEHA, DD
IZ pgaa.import_catalog() ZHFHL T, XX XFT—XEFEHTA VK—+rLET, [BEAC-
1394]: #

pgaa.launch_task() iZi&. pgcrypto JLIRISRENNELT S, =7 — function gen_random_uuid()
does not exist BFERENHEZ. X T F > AEBERFH$ 281122 —F 4 2+ — & — T CREATE
EXTENSION pgcrypto; Z5fTL ¥3, [BEAC-1392]: #

gprestore Z i/ L7z PGAA 7 — & X—ZDIETTIE. HLWVWED T — X N—ZANDETLD HHIH R —
FENTVWET, TDT —XRN—RFE I PGAA 77— TV 2 BURFD T — X RX—ZAADETTIEY
A= FEIHTVEEA,

gprestore + 7> a ¥ --create-db ¥, PGAA 7 — 7L TIEHR— XN TWEHA, gprestore &5
fT92H0C, 7 —X~X—2Z ¥ PGAA I & U PGFS fRRIZREZ TEITIERS 2 6 E 03 H D £5, FHll
&, Backing up and restoring PGAA tables on WarehousePG SR L T 72& W,

24
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545 Installing Analytics Accelerator

Postgres Analytics AcceleratorPGAA % {13 % 121%, Postgres 4 > A R ¥ ZIHLIRIERER 4 > A b —)L L,
JIVIYIVDNy IS5V R == AMITI2RERHY T, PR-— S TVWET I v b
T 4 —LDFERIR Y R MIDOWTIE, Analytics Accelerator compatibility B LT L 72& W,

I117% WarehousePG 27 5 2 X —IZ PGAA %4 Y A b — AT 3G, 4 VA =L L HROD 7 1 & 2 HHEHE
@ Postgres BB X Bz 2728, b DT Installing Analytics Accelerator WZHE- T L 72 &\,

41 Ny r—onForO0—krReA XA +=)L
EDB VY R Y Doy 5 —VEXY Yy a—FLET,

export EDB_SUBSCRIPTION_TOKEN=<your-token>

export EDB_SUBSCRIPTION_PLAN=<your-subscription-plan>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/$EDB_
—SUBSCRIPTION_PLAN/setup.deb.sh" | sudo -E bash

sudo apt-get install -y <postgresql-distribution>-pgaa

export EDB_SUBSCRIPTION_TOKEN=<your-token>
EDB_SUBSCRIPTION_PLAN=<your-subscription-plan>

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/$EDB_
—»SUBSCRIPTION_PLAN/setup.rpm.sh" | sudo -E bash

sudo dnf install -y <postgres-distribution>-pgaa

»ZT
o $EDB_SUBSCRIPTION_TOKEN lZ. EDB #7227 V) 7> a v OEFRICZITIE >/ v —2 T,

 $EDB_SUBSCRIPTION_PLAN (&, standard PGE ¥ 721 Community Postgres D5 £ 7213 enterprise
EPAS D5,

» <postgres-distribution> %, Postgres 7 4 A b U B2 —2 3 > edb-postgresextended . edb-as
. ¥/lX postgresql ¥ NN—Ta VEEELE T,

4.2 fiRIEEED BRI

PGAA % fJHi{t ¥ % 12X, postgresql.conf 7 7 A L ZHEH T AL EN D H T, pgaa %
shared_preload_libraries IZ:B/IS % &, Postgres ¥ Ny 7 757 > RV —J—¥ LT Seafowl 7 T
VIOV DIATHAINZEHTEET,
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1. postgresql.conf ZHRE L. 2> <XYID Z{HH L TPGAA BLXUPGFS #HE5 14 75 VDV R
MZEMLU %9,

shared_preload_libraries = <other_libraries>,pgaa,pgfs

pgaa.autostart_seafowl = on

1. Postgres H—E XA ZHEFHL T, HLWVWIA 757V %2 —-FLET,

2. Postgres £ Y AX VAR A Y LET, FRA VA=A FREEHFOVTNTEEL TVE NI
JELCT, #Yma~sy REREFLES,

o WA VA M —LDGE

CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

CASCADE Z {3 % &, Postgres 7 7 A /> AT L PGFS 72 ¥ DB MAFRARD HEIIC A Y A b =L &
NE9,

c ITZEDA VA =% 7 v T L — KT 355

(ALTER EXTENSION pgaa UPDATE;

4.3 12X b—)LDIZEE

\dx X&Zxa<w>Y FEEversion 7 7 > 7> a YR LT, IRREEENR Y 7T 4 7T THBHZ L ZHERL
9,

‘ SELECT pgaa.pgaa_version();

A VA=A L6, RESGFAOER LTTF—X1L A 7D PGAA 77 A% 5 L7720, Postgres
Integrating with Iceberg catalogs Z#E L= TEF T,
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Z5%F Reading tables in object storage

Postgres 7+ VT 4 VAT 7257 L —X PGAAZEHT 2L, 7—X7 7 A MN\OEEEGRZWHLTHZ L
12X D, Postgres D SQL A ¥R —T7 2 A RAEFHLTA T2 PR ML=V DT —TNADEENT + —
RURADIN I ) RRITTEE T, TDE— FTIE, Postgres IZRA P L —I R EHEMFELTT—7
MEEERRIR L, 77T EARNTy b PO T 2 A7 7 A VEHANST, IR T —REAF ¥ ¥
BIONUHE T 2 HEEZRET A ILICEIDAET—Ra—FT 4 32 —R— L THREL I,

KHBR 7 — R 2B T 57012, PGAA IEELE A —T v 7 =TIV e &7 » A VXD
ZHR—=—PFPLTOVET, ZOHDEHEX, 7T—XZHEMT 2575 Postgres BT — X 2 HE T 2 KT E
ELEI,

* Apache Iceberg &g X X 7 — &2V ) — 2R L TT — 7V OIREE BT 2 @MRET — 7L 7 4 —
< b, ZHUTED, BIHIOARF Yy F>ay bAD XA LFTNL) B, JZY)VDNS—T 4> a Y
% FEICEM T 2057 L | Postgres 37 7 A NETN—=V 7 TES RBLAA—FT41¥a=r)
HA[REICR D £3,

e Delta Lake 77— X L 4 ZIZEEER 70T —T VY —ARX ML =P LAY —, bTUF T2
v _delta_log 7 # VX —ZfHHL T, 7—7LDN— 3 VEREZHE L, o 7ot 2256
CHAMCE ZIAATWSIHAE TS, Postgres H3—H L7 Parquet 7 7 A LDt v P ZFHAS L 51T
LE9,

* Parquet Iceberg 35 X Of Delta Lake 7— X L A4 Z T IN2HIch 276 F A L —VA, B
LAY =L TRARXY R7RY 7 4—<y b LTHAINSGE. PGAA XYY 7 4 L ¥ 7213
TALZ PIVREHZI Yy Y LET,

LY EIADRA TR LTT =R LA ZERRT 572012, YRT A& RFEEA. T—27 7 A ADTE
ETEREEDNT v bEZIET AL PUANDEA VR =N L2V 7% L. AWSS3 B XU S3 H
4 API, Google Cloud 2fADE % ¥R — k 2 b L — GCS. Azure Blob Storage ADLS Gen2 % &1r, B
X —=INT 7 AN AT L

R 7ot 2. KD 3 DDOFEICHENET,

e PGAA . BAICHRFTIDA R T —R T 7 ANERE N 0F I ava DAL —I A B AF ¥
VI B T ANy X—EREL TED Parquet DRAF —< & 7 — XBIRHM L F 7,

o VAT LIERRTFT—REET LT, S3. GCS. Azure. 72130 —HANL7 7 AN AT LICEHET 2
F7V 2 FOFE~ Y FTERIERL E5,

e Seafowl TV I E AT 27 PAMNT RO T =X EZEHEIIGL, Y —ATXZ M7 4L
R EEEEA L E 3, WX N/ZMERI Postgres T/ ¥ F 2 —X—ICA MY — 3 73, BEES
5T —=RDADPEEINE T,
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51 ATV AL =W 55AEB & 51 Postgres 189 5

ZoFatAE. A VL—YDBFENLEYHEA N -7 7 RABERTEIILE, UE— XX
F—REOA—HIIVERIIS Y I T3 200FENGENE T,

5.1.1 RTFBFADIER

ZPL—YDEANE. 7277 ATy bDIA Y7 AL LTHAEL £3, PGFS HWGATZ/ER L T, N
7w+ DY % Postgres IR L. DELERERZRUE T 2L6EDI DD 5, ROMXZMHHL T,
pgfs.create_storage_location() 7 7 > 7 ¥ a Y CRIFEFMEERTE £ 3,

SELECT pgfs.create_storage_location(name=>storage_location_name,
url=>protocol://path,
options => E!,
credentials => );

f{il, TV w7 S3INFy FDGE

SELECT pgfs.create_storage_location(
my-lake-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
!"skip_signature": "true", "region": "us—east—l"!
s

BRI R =R = P R— P ZINTVWBERA ML=V BANA Z—DEHENR Y 2 MZDOWTIE, Creating a
PGFS storage location ZZH L T 72 & W,

RIEGFT R L 7t%, RDa~ Y RTZDFIERTERL £ T,

[SELECT pgfs.list_storage_locations();

pgaa.test_storage_location() 77 > 7> a YL T, e LET, 2HFEHD T X —&—
X, BtAHD 77 R false /23 EXIAAT VLA true BT AN T B30I 0EIEELE T,

[SELECT pgaa.test_storage_location(my-storage-location, false);

Trrraid, BT 5L NULL 2R L ¥,

5.1.2 7—7JL®D Postgres A\ v >
PGAA 7 7 2 A EZRMERH L T, (REGFZRA Y 527 =TV ER L %3, #i

CREATE TABLE iceberg_data ()
USING PGAA
WITH (

pgaa.format = iceberg,

pgaa.storage_location = my_lake_data,

(RDR—J12HKE )
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(ATDR=I D 5 D X)
pgaa.path = path/to/data

D
ZZT

* pgaa.format HiZK 2T — 7N ERIEIT7 7 AVEREREL T, ¥R— I TV AMEI. ‘iceberg’ .
‘delta’ . F7213" parquet T,

* pgaa.storage_location RiDFNETES L 7= RFHFT D4 H,

* pgaa.path RGO — b PO T —TNDART =R T =R T 7 ANHBEENET 4 LT MY
ANDAX R R, Iceberg DIGE. ZHud/metadata T4 L7 MU EEL T 4+ LK —% KA ¥ bT 50
EndHhET,

0 IR

FIEREZED () DEFICT S L., PGAA L, BRHUNCT —TINEBELIZE ECART—X 7 7 4 )L
HAF—<ZHBINCHE L. U E— b D Iceberg/Delta X X 7 — & ¥ 7213 Parquet v X —THO» -
727 4 =V RIZKHTTHI R~y L ET,

5.1.3 IERDBR L &

T—TNUBMEREI N5, D SQL T/ ) —TEEF, PGAA DY ML VP U REBI/EXSE
WP L TW3B Z L 2R3 51213, EXPLAIN 2L £3,

‘EXPLAIN (COSTS OFF) SELECT count(*), region FROM iceberg_data GROUP BY region;

IUIUNT I T 4 T E. SeafowlDirectScan ¥\ 9 J — RAFIRENF T, THIE, Z )yl
D Postgres T/ ELF 2 —RIZ Ko TUHEINZDTIE R, R M7 7€ 7L —&iIcA 77— RFEh
722 e RHERLE T,

5.2 HIfRZEIA

%1‘%%%%%@?@‘3‘5 e, B— 7LD Postgres 7 — 7 IVEFRE VE— T =X 7 7 A LEDT7 74 X
VINEEETAIRENDHDET, ZOFH 7 Iu—F TlE, Postgres AT LA X B TIRFEINTWVWSD
A X —< b, TRV A 7 TERSINLFEROFNAF —<HOBENREL T,

NEELY oW T =R LA 7 A F—< 2l de. ZJZVDRK ALY M TF—XOEHM, £d
NEMR T — 2=y B I0RAET RN D D 7,

—TfbENT=HZa R LU TEETI . HILWLWT—T L0, v LF IOy I rhs DR EEE
ABDEH, BIUOZIZV R T+ —<V RICHELE 2 AEEb BRI N E T,

7 =X LA Z7DEIZIGE T, 2o DHlRE FEITRIRT 28 EHBH D 5,

* Postgres @ ALTER TABLE a2~ FZ{HEHL T, VE—FAF -~ —%T % X5 ZFzENM. HIFR,
FRBEELET,

5.2. $IREE 29
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o b RIZBIER. Do O BEHLTT— 7L Z2HIBRL TEERT 222 T, HRAIOM
ZFFIZ, PGAA XY E— M XX T —RDFHLWHHEEITLE T,

e FUZFECIZIE, ATI 2V PAML—I 7 7 4L E IEHEIC—E T % X 512 CREATE TABLE R
T— I XY NTHKE XA TEHRIICERLE T,

2% =< TE2HRT 2RO NBENLGEZ. AR F 7Y DR L — Vi B8 D Iceberg h & 1
JIBHT LT, AxuZeffHT2IIiD, AF—VEHOBEEZL—Y 056X T A1
BATUE I, sEME. Integrating with Iceberg catalogs = ZIR L TL 72 & W,
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2 6Z Integrating with Iceberg catalogs

AR T —LRIE, T-RLA 7R bLEIN THEK ¥ UTHEEL., M7 — 7LV ER» SR
F—V%PHELE T, XXT =X, AF—<, BIUR—=T 4> a=rI/OHE—DEHTELZY—R%
MeFRFT 5 Z 212 & D, Postgres, Spark, Trino 72 ¥ DEEOMIL Lz > P U H, BHESRPRAF—<FVU 7 k
DYRZIZLTHLT—&2HAETEET,

Postgres Analytics AcceleratorPGAA 1, H— F =7 1 DA &1 7L iE LT, Postgres EHND 7347 —
78— R —LVART =R A ZERHERIEL T,

PGAA 1. RDH R 7RERMFH L T Iceberg 7— 7LD AR D B X UIEEIAA Iceberg AR OYT %{E
B93 29 R—-—FLTVET,

« REST 77204 Lakekeeper. Tabular, Apache Polaris. Project Nessie 72 &', Apache Iceberg REST API
ke —E &,

c AWSS3 7= 5T KRRy — L OoHAICEGT SN 7z@RED AWS 24 7 4 7 h & a7,
PGAA % {# ] L 724450 Iceberg 7 21 ZOEMICIX, 2 00FER 7 = — XD EENE T,

1. AZOJERDENN

2. hEOIT7—JILDEE,

0 IR

Gk &a 7 =T 256, RIFEGITZIERT 202 EH D A, 7—7Md. REGEES
XY 7 ERTVET,

6.1 A&ZOJEHDIEM

7 7 7 a pgaa.add_catalog() =M LT, A& Iceberg /1 X 11 2% Postgres 4 > A X > A& Gk
LET, ZO77>7>avid, hXul0gfra 4 VL% Postgres IIGA B ART—RY V7%
ERR L E3, £ A &xna e BREREZEAEL. BEZRIFEL 35

SELECT pgaa.add_catalog(
catalog_name TEXT,
catalog_type TEXT,
catalog_options JSON

Ik

RDOARAT R TONTILEIELET,

* iceberg-rest Iceberg REST 7 & 1 27" Lakekeeper. Snowflake Polaris, Tabular D55,
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o iceberg-s3tables AWS S3 7 — 7L DIGE,

6.1.1 REST h#0O7

FEAYDREST HZ a4 —V ATlE, ISONA TV 27 b ENLTIZY RERA Vb =27 v OFM
PRMAL T,

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,
"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",
"token": "your_secret_auth_token"

DE

Snowflake ® K 5 72 —HBD Iceberg REST #2117 74 X =13, BitD & D SERBRELHEL LE
I, PGAA IZ, Zehn—T— a Vit 2 WS 272D D5E272 OAuth2 7> a v EHR—F LTV
3, Hl

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,

"oauth2.grant_type": "client_credentials",
"oauth2.client_id": "oauth-client-id",
"oauth2.client_secret": "oauth-client-secret",

"oauth2.token_uri": "https://EXAMPLE-polaristest.snowflakecomputing.com/
—polaris/api/catalog/v1/oauth/tokens",
"oauth2.scope": "PRINCIPAL_ROLE:read_only"

);

6.1.2 AWSS37—7JJL

AWS S3 T — 7 A X DA, Amazon VY — A% —L ARN 2 —Ta VRETELE T,

SELECT pgaa.add_catalog(
my_s3_catalog,
iceberg-s3tables,

arn": "arn:aws:s3tables:us-east-1:123456:bucket/analytics",

"region": "us-east-1"

(RDR—JI1ZHi )
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(BIDR—T 5 D X)

6.1.3 Hh R OJ B DIRIE
A& 7B, ROBAEE A L CHERiERR L. FARRER 7 — X 2R L E T,
c BREhEA R TE VAN LET

{SELECT * FROM pgaa.list_catalogs(Q);

s DB EXIAALMREZ T AN LET, BROIBII LGS, 7727 a VIENULL 2GR F
3o il

{SELECT pgaa.test_catalog(my_iceberg_catalog, test_writes := FALSE);

e A YR—=MFTBANT, S A L v INTHARER T -7 12375,

‘ SELECT pgaa.list_catalog_tables(my_iceberg_catalog);

HROATDEFRER T FURABY R TBE37 7273 a>DREERIV A MOV, hEO0 77
009 av VT 7L yRE I avESRLTLEX N,

6.2 h2OJT7—TILDOEER

Hh & JER R L7z 5, Postgres BN T — X 2 BBB L UBETE 2 X5, ZDXXT—XEH
T EMEDDH D ET, PGAA X, FRDIDD 3 DD AL £3,

o AAEOY O BN B EFEH,
e AAOTDAVER—F BT EALRFY T ay NOBRE,
e HAOTEETF—TILDOER BLNLVORETHE—DOTF — L2 ER LT,

621 73 5’ A 7\03111\\1—}

HRxu T EIRST 5L, Postgres £ AMBD Iceberg X X 77— XY — R DEN Y > 7 DL INFE T,
A4 > R— b ridEiD, ZDHFIETIX, Postgres IR T 27— X LA 7 L DFRAEHERL 5

HERTETRyF T3, PGAA X X0 2GR - YL TH LW T — IV EREAF—<
DEERRINT E2AN 7770 R —h—%RE L £F, PGAA X, H & u /I TERI NI-HFT2ERM
EREEEBLELET, EhidhlzhZxue i, 7—2ZX—X LOBFEOT—T7 Ve &HiEET 27 -7
MEINTVBRHEE, Nv I 7539 R —h—@FZNeRAFxy LT EEXREEL T,

BTt 213, 2 0D FERER AT X —Z—I12 X o TEHINET,
* pgaa.metastore_sync_poll_rate_s K—V » ZHEEEHIME L £3,

* pgaa.metastore_sync_stale_duration_s X X 7T —XDEEED L EWVEEZERL T,

6.2. haOJT—T7IDER 33
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0 IR

pgaa.attach_catalog() % fEH L7 HEH X v ZTHEAIZ. WarehousePG @ PGAA TidHKR—FINTWE
YA, WX TBEHEHINS-Z, pgaa.import_catalog() % FENTEITT 2 X0ENH D 7,

pgaa.attach_catalog() 77> 27> a VRFEHALTHZa Z2RMAL %3,

SELECT pgaa.attach_catalog(my_iceberg_catalog);

Postgres BRI CT — 7 ADPMER SN/ Z L 2R L E T, A X0 7T — 707 Postgres £ ¥ AR ¥ AT
mEhze, BEEOT—INVEFL LT 7 LRATEET,

pgaa.detach_catalog() 77 > 27> a v EHEHAL T, »Xu /22U TcE%d,

SELECT pgaa.detach_catalog(my_iceberg_catalog);

D77y adii, Nv o7 ovy REHY —h—%{EIE L. Iceberg X X T — XY —ELZXANDX A F
v 2V VI RHIBRLETS, A EXuEEMEN/-F £ T pgaa.list_catalogs() ICERE N, B TER
BREBANETICHBHRTEZ T, BEHOR—) VI7RH LW —7LOHEINZ < v T3 fTbitE
Hho 7> 3 CASCADE 2T 258, COHXBICLo TERINTVWEIRTOT—7 LD K
0y SINET,

6.2.2 AZOJT DA VK- b

MIEANC AR =V > 7520 DI, 1 ERTOFEFAZFETTEE T, Postgres 17— 7LV DOBAIEDIREE
ZRRLESTH. A VAR— b 2HEFEITTL2ETHEROZEIMRELEEA. A YA—bSOh i s
12, T—EZR—ZALDOEFFO T — IV GRIE BT 2T — I ABNEENTVWBEIGE. PGAAZZDT—7
NOERE A Xy LT, LEZEZEBLET, Xl %24 YR=bLT, XD 7779 FKR—
VYTV A N/ T ICEH R T2 TEET,

pgaa.import_catalog() 77 7Y avEMFEHLTHEZu %4 VR—-+rLE T,

‘ SELECT pgaa.import_catalog(my_iceberg_catalog);

AT a THRBER 7 A VR EEET 23~y REFHL T, ZORED Iceberg HiZEHAND 7 — 7L
DABA Y R—=bEINBEIICTEET, f

‘SELECT pgaa.import_catalog(my_iceberg_catalog, tpcds_sf_1000);

B LW T — 7128 Postgres BREGICERRE NS Z L 2R L £ 3, BIOMKAR LT, 7—X LA 271THL
THHED SQL 7 ) ZEHEFATTEX T,

6.2.3 A ZOJERT—TILDOIERK

HxaERT—INTIE, BFEOAZa 7B iER LN, hRZX L a—hALT— IV EERL,
FNEDAF—<EEZIERL, FIZRNIC~yYy S TEET,

FEPEFRIX, A2 2RSS XD DFMMEDDH D 3, Postgres HRTZEM 2 52 RICHIFE T 5 7
B, Iceberg 7 & 1 ZHNDFATCEHRZ L, EEDR—HNLAF—<IT— I N ERBETE LT,

34 %8 6 E Integrating with Iceberg catalogs
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FHF— I NLDORENE. TR VLA TRETAEEOREICE > TERD £7,

Synchronization

Behavior details

Change type

Data changes Automatic
Partition evolution Automatic
Schema evolution Manual

Every query resolves the latest Iceberg
snapshot. New, updated, or deleted rows
are reflected immediately.

Iceberg stores partitioning logic in meta-
data. If the partitioning strategy changes,
PGAA handles the file-pruning adjust-
ments behind the scenes.

Structural changes (new or deleted
columns) are ignored or will cause
errors. You must update the Postgres
table using ALTER TABLE to match the

new remote schema.

CREATE TABLE ...

USING PGAA WITH X ZHH LT, A &xuaEMr— 7L 2ERL £3, #i

CREATE TABLE managed_sales_data (

id BIGINT,
sale_date TIMESTAMP,
amount NUMERIC

)
USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
pgaa.catalog_table = managed_sales_data
D
2T
* pgaa.format 7— 77+ —~< v b’ iceberg’ FHELFET,
* pgaa.managed_by FFEDHERH X 1 2 pgaa.add_catalog IZ & o TURENIER I NIZAMEH X1
ZIRELET,
* pgaa.catalog_namespace Iceberg 7 X B V' NT T — 7V HBEIET 2 AHTEMZER L 5
* pgaa.catalog_table 7 —X L A4 ZIZRREND T — T VOLATEZEEL £35
0 IR

FIEREZED () DEFICT S L. PGAA I Iceberg h X0 706 AF —< 2 HEINICMHB LU~ v

vy L%,

6.2. hEOJT—TILDER

35
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75 Writing to object storage

Postgres 7+ VU 7 4 7 A7 7+ 7 L —& PGAA |X, CREATE TABLE AS SELECT CTAS #~X %L /7=7—
R A IANDEHZEZAAZYR-PFLTVET, ZAUTKD, a—HL®D Postgres 7 — 7 VDL, BEfF
DATI 27 PAML =Y 7 7 ANVOFRER, £ HADT —RE2HET 2000 boT, (FREDY —
A6 DT — & % Iceberg %° Delta Lake D & 5 72 &MHRED A1 7 4 F — BT E X Ok TE £3,

PGAA % Postgres 7 TV /¥ F 2 — X - HEEINTVWE D, CTAS ARL =23 DY —RXT—&
. A VARV RLT 72 ATELERDOEGINFAETERS, ZHUTED, W OrDRERTY—27 7
O =236 D £5,

s TURR—MEEDT —J)L Postgres 7 — TN HT =R VLA 7T —XE2BEL T, BET—%%
T—=HhATLET,

s 1 DDA TY = T MG HELARD . S EIXEETEET L, BREMND I I KT 4
L7 PVICEEAAET,

e JITL—=23rda M u—HINVL—YaF T —TINEYVE— ATV PRI =V T —
TNERAL, MAESNEMEREZ 7Y FICEZRAAE T,

PGAA 7 7 2 RTjiEE MM T 5 2 8iC& D, 7Y DFiRE Y F2fEE LA b L —FNICIERE A MY —
SUTEET, AWS S3 B KU S3 B APL, Google Cloud Storage GCS., Azure Blob Storage ADLS Gen2,
BRIV T 7 AN AT L, FEIHME Tz Iceberg 1 Z 1 7 EH,

ARYRT7RYDA L —=IGAE 723G S Ieeberg h 2 v 72 {HF LT, CTAS #{EZ2HEITTE
EJuan

0 IR

CTAS Z. RZED A4 bV ZBERICEREIENTVWET, 75227 P XML =Y TOMENZ2
“INSERT . UPDATE . ¥7:1% DELETE #E7 ¥, XD EELREXIAAMREICOWTIX, PGD =z &
BALEEE 2L T a0,

I7E CTAS 1. WarehousePG £ Y A b — L TREHR— P EINTVWEHA,

71 X2 R7AOV0OREFSFIZERT S

ZOHEI THERDOT I ZAR—-bERIET Fhy 7 7T —XOBENIEMETS, PGAA IX. Postgres {77
LR=7y MERANOEHZ WL, BERRXRX T =R EI N TP 7> arn S leceberg v =7 = X b
F7idDelta F T ¥ aru Ry ezERL, B—07 Iy JBETHREZIIY P LE T,

CTAS ZNMLTA T2 PR L =D TF—IN%ETREY a =73 3 120% 2EBEO ot 208 0E
TFo RIS, AL —YDBHZENLTY E— MR ML —URBAOYHIERZMI L, 27T U



Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.9.0

Rezogficey Py 73 SQLa~xy FEEITLET,

7.1.1 RTEFBFADIER

FT7T 27 P AL =IIIZEZALITIE, create a PGFS storage location 1T 5 MENH D £F, ZAUTk
D, &=7 v bNTy PP ERI N, BDELERERI RS NE T, #

SELECT pgfs.create_storage_location(
my_lake_data,
s3://your-bucket-name/path,

!"aws_region": "us-east-1", "aws_access_key_id": "...", "aws_secret_access_key":
)
0 IR

PRAEGANC BT & - BERIBEHICIE, 80T v P DFRAIR D B L UOEZIAAERLINETS, 2
N, X7 7> 7 areRTLTHRTEET, I LEEIE NULL 2R E 5,

SELECT pgaa.test_storage_location (my_lake_data, true);

7.1.2 CTAS ZfER L7=7— 7 ILD1ERK

USING PGAA WITHB XU ASHEFHL T, iRty ' 247V 27 A ML —YDEELT—I V7 5 —
<y MCE#HIZIZZAR—- 337V EBERLET, Hi

CREATE TABLE s3_export_table

USING PGAA

WITH (
pgaa.storage_location = my_lake_data,
pgaa.path = path/in/s3/iceberg_data,
pgaa.format = iceberg

) AS

SELECT * FROM local_source_table;

ZZT

* pgaa.format SEET — 7N 7 4+ —< v FEFRELE T, VP R— P XN TVWSEIX iceberg B LU
delta TJ,

* pgaa.storage_location RiDFNETER L 7=RFHFT D4 HI,

e pgaa.path 57 4 L 27 VU, PGAA X, ZDORANIZXRF—&eua 754 L7 WY ZEENC
FERL L 3,
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7.2 Iceberg h2OJ = EHRT 3

Iceberg 7 X0 7 EME L TWAEEIE, CTAS ZHHL TEUCHZAL I N TEES, ZOE—KT
F. ARBFEFRA L —=IRRETF—TIADN—Y a YEREABINCEL T,

CTAS ZNMLTCAIT V27 P A ML=V DT — T MIZEEAA, Iceberg h Z 1 7% FHT 2121F, 200D
AT T THEEINET, RIICH R e 7EREZMER L. RICZEOHIXu 2N LTI ViERE~y 7
FTA5SQLa<wY FEFEFTLET,

7.21 hROJEBGDREK

7 7 ¥ 7 a Y pgaa.add_catalog() ZfH LT, A Iceberg /7 & 1 27 % Postgres 4 ¥ A X ¥ RITEFG%
LET, fi

SELECT pgaa.add_catalog(

my_iceberg_catalog,

iceberg-rest,
"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",
"token": "your_secret_auth_token"
"danger_accept_invalid_certs": "false"

DE

RNA 7> a Y DERZ Y A MZOWTIE, AZOTEROEN 22 LTS,

0 R

HEOATANDEZIAAMERPNETT, ZHI. RDOT7 7072 arERITUTCHRTEE S, ABIL
7235413 "NULL® 258 £ 9,

SELECT pgaa.test_catalog(my_iceberg_catalog, test_writes := TRUE);

722 h2OJEECTAS T— 7 ILDIERK

USING PGAA WITH B XU AS AJ2fHH LT, iRt v b ZWBIEAD Iceberg 1 Z 1 I EHE LT 7 AR —
FNEBT—TVEERLE T, fi

CREATE TABLE export_local_transactions
USING PGAA
WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
(RDR—J1THi )

7.2. Iceberg h2OJ % ERT S 39
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(ATDR=I D 5 D X)
pgaa.catalog_table = managed_sales_data
) AS
SELECT * FROM local_transactions;

ZZT

* pgaa.format 5ESET7T — 77 —< v bEFRELE T, BFE. iceberg DADHHR— bINTWH
I

» pgaa.managed_by h X JEZEIEEL T,

* pgaa.catalog_namespace Iceberg 7 X B ZNTT — 7 IUHEE N 5 HHIT2EM 72137 — X RX— R
EERLET,

+ pgaa.catalog_table 7—&X L A ZIZ/EK T 2 T — 7L DEHITEHREL E T,

7.3 CTAS OETRRDE=ZU T

KEME 72 CTAS BEDHE. PGAA IZ NOTICE X vt —Y2FITL T, YATFALL 2—%K—VF L7
haZZEE L7203 ICETIRR e B CE 9, EITRMIE 100 772 2310 5 2 s ong iy
BWHTHEEXN, ZORICERNRET X v —IbEET,

NOTICE: CTAS progress: 1000000 rows processed
NOTICE: CTAS progress: 2000000 rows processed
NOTICE: CTAS completed: 2500000 rows processed

7.4 CTAS OFI[E
CTAS 137 — X OBHE L BHD 7= D517y — LTI, ROFIID D 2RFEDFEITET NV TENEL £ 3,

s I VDKERR CTAS BIEZEITT 255, ¥ —AWEZ =V 13 DirectScan ZFIH L £ A, X
bbbz, 7—XDHUFIE. CompatScan %41 L THHED Postgres T I VI ko TN E T, L
7eH3 o T, SELECT 7 = — XN DMK E F 7213 8E5HE. Seafowl =¥ & VRIS 258274~ b
MENEDBEEZZIF 5 ER A,

s BFEEZTHRUMRNRT —XDIERE S, AX Y R 7uryOREGEHEHERT 2546, 15E
N7z pgaa.path 127 — X BEECFEET 256, a~Y FEF 74V P TCRBLET, BEOT—
REBEEMZ D551, CTAS A5 — F X~ b ® WITH )T pgaa.purge_data_if_exists 287 X —
X —% true \ICHHRINICERE S 2 R0 EDH D £7,

¢ SAKRIURACTAS X, 7 F I v I REBEEAAY VAETT, F—XEEET L, 7—I L%
HIBRL. FILWASATHEIENRT 2XERH D £5,

40 28 7 E Writing to object storage
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ZE8E Replicating with PGD

Postgres Distributed PGD ¥ Postgres Analytics Accelerator PGAA Zfi& LT, Hi—7 —F 77 F v N TSR
BT—=R7ATHAINEERLET, PGD KRy b7 —XOEAAE N v F o ar Ny 7R - %
L. PGAARA 7Y 27 PR ML =Y HADA— L RFTF—XDRTZ ML Z Y I Y2 7T 7 RAA4 T4
TNV RI—ZRELET,

TDaATRL—YaryTld, 22O00BRZZA ML —VBEEERLET,

e XYy b7 4 7PGD I UMKMOLA TV —LBLRBACID AV T 747 VY ARREL T IHHED
BE7 — X HDa— %)L PostgreSQL A F L —3,

o 22— L FJE PGAA ot 27 =V AT b X #1172 Apache Iceberg ®% 7213 Delta Lake D & 5 72 %
FL5FT7x—<y bBHLZBEHANIROGNA 7Y 27 PR L=,

NS EMHABDLED Z LT, MG XNz Postgres £ ¥ X —7 2 4 2% N LIERNR T 72 2B HERL
BB, BHREN T VT I  a VA ML UL SBERAMNMROEVWT —X 1L A JIZT—XES— L LRI
BITTEEd, 2O7—F727F %3 A VR POBVWXEIFEFRI— AT — X2 E—FLTVET,

s MHEIANDAVTSA TV RAHWT — X L EHEIME 4 70— F LT, RN EHRIEL 2035,
LD NEMRES AT L2 MR L T, -RRFIE LT L= A RV PR MY — 2 DB
RoEwvwa— LV FEESTE, Ry MREEDT—XEZMHFH LIV 7 VAL LE Yy 2 R—FDNT
VAZEYDET, -@RMY—EI NS U I a v A ML —YaxtREBEIEE IR, BER
KEOREFENG L a— FE2EELET, - /INESLUCEHNBESRITAZILEGRY) > — %2 HH
LT, iV a—FZ2a— L FX L= BEELLRN S, DRARXRT—H—ELRDDIIE -7
PR VDELT—RERY MREBET,

81 T—JINRATZIERT S

D7 —FTIF X 2O0DERIZA MLV RY FEu—HSSD. I UREKEOLLTI—L
A—NVEFBATI 27 AL =Y, ITAF—Txr—<v FPE2EELTVET, 7—&XZ. KD3D0D
BRB3F—TNLEAL TOWTNPICELEL T,

Table type Storage location Behavior

Heap Local disk only Ay VEDEED NS VI arT—T I,
Hybrid  Transactional Local + object storage Fffia—ii~vy By ¥z —F7—-7,
and Analytics Process- PGD i, $RTOLEEZIFIZY 7L E A LTHRHL
ing (HTAP) ES

PGAA Object storage only TR FTNIT A A= T THI AT RE R AR 72

Sra—IL RF—70,
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8.2 PEE{LR kL — U8R
M = — XKDV T, T — 2 2HATT 3101 3 DOMARAER NS D %7,

8.21 EBET—JIDRE

ZDFETIE, PGD AutoPartition Z{GH L T, KERT—4DI74 794 7 vz HEMLLET, -7
T=TME, RDRR—T 4 ¥ a VEBICEENE T, - Ry bN—TFTao2a>vEaD7—&& 7774
TIHAFED b — 7 %7213 enable_replication AR > TWAHEIEHTAP ¥ LTERD 3, -d—
IWRN=FT12a> =74 ¥ a yPMEREO LS WEZBZX 22, PGDIEZNo6EA 727 PR b
L—JICKEAY—L, PGAA 7—7VICEH L, u—HhLT 4 AZ7HEBEZHAHL T, 77— 22
REVCHERF L £55

FAICOWTIX, PGD K& 2 X ¥ b @D Implementing tiered tables Z S LT 72 &\,

8.22 7FUT 4 U ANDER

DAV RIE, 7—IN%BA T2 PA ML —YHNOGa— e kGERcRBLES, b —7 7 —
TIVEIHTAP 7 — T WVICEENE T, 22—V —12id. EED NS oY I ar7—TNDEIIRAE
TH, Hrav—@dnNy 7759y FefifFah g T,

FIUH T avDRAL=Ty MCAHEEZ S 2K, W EFEY TR A ADFRIAEREAET % 7 DI2,
PGAA 1 Iceberg Merge-on-ReadMoR Z{HH L £3, Z4UE, 7T —X7uv 7 2KeHEEXIZ 20 TIER
<L /NE7z THIBRZ 7 4 V) TEERGGRL. RIROF ==~y RTT =X VL A 72 EH ORI R
HET,

SOV T, PGD F & 2 X > b @ Replicating to analytics S L TL 2 X W,

823 7HUTA UV AANDAT7O—FK

ZDHFEE, HTAP 7— 71D —A)LF 4 A 7MHEBE T CIWICHABEL, #7922 F 2 L —Y PGAA
T—=TMZA—DAERT 1R OARAEZIRELE T, n—hlbe—7av -3 hEToHh,
FT—INT7 7 ATFEIXPGAA KAEFXINET, CHEA TPz PR ML= RA VTR L1k
D i Lf:o

PV I a VEEAAHCT - RERTREDRDZGHIE. ATV PR ML =I5 —hLD
Postgres £ — 127 — 7V Z2EILTE %Y,

A OWTIE, PGD F ¥ 2 X >~ b @ Offloading to analytics ZZIR L TL 72 & W,

AV R HW =T =X |FRT— 7 5ikT—71 -l | | ——
— R =B XN T4 74 2 VEHIEROREPERE» D HEIL I N TV 2 KEDK
AT =&, |le—=Fe—TF7ZIEHTAP Ry s PGAA 2— VR LV —>ay | LY r—2a |
LAV —Sav | LAV sr—Yary | LU r—ay | LAY — a kG R —R 72 0 o
72DIIEFY FARA LTINS arysF—TA% L FY s —1, |bE—7|HTAP F 7 u— F /&R
BT=HhA TN R4 LOHNBHIBRE FEDT—T7NDT7—H 47, | HTAP|PGAA
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https://www.enterprisedb.com/docs/pgd/latest/tiered-storage/tiered-tables/
https://www.enterprisedb.com/docs/pgd/latest/tiered-storage/replicate/
https://www.enterprisedb.com/docs/pgd/latest/tiered-storage/offload/
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8.3 XA TF—XEHE

PGAA lZ. PGD Y HiBT AL EICA TV 2 PRI T DR R TF—RZE T 2200 EZYR—FLT
WE 9,

e AZOYJF 70— K storage locations ZHFH L TARXT =R ET =27 7 4L EHIREL. 47
V7 PAML-DICEEERL T,

s AZOJEEA 70— Iceberg REST R E DX 27— X

using a centralized catalog service 2257 — X B 7B L £ 3,

8.3. XAT—4%ERE 43


https://www.enterprisedb.com/docs/pgaa/latest/read_no_catalog/#creating-a-storage-location
https://www.enterprisedb.com/docs/pgaa/latest/catalog
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BE9E Accelerating with Spark

7 7 4L b TlE. Postgres Analytics AcceleratorPGAA 1%, fHAAAZHI T > P > T % Seafowl Z i L
Tr7x ) &b L E 3, 72720, H—D Postgres { Y ARV ZADY Y — R %H{EZ 5 KL T — X JLH
DA, Spark Connect %41 L CY £ — b D Apache Spark 7 7 A X —IZETE 4+ 70— FTE T,

Spark Connect &, Spark K7 A4 N—=087 7V r—> a v %&5HE$ % Apache Spark D> > 7 54 7 > b
P—N=TFB bV TT, EHETV v I UTHEEL. Postgres 17 ZVHER% U E— b D57HL Spark 27 5
AR —IEETEE T, &), T—XR—ZALFE L~ T Spark #FEITT 2B L, AR
AR —DFREFTRERENZEHTE X5,

91 IJEFXa2—4a—TITOOVDER

pgaa.executor_engine /87 X — X —1X, W7 =) OEHENPRET 2 HMERELE T, 77 4
U+ Seafowl TP Y 2R THEIT 256, 7HFITIE220ERLT T arrydbh 57,

9.2 FHERITA T ay
Spark ZTEH T 21213, KD 2 DDFEDOWT O TEREZMKTE 7,
o *% Distributed Spark execution :** fE4E®D Apache Spark 7 7 A X — %2 LT, 778 CPU a2 7 % filif{

LT T — &2ty N LES, ZhUd. KRR T — XUy KRR X VT F AR A
7 OFEHER] 7 7 T a—F T3,

o #*% GPU-accelerated Spark with NVIDIA RAPIDS :** Apache Spark @ NVIDIA RAPIDS 77t 7 L —
REMAELET, 2OFTF>avid, 72V DRITE2GPUIRFZu—FL, aryta—7 17§
R A& L Rt ORI e A > 7 7 A M7 7 F ¥ 2R P2 KIEICHIRL 5

Feature Seafowl Spark  Connect Spark + RAPIDS (GPU)
(CPU)
Architecture Process alongside Remote Spark clus- Remote Spark with NVIDIA GPUs.
Postgres. ter.
Best for Small/medium Petabyte-scale, Massive joins & aggregations.
datasets. complex ETL.
Scalability Single host limits. Horizontal (Multi- Horizontal + GPU Acceleration.
node).
Complexity Zero-config. Requires Sparkend-  Requires GPU-enabled nodes.
point.

RDR— I NVZHE L
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F1-—FOR=—Ih5DFX

Feature Seafowl Spark  Connect Spark + RAPIDS (GPU)
(CPU)
Cost efficiency Best for datasets < 1 Best for datasets be-  Best for datasets 3 TB or higher.
TB. tween 1 TB and 3
TB.

Seafowl (3> > 7V ) — RDA7 4 —< Y ZHICEERELZ N TOE TH, KROLEIE Spark X— 2D
IEF2—R—ADYDEZEBREFTLET,

o XEVUHIH 7 =1 —73 pgaa.autostart_seafowl_max_memory_mb HlRZ B2 TWE T,

e XVTFYVRANZB W Iceberg 7 — TN TRHER AV R a v ERIIB Z-F—X—-V 2 TREDY
V=R REWZHHT 2#EZEITLTVE T,

o IR AT — I SRR —DHEa Y a—T 4 V72 REBEL T35 —&ty F2KOHKEE
EIH RN T2 ERH D £3,

9.2.1 Distributed Spark execution

Postgres Analytics AcceleratorPGAA % Apache Spark & #i55 LT, Postgres /L F T 751 bDTFT =Xty
FDCPU R MV Ay 7% nRT 2&EMERET T v b 7 4 — HIZEBL T,

PGAA /" L TZ TV EfT% Apache Spark I+ 70— R332, 7—F77F xDARPTRESN
s

s BRNBNY RATFIT O Y ZHPRINCEERY 2 Z 212 & D 2R RHEZ R L 9. PGAA
WERIZ, SQL 7 ) —% %y 7 —I{L LT, Spark Connect T RKRA ¥ ML —TFT 4 Y7 LET,

s FEMIEY —2 10— F% Spark 7 AR —ICHENT A ZLICED. da v a—T 1 Y RENRTE
LT, B—DF—ZR—ZAA[ YRR VAZR I A2y ZIZLTLES KFERTF— &2ty - 2L
LE9,

s COA YTV IRFEHA V7 v 7 ZERRENIZRA ¥ T F V A B BT — 7 DT + —
R YARRER L, BEA —N—Ay R KIEICHIRL 3

M
HATE. Apache Spark & D#EF I 2 HKR— P LTVWET,

e S3H#A TV 27 P A ML =Y FEHAE POSIX 7 7 A LS AT LD Parquet 7 7 A L DFHEAED
HH7TY —,

* Iceberg REST # & 1 7D Iceberg 7 — 7 VDA D HH 27 =) — OAuth2 83EIZH R — LT
FH A,

1. Spark BREDERK

2. Postgres % Spark \_¥&#%: 9 %
3. V—=RT—2DIEMK

4. DY TV DRIT
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5. 9TV SV 0RE

Spark IRIEDHERK
3. 4 IR FATL TS Spark 7 7 AR —A4 YA M — BRI L34 VA =L TEZET,
ROMAFBEFRTRERR L 72 524TH D Spark Connect ¥ — N—230ETF,

org.apache.spark:spark-connect_2.12:3.5.6,\
io.delta:delta-spark_2.12:3.3.1,\
org.apache.iceberg:iceberg-spark-runtime-3.5_2.12:1.9.2,\
org.apache.iceberg:iceberg-aws-bundle:1.9.2,\
org.apache.hadoop:hadoop-aws:3.3.4

IMEEE

Iceberg Spark 74 77 1) —N— 2 > 1.9.2121&, Spark ZffH L T Iceberg 7 — 710 6 FH A B 5 E 1
MHOMEDSH D $3, REDKM T TR, FRFETHICHFEMHAIBRS R X v 7SN HBENDHD 5,

BEDEEHR L, spark-defaults.conf 7 7 A JLC Spark 7 7'V & —2 a Y EE spark.sql.iceberg.executor-
cache.enabled Z XTS5 Z & TT,

DX vy aRBENITIE, IRTOHIBBPELLUEINS 20, T—RO—BWIPHRILEINET
B, KEROHDAMD V=2 — DG, 74—~V RAHEZH5Z 20 REENH D £7,

1. EITZ=Y Y %2&E L. Postgres £ v & a > T Spark Connect URL ZEFH L £ 7,

SET pgaa.executor_engine = spark_connect;
SET pgaa.spark_connect_url = sc://spark-connect:15002;

spark-connect (. Spark Connect ¥ — V¥ 27 RL ZZIEL T,

2. PGAA A VR —T 2 4 AN L THMiRAN—TarFov Z2ETTHII2E., BREMEEL
%9,

SELECT pgaa.spark_sql (SELECT version());

R U745, a~ Y Fid Spark 7 7 A X —DAN—= a Y XFHIRBRE T,

V=T — 2D

PGAA X, 77— X DIRFHATE LTS3 AR ML —IBIXUBR—INVT 7 L LS AT L5 5D Parquet 7 7
A NVDFAID . F721% Iceberg REST 7 X 1 7D Iceberg 77— 7LDt A D #HR— b LTWET,

73> 1Parquet 7 71 ILHSDFEAED

1. Postgres 7 — X R—2IZ, BT = 2B EEN 237 v 2453 PGFS storage location ZE L £ 3
B, TV Y 7 NTy bDBE

9.2. FHERTATar 47



https://spark.apache.org/docs/3.5.7/api/python/getting_started/quickstart_connect.html
https://iceberg.apache.org/docs/latest/spark-configuration/
https://iceberg.apache.org/docs/latest/spark-configuration/
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SELECT pgfs.create_storage_location(
my-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
I"skip_signature”: "true", "region": "us—east—l"!

DE

2. PGAA 7 7 AFERMH L TT — IV EER L £ 5, AIOFIETIER L 7R ZSFT. H—O Parquet
7 7 ANVETNIEBO Parquet 7 7 A VEELT 4 LY PUADRRA BLUT +—~< v MEITE Parquet
ZHRELE T, B

CREATE TABLE customer () USING PGAA WITH (pgaa.storage_location = my-sample-data,.
—pgaa.path = tpch_sf 1/customer, pgaa.format = parquet);

CREATE TABLE orders () USING PGAA WITH (pgaa.storage_location = my-sample-data, pgaa.
—path = tpch_sf_1/orders, pgaa.format = parquet);

CREATE TABLE lineitem () USING PGAA WITH (pgaa.storage_location = my-sample-data,.
—,pgaa.path = tpch_sf 1/lineitem, pgaa.format = parquet);

CREATE TABLE nation () USING PGAA WITH (pgaa.storage_location = my-sample-data, pgaa.
—path = tpch_sf 1/nation, pgaa.format = parquet);

BED Parquet 7 7 AV EELT 4 L7 MUERIEET S 2. PGAAIZITRTD 7 7 A NV Z D70 ICH
—D T —7IVICHEIMICHEA L E3,

723> 2lceberg T—TILH 5 DEFRAED

L. A xarfiiie Rl £9.

SELECT pgaa.add_catalog(
my_iceberg_catalog,
iceberg-rest,
"url": "https://iceberg.example.com/api/v1",
"warehouse": "alb2c3d4-e5f6-g7h8",

"token": "secret_token_abcl23"

]

);

2. B2 TERT — TV RERLET, £ AR 2R ERIEZA VR-FLET,

CREATE TABLE customer () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—,iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = customer);
CREATE TABLE orders () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—.iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = orders);
CREATE TABLE lineitem () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—,iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = lineitem);
CREATE TABLE nation () USING PGAA WITH (pgaa.format = iceberg,pgaa.managed_by = my_
—,iceberg_catalog,pgaa.catalog_namespace = public,pgaa.catalog_table = nation);

.
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Iceberg H & T Z2FH L TT — I AANDT 7L RS 2 FFIEDFEHNTDOWTIZ, Integrating with Iceberg
catalogs ZZR LTI W,

AR T DRT

ZOFlD 7 =) —iF, FEDOWEHIMNICHREDOPRE ZER L ZBEEERET S 2 I1I2& D, by 720 [Nk
LAR—bEERLET, TH%E Spark I+ 70— RK$5Z2I12& D, PGAA IIBEHER ST 255 & M4
fbL, BES a2 X 2FALTEH IV PR ML=V 056D T — Rk R/NRICHZ 3,

SELECT
c_custkey,
c_name,
SUM(1_extendedprice * (1 - 1l_discount)) AS revenue,
c_acctbal,
n_name,
c_address,
c_phone,
c_comment
FROM
customer,
orders,
lineitem,
nation
WHERE
c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND o_orderdate >= 1993-10-01
AND o_orderdate < 1994-01-01
AND 1_returnflag = R
AND c_nationkey = n_nationkey
GROUP BY
c_custkey,
c_name,
c_acctbal,
c_phone,
n_name,
c_address,
c_comment
ORDER BY
revenue DESC,
c_custkey
LIMIT 20;
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IITVTSODRE

Spark BSE N2 o TWRWEE, PGAA 130 — AR M ALFEFTDT20DICF 7 4L + D Seafowl TP
YERMALE S, EXPLAIN # A7 — b X Y FOENSEML T, a—=A1D> ¥ 7N/ — RFE[TH S Spark
Connect Z/r L7z V E— s DOHULEEE T NAANDBITEHER L E 3,

INBED2ODZ TV T EHKT ., u—ALDS YN — RE[TH B Spark Connect % /1L 7=
) E— F ODEUILIEE FAANDOBITOBARTINE T,

o ESEREE Seafowl lX, T — R R—RIfTES— TV vy UVCHERT 22 2REIT 2 TX A FL—
7} 7 7'\ —F Cross Join+Filter 2l L $7, Spark {3 Z#1% BroadcastHashJoin iZ7 v 7
JL—FLET, TITE NEBRT—ITABIRTOV—h— /) — FIEEINT, KEkhy>7
b7 =T AR %7,

« EXOYYY VIV —FP¥—F TV Y v )L aggregate DRbH D IZ, Spark & 2 AT —
HashAggregate ZfiAH L 3, 2, xk DYV —H—/— FTpartial_sum #FH L. Exchange
DX v INEFEFLUTHERZES L, KEBTFT—X2DRYV YV RALRTF— ) T4 ZRMHHELET,

s T—ART U E R Seafowl 1. HHATRER T NTD T — X2 L THEHED TableScan 2 FEITL ¥,
Spark (&, Iceberg REST &1 7%/ L TRX X T —X%ilik$ % BatchScan ZfEH L £, ZHIZ,
Iceberg ¥ =7 = XA b7 7 A A% HARD ., S3 2 5HF SN AHNCMMBERR T — 2 70y 7 %2572
Axv TLET,

Spark 77 F. KR T —&Xty DI 5 AR =R THKFIZR T =V ¥ 73 % X 5 Wikt Sk
NI N—T) ¥ b T, HIZ, Seafowl 77 Vi, Xy b =T LA TV =2 7T AR %D
A==y FHREFEOUFR Z LA 2550, MR TF— %ty PHICR#E{LE W zmEDO e —7
FAREINT=2TN—TY VN TT,

9.2.2 GPU-accelerated Spark with NVIDIA RAPIDS

NVIDIA RAPIDS % Spark (4%t L 7= Postgres Analytics AcceleratorPGAA IR ¢ Fi& LT, T—&XL A4 7
NIZADN=F T 27 LNAVDT7 72T —ayEEBELET, Spark 137 7 XA X —2KD5HT —2
n—REF—rZAbL—> a3y LETH. RAPIDS IZEFMLRFIHE X R 7% GPUICAH 7u— R L, KHE
RT7T—=2Yy bOEMR I ) OKIERANLV—Ty DM EEEEEL £3,

IO GPU E#EIL7 7a—FI12k b, PGAA X, XKD a7#ERER N L TREED B ZERTE £ 5,

o KAEFIRIT AT % D NVIDIA GPU 2 7 AR T — & 2 [FRFIC B L, EHED Postgres 7— 7L & D
K100 fEOMETHEMR 7 V) 2B T LET,

s N—FRITTF7T70EIL—=2alIl&BRT—1) 2T Spark 13 100GB TTF 4 A MY a—Ta vz
B LEIA, RAPIDSIZ3TBUETTF5AU RT3 —< VA FTIA =D, T — XD
WIHLTA= R 2 78ROX v v THIERLE T,

s YAA—N—AYRNT =V RAXEYNOHRF — 22 EZREEL. FHOA > F v 7 ZER.
NF 12— 2T, FHEERDTF—EAR—RF 12—V TR LTE— 787 3 —< VAR ERME L F T,

c AT IR T A—INY T L —F =D AR LT, R— PR TWIRWVWEEL Spark CPU
% 7213 Postgres 7 — X VICHBIMNICS 7 P LTRT ZICED, ZZVDRET 2L 3,

e
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PostgreSQL Spark cluster

Spark Connect
[
[

‘ Spark executors

PeAR

\/

Object storage

1: rapids_arch

BifE. Apache Spark ICX 2 GPU 727t T L — a2 V&, S3HIEA 7Y =27 b 2+ L—Y F 721336 POSIX
7 7 ANT AT LD Parquet 7 7 A VDFge AR BHZ T VI L THRELE N TWE 3, Ieeberg AL
DIZBZAADYR— DD BRIBSHLES,

a7 7 —%7 2 F vid. PGAA JERFEHE % fifi X 7= Postgres ¥ —-N—, NVIDIA RAPIDS THK X 4172 Apache
Spark 7 7 A& —, BLU Parquet BXD T — L 2 BOHIMDDH 2479 27 P A L =Y THREINT
WE 9,

CORBEAREET ZI2E. MEDA VI IR NI 7 F v 2IEH T30, FEIA VX =L 2FETT 3D,

ready-to-run Docker Compose stack ZffH L THER IR TOA Y R—2 Y b2 T BATEES, Z
DAX v 712iE,. NVIDIA Brev 77 v + 7  — A HICEGEL S - HRTER S N -FlrEEhtsh, 7
79 RIZEL 7Y —ERD GPU A4 Y AR A EHICEMATE £3, B0 H % GPU Mt X /=5
&, NVIDIA RAPIDS IZHEIHICN— Ry =27 72725 L —>a YREHLET, 2R DGAE. ¥R
T LMEBEANC CPU R— ZDMBIZ 7 + — Ny 7 LET,

NVIDIA RAPIDS #1{#if L 7= PGAA OHEAIZ. ROFIETHEAINE T,
1. BitEsR 2R L £ 9,

2. NVIDIA RAPIDS DEZIE 23 Spark 27 5 A X —NTH#HYNZIA YA =S, 7774 T THBZL
IR L E T,

3. Postgres %& Spark |\Z3&Ht9 3 .
4. V—RT—2 DMK .

5 BV ITUDET L, V=20 —FHRGPUTZES5L—2aryZ2FHALTWAZ e 2HRELET,
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ARG
* Postgres PGAA I X Uf PGFS #IRRIRAEDS 4 ~ R b — L& hieN— a > 16 DI,

o ARL—HBAABRTE. S3EMA ML =0 —AIL T 7 A NI AT LDADBT — X E5FT e LT
HFE—-FZHRTVWET,

» Apache Spark N—3 3 > 3.4 DI,

* Spark Connect X DIKFZBIR TR X 1172 FEATH D Spark Connect H— 3 —,

org.apache.spark:spark-connect_2.12:3.5.6,\
io.delta:delta-spark_2.12:3.3.1,\
org.apache.iceberg:iceberg-spark-runtime-3.5_2.12:1.9.2,\
org.apache.iceberg:iceberg-aws-bundle:1.9.2,\
org.apache.hadoop:hadoop-aws:3.3.4

» NVIDIA RAPIDS N—3 3 > 2025.10 LIREAS Spark 27 7 AR —124 Y A b =L ENTWVWET, Hl
&, NVIDIA RAPIDS DBt SR L T2 EW,

¢« N—R T 7 NVIDIA GPU 2## L7z~ > AD7 7+t R,

NVIDIA RAPIDS OE%*ht

GPU 77+t I VL —>a »uHFHT %I12iE. Apache Spark 27 2 X —NIZ NVIDIA RAPIDS #1EL K 4 ¥
Ab=NLTT7 2774 7T 2REDBDD T, ROMEHA RT7A4 V5T N—=Fv =777+
L—ayZ¥R—b325 K52 Spark BREEZ MK L £57,

1. RAPIDS JAR D47 > O— K Spark B3RS E %

RAPIDS JAR files X4 UV O— RT3 2HRBLET, Pad%2RATR ST T N=-S3Y

com.rapids-4-spark_2.12:25.10.0
ZHRELET,

2. GPU Discovery: Spark 23 A]REZ GPU ZanllTZ 2 K 5125 2
Install the GPU discovery script o

3. Spark BEZERLE T, PR LBRDNRTXA—Z—FEFMIL T, BBt EDTEERY R b
IZDWTIE,

RAPIDS configuration 3 & TF Tuning guide 2SR L TL 72 & W,

spark.rapids.sql.enabled=true
spark.rapids. filecache.enabled=true
spark.executor.resource.gpu.amount=1
spark.plugins=com.nvidia.spark.SQLPlugin

spark.shuffle.manager=com.nvidia.spark.rapids.spark356.RapidsShuffleManager

4. AvFF7AET 3= Docker /1 LT Spark ZJEB T 28556, a7 F~v=T7 2 A MEEEL
THRA I GPUAND Spark 7 72 2% FFAI L ¥ 3,
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https://spark.apache.org/docs/3.5.7/api/python/getting_started/quickstart_connect.html
https://docs.nvidia.com/spark-rapids/user-guide/latest/getting-started/on-premise.html#download-the-rapids-accelerator-jar
https://docs.nvidia.com/spark-rapids/user-guide/latest/getting-started/on-premise.html#install-the-gpu-discovery-script
https://nvidia.github.io/spark-rapids/docs/configs.html
https://docs.nvidia.com/spark-rapids/user-guide/latest/tuning-guide.html
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FEROFIE-MRERZ Y FrDRY 2 —a3v 2 b BEL LD Spark #DRRE. 3B KU NVIDIA 2~

TF IR LD E G- ERET IR OVWTIR, YT

docker-compose.yaml ZZ LT 72 & W,

Postgres % Spark |C3E#t9 3

1. Postgres DX — I F L5, FEITZ> I LT Spark 2T 2 X 512 PGAA ZFE L. Spark

Connect T FRA VM2 EEL T,

SET pgaa.executor_engine = spark_connect;
SET pgaa.spark_connect_url = sc://spark-connect:15002;

spark-connect |¥. Spark Connect ' —E X7 KL X Z$HL E7,

2. PGAAA YR —T7 24 AN L THERAN—Y a v F 2 v 7 2ETT B I 2ITE D, Postgres 73 Spark

VSRR —CBIETED I 2R LET,

(SELECT pgaa.spark_sql (SELECT version());

I U =856, a~<y Rk Spark 7 9 AR —D A=Y a Y XFHRERE T,

V=T —2DIER

1. Postgres 7 — X R—RIZ, T T =2 EGEN 27 v k2453 PGFS storage location Z1E L £ 3

B, %7V I NTy FDBE

SELECT pgfs.create_storage_location(
my-sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
"skip_signature": "true", "region": "us—east—l"

DE

2. PGAA 7 7 v ATjERMEH L CTT — 7V ZAER L £ 3, BIOFIETIER L 72 RF5T. H— O Parquet
7 7 A NVETAIEED Parquet 7 7 A VB BT 4 L7 P UANDRA, BXU T +—~ v MLE Parquet

EHEELET,

CREATE TABLE store () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path
—.format = parquet);
CREATE TABLE customer () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path
—pgaa.format = parquet);
CREATE TABLE date_dim () USING PGAA

WITH (pgaa.storage_location = my-sample-data, pgaa.path
—.pgaa.format = parquet);

CREATE TABLE store_returns () USING PGAA
WITH (pgaa.storage_location = my-sample-data, pgaa.path

—.returns, pgaa.format = parquet);

tpcds_sf_10/store, pga

tpcds_sf_10/customer,..

tpcds_sf_10/date_dim,..

tpcds_sf_10/store_

a.
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https://github.com/EnterpriseDB/spark-rapids-tutorial/blob/main/gpu-2xl40s/docker-compose.yml
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HED Parquet 7 7 A VEELT 4 L7 PUERIEET 52, PGAA X TRTD 7 7 A VR B D J- DI H
—D7 =7 VCHEINHEE L E T,

AR T DRT

EBRLET— 7R U TRRER O 7 =) 2T LT, GPU 77+t J L —a YERIEFIGEALTW
e EERLED,

27X Spark 7 5 AR —I1ZA4 71— KX, NVIDIARAPIDS 237 27 7 4 7755, MAB X OEiH#%
YEIZET D GPU a7 iZb /- THHFEITENE T,

ROFITIX, TPC-DS 2HA4 Y AL = a Y eBaho ) 25T L. EioaitIE T s Fs ¢
sz zrickh, BIREOBEEERELE T, Jhuaix, BHzEs— 71 CTE, MYy 727 =
V—, BIUSAFRT=IEHDPEENE T, EMICIE. RZ MU LI N5 T2 U T PGAA H3HE
35 CPUEFRDY - u—RKDERA S TT,

WITH customer_total_return AS (
SELECT
sr_customer_sk AS ctr_customer_sk,
sr_store_sk AS ctr_store_sk,
SUM(sr_return_amt) AS ctr_total_return
FROM store_returns, date_dim
WHERE sr_returned_date_sk = d_date_sk
AND d_year = 2000
GROUP BY sr_customer_sk, sr_store_sk
)
SELECT c_customer_id
FROM customer_total_return ctrl, store, customer
WHERE ctrl.ctr_total_return > (
SELECT AVG(ctr_total_return) * 1.2
FROM customer_total_return ctr2
WHERE ctrl.ctr_store_sk = ctr2.ctr_store_sk
)
AND s_store_sk = ctrl.ctr_store_sk
AND s_state = TN
AND ctrl.ctr_customer_sk = c_customer_sk
ORDER BY c_customer_id
LIMIT 100;

NVIDIA RAPIDS 237 2V % 7 7 7 4 ZW@d b LT3 Z & ZfiEil 3 %121, Spark Connect Ul 24/ L
TEITT IV 2E=XLET,

1. http://<spark_driver_host>:4040 T Spark ULIZ7 72 AL ¥ 7,
2. [SQL) Z 7B L. BEFET L7272 — 2R 7,

3. BlHEZHER L £3, RAPIDS 7 77 4 7iIGAE. 7TV /7 — FiZiX Gpu OEIEEES (I s h 3,
i, GpuFilter . GpuBatchScan. GpuUnion 7% ¥,
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2775 RBAT, Spark UUINT GPUEIED AT + —< Y A X Y v 7 2 EHES L, BERNZAR b
N3y VERETEET, ZNHDX MY v 7 OFFMRANRRE 206 ZRiELT 2 71ROV T,

NVIDIA tuning guide ZZfE L TL & W,
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2 10ZE Scaling with WarehousePG

Postgres Analytics AcceleratorPGAA 1%, L A 27 "7 ZAHERET WarehousePG 7 ZHLiE L. AlfED A > 7 7 2
NI F R T —ROBEELTICA T 27 PR ML —YHNDT =R I T 2087 =) — % AlkE
2L %9, WarehousePG ® PGAA (Z1d. WarehousePG 7.4 LIEDNET T,

10.1 #8E

* WarehousePG D' SE#EA TSV A ML—CZBELET, X ML=V D8FTE LTS3, Google
Cloud StorageGCS. ¥ 7213 Azure XA Z 5§k L. ZN 21T PGAA 7 — 7V Z{ER L. RDOMHHT
Parquet, Delta Lake, F7z13 Iceberg 7 7 A L ZMRAL £ 3, ETL 7T — XA Y R— b Z2REE LR
WIEHESQL, AL —CDBFREFERLEA TP TV A RL—CDBRESBLTLIIEX N,

 Iceberg X OJICERT BT — 7B, AF—< =T 4> avDRXET—X, BIUHICR
247920 P AL —=IADRIED 72D, S D Iceberg REST 1 % 1 2712 PGAA %t L £ 3,
EDB Postgres 7H{ PGD 37— X %24 7Y =7 P A L —=JIZL 7V & — b F 5 &, WarehousePG &
HEHEH L2 7R L. MPP R — LV TEZDT — R AL ZeNTE, WHDTI7y b7 +—
LTOLTP 2 53HivV —27 v — REMHAGOETHEATEE T, Ilceberg NAOTIZHERHT 2 2B L
TLEZN,

» Spark TOILERAKHE LY — 70— FDOGE, F7213BEC Spark 7 7 A X —%@EH LTV 355,

Seafowl Tld7 { Spark Connect # /Mt LTI/ TV —%L—T 4 Y7 LET, 77 AX—IZ GPU Xt

J — FDEENDHE. Spark TRAPIDS 77+t L—> a Y RFIHTE, avVa—7 4 Y 7HY
7227 TV DAN—Ty "WEBIZMA ELE T, Accelerating with Spark ZZH L TLIZE W,

-Nw77w7tﬁﬁgm¢m%@ﬁbf\HMA?—?»%%ZXFV~VN4V?4yﬁ%#&
TF Y LET, k. 7—7MEITQRIELWATY 27 PR ML =Y R 22U, FHIOHERH
BidHED D A, Backmg up and restoring PGAA tables on WarehousePG % ZHB L TL 72 & W\,

« BRERT 7T -7 VOREZEM L. PGAA 7 — 7N THHIPNF 2 — LR EDA ¥ 7 F ¥ R1%(E
ZHEITLUE T, WarehousePG Tld, XY TF VRV —h—ida—7 4 X —X—TOAFETINFET,
Monitoring and maintaining analytical tables % Z I8 L T 72& W,

HAEDHIBIZOWTIZ. Known issues Z BB L TL7ZE WV,

10.2 WarehousePG T PGAA #{EH T 3155
RDLEEIZ PGAA Z3BIRL F£3,
o =77 —TNT7 +—<v | Iceberg, DeltaLake X BT 2 0EDBH D 7,

* PGD 2 DD 84 754 > e AT 2 Iceberg REST AR 7 Ry F L, h&ZxnEBORE
ZIEH LT, HEBFICMPP 27 — L TTF—XERBELW,
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o XY EELDZ T —DBREETT, PGAA DRY ML Y P VE, (T2 2 TR L FIH DN
FCTF—XEMELET,

. SparkConnect’E LTrZZY—=%N—T4 7 F50.GPUT7 7t 7L —arFiTD7-9HIZ RAPIDS

E 3R ZHEDHIREIHE
* PGAA &, tHU¥ED PostgreSQL 7' 7 > F—DA%ZHHK— 1+ L, OrcalFPR—bFLTVEEA,

o PGAA 7 — 7 WIEFHARD BT,

10.3 7—F T F v DEIE

WarehousePG @ PGAA &, * 7> a > ®D Iceberg H X v 'Y Spark St ZHHL T, N7 MUty v
VUENLTIIAR—DA—T 4 3 =R =2 TRV MRAMEA T2 7 P AL —=DITHRLET,

WHPG cluster

°
Coordinator “
==
[}
AN ‘—\

Segment host 1 Segment host 1

=1 IR oo | B
S
Object storage

1: PGAA on WarehousePG architecture diagram

10.3.1 OA7aAYAR—x%> b+
WarehousePG WHPG

I—FT 4 32 —X—FRANEBDE T X b HRR TR E LS Postgres X\ — A DN HIJLIE MPP 7 — &
R—=R, A—T 4 F—R—=R@FI7TVDT 7= 78T 4 ARy FEUAUEL, 7 XY ME7 Y 24
FITLET,

PGAA ¥i3REEHE

WarehousePG 7 LV 75V F—HEL T, DTy A 70— FTE3 27V RRELE S, 774
N EDRY MUEFATZ Y Y > & LT Seafowl Z 3N L L, 37 — 7N DRX RT—X2EM L. Postgres
TutRe 7T VETIRT T LBOBEEFHEL £,

PGFS ¥L5E#8E

FITI 27 PR —=VHERDA ML —I LA Y —%2MT 2 PGAA DIKTFER, BISIEREH LI L,
S3. GCS. BXU Azure NDO7 7t ZAxWR(L L 7,

=5
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PGAA IV FLENRT by =) =P, WarehousePG 4 >~ A F —)LTld. Seafowl ¥ WHPG
A—F 4 X —R—LHEL T XY FRRA T systemd H—ERE LTETEN, 3—F 4 Z—X—DAHLH
M7 ) —DFEITOMGTEEINMILE T,

Iceberg REST h20OJF 7> 3+l

FT—INAFXF— N—T 4 ¥ary, BIXUORFv T ay b EBRTINEAEZT—ZL I AT, PGAA
X, Bl xa 2N LT, BRIBE2F TV 27 PR L —IANDOT—AH LA/ L
5,

Spark ¥ 2 RRZ—FATF> 3>

REBEFATZ Y > v UTHH XN 4458 Apache Spark 27 5 A X —,  Spark Connect % /1" U CHERR X 17245
&, WHPG 22— 7 4 % — & —IX Seafowl T/ < Spark IZZ7 TV —%#5E L 3,

FTSTIV ML=

DT —&ZDY — 2, PGAA X, S3, GCS. B LU Azure 3K — b+ L. WarehousePG NDF— & A > K—
MIEFIC, 7 T VKFIZ Parquet, Delta Lake, 35 X Uf Iceberg 7 7 A LV OEHEBEZ Y R—F L TVET,

10.4 WarehousePG T® PGAA D {1#E A&

PGAA . 07T —ITNADPEBRBLICA TP 27 P AL —JRANAL VY RENEZA L=V LY —L,
PS5 F— e R IMMEIZ IV DU pEE LTI SR Z -2 7 2 ) B B I UOETT 272y
EITL A4 ¥ —D 2 DODL~ULT WarehousePG &L E 5,

10.4.1 DT —TILDOIERK

PGAA X, WAR LT —TNT 7+t RAFjiEpgaa 2t L. WarehousePG 127 — X% 4 ¥ K— M T2, 15
HEDSQL EZNLTA TV 2 P A ML=V HE2T— TN B ERBIPHETEE S, PGAA hZu
7 — 7 )LZ DISTRIBUTED REPLICATED RV ¥ —%{HHL, IRXRTD/ —FTXEXTFT—X%E2FHATES LS
ZLET,

PGAA 7 — 7NV AR D BT, EXAAFEEZYR—PFLTVWERA, T—XWE, A7V =227 X b
L— BRI ET AR ERD D £5, 722 213, PGD £723Bl0 84 54 VICkoTEEATNE T,

104.2 2TV —DERT

TFT—RAPREDE TRV FPERAMZEEENE A4 T 4 7D WarechousePG 7 — 7L 2 1387 D, PGAA
FeREZLA T2 FPA ML —JWEEL, FBED ) — R o778 ATEX 350, PGAAIKE 7T —
WXL TR D RIRN T 2 BIRT 2HHER2 5 X 5,

0 IR

PGAA &, D PostgreSQL 77 > F—DA%EHR—FrL, Orca* 77 4 AP = FHPR—-FL &
Ao
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PGAAZ, 20DV I Y DWTNrZN LTI Y —2FTLET, PGAAIINY FAENIT 7 40
FDORY ML Y YV TH S Seafowl, F7=1& Spark 7 7 AR —% KA > bF 5 X 51 Spark Connect %
W3 256 D Spark

Sparkk 7 7 T 4 TIRILY I U THB%E. A—T 4 2—X—=1F £ XY PERX M Z2HE5X8 31T, Spark
Connect /M L T2 LY —% Spark 7 7 A X —IZHiE L £J, Spark &, Seafowl 2 ¥ v ¥ E— K & I
Rz, B OFE Az WL 9,

Seafowl N7 7 T 4 TV VDA, PGAA 7 TV OWHEIZIGL T2 DODRAF v VE— ROWT N
PEIRLF T,

o DirectScan PGAA l¥, €7 X ¥ FRRA M 2HEXEIIC, a—FT 4 F—X—_LOD Seafowl 127 TV %
%é&:j—7m_]\‘\bi?o

« CompatScan 7 TV —IZ, * A 7 1 7 WarechousePG b — 75— 7L ¥ DitEE 72 Y. Seafowl A3ULHH
TERVIRENE ZNIGAMEHAINE T, PGAA X, T— LTI, 2ODBEMET TSI V%
WarehousePG 77 > F—IZIRR L. 77 ¥ F— 3%l i ERLET,

— Strewn locus MPP 2% ¥ VI FRTOEZ XY FRR MIOHEN., ZAEADN T —XD—EL
AR L CERAI D £5.

- BB T — N I —T 4 A== TR TDE T XY VT TE FF, aggregation
pushdown Z BT T 2L, A—T 4 2 — X —I3HERZBETRNCEFZWHE L £9, 2Tk,
74T Y MIREINET—RZ I HICHIRTE 7,

7 OEIEEHASDOE S 2. B394 XD PGAA T — 7LD EIRICE I b EF, -2 213 /D
ERT =T NERERT =T ML THET 255G, 770 F =3NS RT—7LVOo— g2 A L.
FTRTOEITAY P THRBIEAF 2 LTIy T2y A0 — R TEFEITH, KERTFT—TL
I Strown MU E AL £ 3, &€ XY ME, 2O OAERARD £, EEE. KX METTF—4
Oy v 783, HEIX P TR—ANIZFEITEINE T,

Engine Scan mode Execution
Seafowl DirectScan Coordinator only.
Seafowl CompatScan Coordinator and every segment scan

the full table (General locus), or each
segment reads a portion of the data in
parallel (Strewn locus), based on cost.

Spark SparkDirectScan Spark cluster via coordinator only.

Seafowl X ¥ ¥ ¥ E— ROFEMILIHHICOWTIE, AF v U AATZEBRETZ 2SR TLIIEI W,

Installing PGAA on WarehousePG
AR
PGAA A Y A+ —L T BHIC, RDZ L ZMERBL £3
* x86_64 RHEL 8 %7213 RHEL 9 THEATX 1T\ % WarehousePG 7.4 fFED 7 7 2 & —,

e I—FT 4 =KX —FKAPMTHRIN/ZEDB VRS P UANDT 7+,
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e TANRTDHRA DT sudo FitE%Z D gpadmin L —H—,

FHIELHE DR VIR D . TR TOFIEIZ gpadmin 2 —H—& U TETTI2HENDHD 3,
Ny Tr—=ondo>oO0—ReAM VXM=

. 3—F 4 %—&X—TEDBH 7R 27 7Y a vEREREFRELET,

export EDB_SUBSCRIPTION_TOKEN=<your-token>

export EDB_SUBSCRIPTION_PLAN=gpsupp

curl -1sSLf "https://downloads.enterprisedb.com/$EDB_SUBSCRIPTION_TOKEN/$EDB_
—SUBSCRIPTION_PLAN/setup.rpm.sh" | sudo -E bash

sudo dnf download edb-whpg7-pgaa

edb-whpg7-pgfs . edb-whpg7-pgaa DEE INMEMBHKRTH L., HEMNIIX Y o — FENFET,

. 23— 74 %—&—T, WHPG 7 7 AZ—HNDTXRTDFRA L2 VA +F%774/all_hosts Z1E
BLET, #il

cdw
sdwl
sdw?2

. TRTDORRA NI F—SFEELTA VA= LET,

gpssh -f all_hosts -e "scp gpadmin@$Chostname) :~/edb-whpg7-pgaa *.rpm /tmp/ && sudo..

—dnf install -y /tmp/edb-whpg7-pgaa* .rpm

1. T —IRBFTRTORRAMIA VA=A INTVWBEI L 2HERLET,

‘gpssh -f all_hosts -e rpm -q edb-whpg7-pgaa edb-whpg7-pgfs

fLERMEEED BRI

WarehousePG £ > A b —/LTlX, Seafowl &, ILERIEREE T HBIC K > THIHEINZ N 7 750 >V FU—
J1—¥Y LTTIdRL, systemd ¥ —E R LTEHINE T, RPM I3, systemd 2=y b7 7 A L% HEI
WA YA M=V LET,

. a—F 4 %—&—7T, ary<XKUHEHFHLTHEES 4771 DY R MIPGAA B XU PGFS % B
mL. 2o 2A&Z2—%HEHLFT,

gpconfig -c shared_preload_libraries -v <other_libraries>,pgaa,pgfs
gpstop -ra

. =T 4 %=X =L ITRTDELITX Y FRA M EEGELTNTDERA LT Seafowl & — L 22 G L
TR L 3,

‘gpssh -f all_hosts -e sudo systemctl enable seafowl && sudo systemctl start seafowl
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N1 systemd HFE TERVIRIE Docker B ICA VA M—=ILTBEE. A—N—N1F7O0XPITY

~U

—RAY PRIV T B EDMDFEEZT LT Seafowl T—H—Z T —EVLTIHBEDHBDET,

BERFIE. RRX R CIZ1 DD Seafowl 7—H—DHERTIIMVELRHZETI, AILKXFT
BEROT—H—%2RTFTLTVED. WThHDRITICET<KKKT L. FEIRELET, .=

INFE Seafowl &, 7 7 4L h TH— b 9090 T Prometheus X h U v 72V FRA ¥ F2REALE T,
Prometheus 23BEIC[A UAR A b THEITE A, K— b 9090 121 ¥ RENTWBEE, Seafowl [FHLH]
WERBMLUE T, Biarfiks 212k, & %221 %R A b T etc/edb/pgaa/seafowl.toml” @ “port™ D
EZHFE L. Seafowl %—ELRZ VAKX —FLET, .. 1. 3—7T 14 32 —X—IZHEH L. PGAA Z{#
T 357 — X X— ZIHEBRIEREZ ER L £ 3

CREATE EXTENSION IF NOT EXISTS pgaa CASCADE;

CASCADE #{#fl3 % ¥ . Postgres 7 7 £ /L3> AT L PGFS 72 ¥ DREIMIFRAGRS HEINICA > 2 =1 &
nNEI,

1V b= ILDIREE

N\dx AZXa<wr REEversion 77 07 a yENRH LT, IBREREN Y 2574 T THZ I %

MR L %95

[SELECT pgaa.pgaa_version();

1. Seafowl 4 —E AW ITRTDRA P TETENTWS I L RHERLE T,

(gpssh -f all_hosts -e sudo systemctl status seafowl --no-pager

H—EZDRE L OJ DR

Seafowl iZ. systemd %41 L THEE(L JSON B 7 2 E ZAAE T,

e H—RANTARAT—RRAHREDn Z7H N %R T 51213

tsudo systemctl status seafowl

e IA TR BRI —IVIT BT

‘sudo journalctl -u seafowl -f

e TARTDKRA bDrF % —EICHERT 51213

{gpssh -f all_hosts -e sudo journalctl -u seafowl --no-pager -n 50

WarehousePG 2 — 7 4 % — X — Y27 X > bR ZI2DOWTIE, Viewing the database server log files % Z[#
LTS,
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Reading from object storage on WarehousePG
WarehousePG @ PGAA X, A7V 27 PR ML=V DT —RIIT 7R RAFT 230D/ EEZTR—-FLTW
F9, B4 T aIEMILTVWET, £y My FICE oD EMHL TSI W,

AbL=C0iGmEFERLEA TSI R ML—CDBR

AML=YENEA 7Y 27 PR L —JICEREERL L, Parquet, Delta Lake, 35 X Uf Iceberg 7 7 £ L%
YR—FPLET, T—FT 4 F— R —TIHREGATL PGAA 7 — 7L BB L., 1EH#E D SQL #H L TF—
Xz R LU EF, WarehousePG 13, RHIMEORWEITE— FZHEHNTERL, 72V —OHHIZIGT
T, =T 432 —X =TTV —%,FTEFLI XY PRRA MEKIHTBL 7,

117 E WarehousePG @ PGAA 7 — 7 VIEGHAMD EHTT, 7—XEA 7227 P AL —DIBHICFE
LTWARAEAH D %3, CREATE TABLE AS SELECTCTAS ZffHH L7247V 27 P AL —IADTF—
RDEZAAIF. TR—FEINTOVERA,

PRTEGFT DR DEFINT DWW TIE.  Reading tables in object storage SR L TL 72 & W,

|

RDOBITIE, TPC-HSF1 7—XZ2ZL 7Y v 7 S3 Ny MR L, 3007 — 7 V2851, o
TV %%fT LT, DirectScan #ifit72 PGAA & CompatScan 4 7 4 7t — 77— 7L A L7z PGAA @
MAEERLET,

1. 2—=7 4 3 =X —TRIFEGIZERL X7,

SELECT pgfs.create_storage_location(
sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
I"aws_skip_signature": "true"!

);

1. F—X%IET PGAA 7— IV EBER L 5,

CREATE TABLE customer () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path = tpch_sf_1/customer);

CREATE TABLE orders () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path = tpch_sf_1/orders);

CREATE TABLE lineitem () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path = tpch_sf_1/lineitem);

L W27 =) ZFTLE T,

SELECT
1_orderkey,
sum(l_extendedprice * (1 - 1_discount)) AS revenue,
o_orderdate,
(RDR—D1THi )
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(ATDR=I D 5 D X)
o_shippriority
FROM
customer,
orders,
lineitem
WHERE
c_mktsegment = BUILDING
AND c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND o_orderdate < DATE 1995-03-15
AND 1_shipdate > DATE 1995-03-15
GROUP BY
1_orderkey,
o_orderdate,
o_shippriority
ORDER BY
revenue DESC,
o_orderdate
LIMIT 10;

1. EXPLAIN ZfEHH LT, 72V 75 U 2BI% L EF, PGAA IZHHIT DirectScan ZikfT L. 2 —7 4
I —&R— LD Seafowl IZFATEFERICA 70— R LE T, ZOTSF7ViE, BdiETSvy > axv v £
it V= B ETL5EL T Seafowl sl T T U NFRIRENFE T, WarehousePG 77 > F—HEFKR LTV
Wiz, Optimizer ITARRI NNV I LITHERE L TL XV,

QUERY PLAN

SeafowlDirectScan: Logical Plan
Limit: skip=0, fetch=10
Sort: revenue DESC NULLS FIRST, orders.o_orderdate ASC NULLS LAST
Projection: 1lineitem.l_orderkey, sum(lineitem.l_extendedprice * Int64(1) -.
—lineitem.l_discount) AS revenue, orders.o_orderdate, orders.o_shippriority
Aggregate: groupBy=[[lineitem.l_orderkey, orders.o_orderdate, orders.o_
—shippriority]], aggr=[[sum(lineitem.l_extendedprice * (Int64(1) - lineitem.l_
—discount))]]

Filter: customer.c_mktsegment = Utf8("BUILDING") AND customer.c_custkey =.
—.orders.o_custkey AND lineitem.l_orderkey = orders.o_orderkey AND orders.o_orderdate
< CAST(Ut£8("1995-03-15") AS Date32) AND lineitem.l_shipdate > CAST(Utf8("1995-03-15
—") AS Date32)

Cross Join:
Cross Join:
TableScan: customer
TableScan: orders
TableScan: lineitem
(RDR—=I12HiK)
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(HIDR=TI D 5 DfEX)

(11 rows)

JIVEHRAT 4 T =TT =T N EDKEEIRE, Seafowl DT EIWRIENE N 258, PGAA X
CompatScan I 7 # —/ Ny 7 LE T, fil. customer ¥ %4 7 4 7 segments 7 — 7L EEET 255

CREATE TABLE segments (seg_id INT, seg_name TEXT) DISTRIBUTED BY (seg_id);
INSERT INTO segments VALUES (1, BUILDING), (2, MACHINERY);

EXPLAIN SELECT c_name, seg_name
FROM customer

JOIN segments ON c_mktsegment = seg_name;

PGAA 13 H#)IZ DirectScan Z7dfT L. X% #H L T CompatScan IZ7 + —/L Ny 7 LE T,

NOTICE: PGAA DirectScan failed: QueryPlanningError("Error during planning: table.
—,default.public.segments not found"). Running the query in compatibility mode.
QUERY PLAN

Gather Motion 4:1 (slicel; segments: 4) (cost=1414.00..246348.40 rows=748960.
—width=64)
-> Hash Join (cost=1414.00..236986.40 rows=187240 width=64)
Hash Cond: (customer.c_mktsegment = segments.seg_name)
-> Custom Scan (SeafowlCompatScan) on customer (cost=25.00..1131.25.
—rows=37500 width=64)
SeafowlPlan: Logical Plan
Projection: rl.c_name, rl.c_mktsegment
SubqueryAlias: rl
TableScan: public.customer
SeafowlQuery: select rl.c_name, rl.c_mktsegment from public.customer.
—~as ril
-> Hash (cost=769.00..769.00 rows=49600 width=32)
-> Broadcast Motion 4:4 (slice2; segments: 4) (cost=0.00..769.00.
—rows=49600 width=32)
-> Seq Scan on segments (cost=0.00..149.00 rows=12400 width=32)
Optimizer: Postgres-based planner
(13 rows)

Gather Motion 4:11%, Strewn B—H R 75 %R L %3, SeafowlCompatScan ik, 4 DDEIF7 X b
AR FDERR N TAHHNETEN, ZRZEND customer T— XD AT A4 A& HARD ., FERPa—F 4
I =X —INEEINET, b =TT =7 DfEEIE. WarehousePG 77 ¥ F—IC X > TUHINFE T,
TEFD Optimizer: Postgres-based planner 1Tid. Seafowl 233X TC% 3. L CHLIE 3 2 DirectScan &
WZEA D, Postgres 77V F =TT U REEHY L BHEERELE T,

PGAA 7 General i85 T ¥ Strewn iB{n T2 IR T 2 HIEDOFHMIZOWTIX, JTUERITE—F 25l
LTLEEW,

10.4. WarehousePG T®D PGAA D {1iEH 65



Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.9.0

Iceberg h 2 OJ IR T 3

WarehousePG I — 7 4 S — & — 248 Iceberg REST A & 1 7 %28 LT, 7 7 A X —2{KkTH L u 7 EH
TNV ERRABEIC L XS,

WarehousePG T PGAA % ffiff L T. EDB Postgres DistributedPGD 234 7Y = 7 F A b L =1L 7Y 7r—

ML TF— R EFRAIS N TEE T, PGD X, Iceberg JEXD 7 — & % E &A%, Iceberg REST 7 &
0 B ER L £ 5, WarehousePG &, 7 — X ZBEE TICTMPP A7 — LV CHHMBLIUBETEET, 2
DFRED PGD MIcOWTIE, PGD ZERALIER 22 LT ZE W,

'7F pgaa.attach_catalog() ZfEfH L7-HE)H % o X, WarehousePG TlEHR— F XN THWEH
Ao IR TPEEINS-NZ, pgaa.import_catalog() ZFENTEITITINERH D 7,

ERERERCY R— P SN Tnwdhau s x4 T2 a0wkty b7y TFRIBICOWTIA, Integrating
with Iceberg catalogs Z B LU T 72 E W,

]l

. a—F 4 2 —R—-ICHRu 7 2BRLE T,

SELECT pgaa.add_catalog(

my_catalog,

iceberg-rest,

"uri ": "https://iceberg-catalog.example. com"
);

l. 7= TNDART—R%2 AL VKR—FLET,

tSELECT pgaa.import_catalog(my_catalog);

1. ¥ 7> a>rT, 4 VR—- M ZREDLETZERICHIRL F3,

‘SELECT pgaa.import_catalog(my_catalog, my_schema);

A YR—bENd L. 7—7NIE WarehousePG £ v ¥ a Y HIARTE X7, fl THAZNTWZ DL
LoV T2 —hEHENE T, EXPLAIN Z{H LT, PGAA %3 DirectScan ¥ 7213 CompatScan
ZHEHAL TV, BIXULDERTFEMNERSN TV S0 2B L £7,

Spark TOHNE

Spark Connect Z/7L T2 L.V — %4} Apache Spark 7 F A X =1V —T 4 V7 LET, TDE—RT
. 3—=7 4 2 —X—=F7 TV —% Spark ICEHEILE L, £/ X ¥ PRR MIETICESE T, Spark 1
WarehousePG 77 > F — L I MBI (RICHE OFHE & Bifi 2 W L £ 9,

TRy b7y TFIE, GPUT 72T —>avtTyay, BIXURT 53— VAN XV RITDOWV
Tl&. Accelerating with Spark B LT EE W,
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|

1. pgaa.spark_connect_url ##EL. A—T 4 F—X—DFETZ IV EUIDBEXET,

SET pgaa.executor_engine = spark_connect;
SET pgaa.spark_connect_url = sc://spark-connect-hostname:15002;

Ll &RATARTY v 7 TPC-HY > N7 — X2 LT, RIFEHTE PGAA 7 — 7 V2R L 95
Spark Connect (& Parquet DA% %R — b L TW572%, pgaa.format ZHI/RINICRE T 2 BED D
D ‘ij—o

SELECT pgfs.create_storage_location(
sample-data,
s3://beacon-analytics-demo-data-us-east-1-prod,
I"aws_skip_signature": "true"i

);

CREATE TABLE customer () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path = tpch_sf_1/customer, pgaa.

—.format = parquet);

CREATE TABLE orders () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path = tpch_sf_1/orders, pgaa.format.

= parquet);

CREATE TABLE lineitem () USING PGAA
WITH (pgaa.storage_location = sample-data, pgaa.path

tpch_sf_1/lineitem, pgaa.

—.format = parquet);

1. AILTPC-HQ3 7 TV —%EFLEF, 3—F 43— X —13FE(T% Spark IS L F5,

SELECT
1_orderkey,
sum(l_extendedprice * (1 - 1l_discount)) AS revenue,
o_orderdate,
o_shippriority
FROM
customer,
orders,
lineitem
WHERE
c_mktsegment = BUILDING
AND c_custkey = o_custkey
AND 1_orderkey = o_orderkey
AND o_orderdate < DATE 1995-03-15
AND 1_shipdate > DATE 1995-03-15
GROUP BY

(RDR—ZIZHi)
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BIDR=I D5 D %)
1_orderkey,
o_orderdate,
o_shippriority
ORDER BY
revenue DESC,
o_orderdate
LIMIT 10;

1. EXPLAIN 2 LT, 72V SV 2BELE T, Spak 727 7 1 7RI VIV DGE, PGAA X
SparkDirectScan / — REAEMLE T, ZDTF Vi, Spark 7 7 A X —N TR X 578
BTy raRvy, WA, B2 S0 Spak MEDFETEZ/RL £ T, Optimizer fTIZRRENT,
WarehousePG 77 > F—2B5. L TWiWZ L 2R L £ 7,

QUERY PLAN

SparkDirectScan: Logical Plan
AdaptiveSparkPlan: isFinalPlan=false
+- TakeOrderedAndProject: (limit=10, orderBy=[revenue DESC, o_orderdate ASC])
+- HashAggregate: (keys=[1l_orderkey, o_orderdate, o_shippriority],.
—functions=[sum(...)])
+- HashAggregate: (keys=[1_orderkey, o_orderdate, o_shippriority],..
—functions=[partial_sum(...)])

+- Project: [o_orderdate, o_shippriority, l_orderkey, 1 _extendedprice, 1_

—discount]
+- SortMergeloin: [o_orderkey], [l_orderkey], Inner
:- Sort [o_orderkey ASC NULLS FIRST]
+- Exchange hashpartitioning(o_orderkey, 200)
+- BroadcastHashJoin [c_custkey], [o_custkey], Inner,..
—BuildLeft

:- BroadcastExchange
+- Filter (c_mktsegment = BUILDING)
+- FileScan parquet [c_custkey, c_mktsegment]
: : Location: s3a://beacon-analytics-demo-data-us-
—.east-1-prod/tpch_sf_1/customer
+- Filter (o_orderdate < 1995-03-15)
+- FileScan parquet [o_orderkey, o_custkey, o_orderdate,
o_shippriority]
Location: s3a://beacon-analytics-demo-data-us-
—,east-1-prod/tpch_sf_1/orders
+- Sort [l_orderkey ASC NULLS FIRST]
+- Exchange hashpartitioning(l_orderkey, 200)
+- Filter (l_shipdate > 1995-03-15)
+- FileScan parquet [l_orderkey, 1_extendedprice, 1_
—.discount, 1_shipdate]
(RDR=D12Hi <)
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(HIDR=TI D 5 DfEX)

Location: s3a://beacon-analytics-demo-data-us-east-1-

—prod/tpch_sf_1/lineitem
(22 rows)

1. 584278 Spark ET 77 2 M#E T 511E, 77 V¥ —T http://<spark-host>:4040 ® Spark Ul %
FZ%d, [SQL] X 7ICHENL T, A7 =Y v v IAEE AT -V DA MY v o %

BTV 77 OBRENLNRERRL 7,

Backing up and restoring PGAA tables on WarehousePG

PGAA 7— 7 Ui, WarehousePG 7 7 XA X =TI, T T2 VAL —=JRT—XEREFELET,
whpg-backup /v 7 — I H AL 2 gpbackup utility 3. PGAA EEHE Db — 77— 7LD % &R
BT —EZR=—R%HP K-+ LET, PGAA 7 — T VDHE, gpbackup ZAXA X T —XT—T L= v Y7,
MG, NANL T4 VT DAREF Yy T F v L, A T2 PR ML —=YDHICRZT—XEF v 7
Fx LEHA, TDXRT—XX gprestore 12X > THEIELI NS 720, FEITHMKE 1T, 18T

BIZT CITPGAA T— LB RAETE T,

FI 2 PRI L —VDRIIRDZ T —EXDFEEI, ATV PR L= TanN, X—DBEMETT,

whpg-backup »N— 3 > 1.33 DI WarehousePG 27 9 A X —IZA4 Y X b —LENTW53,

NV IT

I—7 4 % —&X—"T gpbackup *FEITL £,

gpbackup --dbname mydb --backup-dir /path/to/backup-dir

FTayDERLY R MTOWTIE,
gpbackup V 7 7 LY AR=V SR L TL EE W,

WP DNY 779 TRA KRR TRXELRT, HILFIRICHIETRD $3, B

[INFO] :-Backup Timestamp = 20260417100433

&

PGAA 7 — TN EFI LWVWED T —XR—ZIETLLE T, TTDT —ER—ZAFE/=IIPGAA T — 7L E2ET

HFEDT — ZR—=ZAANDETTIF T E— F XN TVWELA,
1. =% v FF—&2R—ZXZ/E L. PGAA B X U PGFS 1LEMREZERL L £ 5,

createdb mydb_restored --template=template®
psql -d mydb_restored -c "CREATE EXTENSION pgaa CASCADE;"

1. gprestore ZEITL £,
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gprestore --backup-dir /path/to/backup-dir --timestamp <backup-timestamp> \
--redirect-db mydb_restored --on-error-continue

FFavDERRY) A MIDOWTIE, gprestore V7 7 LY AR=IEHBIRLTL ZX 0,

0 iR
--create-db gprestore 7> a E. PGAA TEHR—brINTWEHA, I

1. gprestore 170D Tables restored #F =z v 27 LT, VA N7EN L2 L 2R L3,

2. AP U—UGHBEITLEN, PGAA T —IADBF TV 27 P AP L —JIH L TE ICBERRETH
L EERELET,

SELECT * FROM pgfs.list_storage_locations();
SELECT count(*) FROM my_table;
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71

g 11E Monitoring and maintaining analytical
tables

Postgres Analytics AcceleratorPGAA X, Postgres 70> 7 M HEEA ML —=JEHE, 7717 4 —
Ry b BRUET XL A 7T —TNDARXRT—RZDINEZEHET 2 DITRILOE L b A UHEREZ R L
£9,

111 T—=TIEHH OB

BE DFEHED Postgres 7— 7D ZERETIX, PGAA XX > TEHINTWE T — 7L ERETE
DREE I 25505 D £F, pgaa.list_analytics_tables() 7727 a i, §RTDLA I NY
AMET =7 NDr7a— UEZ R L 5,

SELECT * FROM pgaa.list_analytics_tables(Q);

77y aryHiE. ROWEEHREL T,

cIDETA—IVIERAF—~, 7—TNH, BIUAML =TT %—<v b Iceberg, Delta, F 7213
Parquet 72 2R R L £5

L]

ZAML—=—C OB F— X7 7 A VDTREET 2D IEMER S R,

HEAOATDARAT—=ANEA 2 7 2FHT 568, 207 77> a YHINEINEH & 75—
P R%. L. BXURYVE— FTF—INAAREREINET,

s LIV =23V AT—R AT — RO EDIRELZFRRLETPGD LV r—>a >y F Ut
DEE D Ao

ARL=X MUy o

- object_storage_snapshot_size_bytes RFT DI 4 7 RXF v F>avy bOH A X, T,
SELECT * HFICAF ¥ Y ENT —XDERDEZRL 7,

— object_storage_total_size_bytes FIEDN—I a Y TCHHAIN TVWARWVWA X T —&X, v =
7z A b, BIXUBRET X7 740280 NTry FMADOEF 7y F TV 2 b,

- object_storage_total_size_bytes X X T —XEEL N Nr vy FNDEE 7y PV b, =
=72 A, BIUBEBRTFT—R7 7 A VMEAINERA,

pgaa.lakehouse_table_stats() 7 7 ¥ 7 ¥ a V&, T — 7L OYBRRFEICE T 2 RE DI R TR L
T3, ZHUI FX T4 T IV T T RT p =V RAOWHBICEE TS,

SELECT * FROM pgaa.lakehouse_table_stats(my_schema.my_table::regclass);
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DT avii. Bk AFA T 7 VR ML=V ERBAEL T, BED~ vy YD THER of
DRI > TVWLZDO0EHRLET, ZRUID R HET

e SATF—RETYRF—=REZRXATEIEV NS UF I ara lER3EREINTOWRWNE R
T7ANCE TR ML= TEEK) 122> TWA2ERIEMEICREL T,

s BRDERFT L \WT — XY — 2 6WMDAEN, RFy F¥ay b A DR OKEE & b
WEDESITELT 20 2B L 5,

s Xyl aflB DT >y a YORERIX. pgaa.lakehouse_table_stats_cache_ttl_s ¥R ST X —
Z—=IZ & o THIFIENE T, HNNRBEFOMEDBHBETH 2 DICKRRINBZVEFE, Frvda
TIL 3 0 WCRREXNT VWS Z L RHERL £ T,

latest_snapshot_size ¥ total_size ZBT 2 Z ik, N7 4 —F VAL IAMDANT VY RAEREDT
DICEHETT, AF v 7> av bV ARE, (947 7—&, 72V —HIZAFX» Y INLEEDOR
Va—2b%Z2RKUETH Gt A & BEAN—=Ya >y b ¥ rrarny FEMMTREDNT v
N7y b)Y M REREENE T,

Iceberg % Delta Lake @ & 5 BEX T, GtV A XBRF v T2 ay bOY A XE2BZI T, R4 L IR
ANea—Ny ZEFR-IPLET, CNOLDEORKELX ¥ v FiE. BEL—N—~y FOEREERL.
VACUUM £7213a >80 > a Ve FRITTEEEL U TRELES, ZhoDX M) v 7 2EEHRT 2 Z Ik,
HERDIRVENRT 4 =RV ADT =R VLA 7R HFFT 2D E £,

11.2 7—TINT #—I 2 ADRE1L

DR T d—< I, BER T —XOFEFICEDATDDNERT 7 A ADMERE N, XX T =X DA —
Ne~Ayw FBEINT 2 VNEWT » A L] ko TRERPEELZITET,

11.2.1 pgaa.launch_task ZfER L 77— I X > TF Y ADET

Delta 7— 71 ¥ Iceberg 7— 7LD X > 7 F > A&, pgaa.launch_task() 77 7> a YEFHL TS
AT A TN I 779 R —h =12k CIERAICE XN E T, ZHUTED, 72774772 SQL v
arvE7uy 7E3Ii, BAFMOEWIRELZ PV -TEE T,

0 IR

WarehousePG TlE, Ny 77DV RAYTF YAV —h—da—T 4 F—X—TDAFETIh, &7
XY FERRMTRFEFTEINE R A, pgaalaunch_task() EWECHTHIC, 3 —F 4 % — & —IT “pgerypto’
JEBREF4HE *CREATE EXTENSION IF NOT EXISTS pgcrypto;” 4 ¥ 2 h—L L ¥J,

SELECT pgaa.launch_task(
table_name => my_delta_table::regclass,
task_type => compaction, -- or z-order, vacuum, purge
options => I"target_size": ”128MB"I

)5
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0 IR

Delta Lake {¥fEHAIREZR TR TD X R 7 X4 FZHK— b LTVE D, Iceberg 7 — 7 WIFHAE “com-
paction AL —> a2 Y DAEZYR—FLTVET, E5HIT, Iceberg T2 %7 ¥ a Yid. dry_run ZBR
&, Delta Lake TR RERFEM LK F — 2 H HR—F LT EHA,

PR—-—FPENTVBERT XA FIIRDEBH T,

s ANV NS BT 7 ANE XD RELRREILEINZT R Y 7 target_size TERIIY—I L
T, O RAF v v EEERELE T,

o -F—=H—=FTINRADIHEBDIN Oz > TF — R EFRKE L T, BET 2EIPFINT ITRFES
NET, ZHTED, ZUIUNTI TV T4 NERE—HLIEWT 7 A LR EEHTEZT—Z 2 Fy
TR £,

e NF¥a—LDeltaDH7 7T 4 T2 AF v I ay MEEMNT SN D, 88X NIRRT
IDH VT =X T s A NEHRLES, ZAUCED, A7V 227 PR ML —VHEEPBEAHINE T,

e N=UFIADIFEDA L —I R 257 — X RINCHIR T 2 Y —1, RBLI-Z 72
R—PFOFHE IV -7 WL HET,

|

* DeltalLake 7— 7 MK T2 a2 %07 a Y RFEH LT, /MR T7 7 A L% XD KER256MB 711 v
212 —Y LT, RF vy U874 —< A& LT,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => compaction,
options => I"target_size": ”256MB"E

D

e 2 A —Z—%fEHLTF—2E=WENICERK L T, customer_id B X U region DEEDE%E D
T —fIRESN, TV UDPEBARR 7 7 AN EZAFXy S TELXIITLET,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => z-order,
options => I”columns": ["customer_id", "region"]!
s

e NFa—AERHLT, 72774 77 —7WIREO—ETHRIAZD, THEDHW T 7 A LEHIBRL
T, AOlEMEEEEAAL 9,

SELECT pgaa.launch_task(
table_name => lakehouse.sales_data::regclass,
task_type => vacuum,
options == I”retention_period": "7 days"!
N
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PR-—PINTWEL T 2> eHlOFEE2RY A MTDOWTIE, pgaa.launch_task() D7 7 > 7> a )
77V YRR arvEBRLTIIEI W,

11.22 REBAYTF VR

IATA TN I T30 RT—=H—=TEREIR= bINTORWEMHIRR VT F Y ZABREDLE. XD
HEEZ AL £35

pgaa.spark_sql()

SR 74D Spark Connect > KR A > b %/ LT, Postgres T T Z 2\ Iceberg AL —F > F 721
Spark 77> 272 a v EEITLET, HAAELR DS —2 % —D VY R MZOWTIE, Spark procedures %
SZIRLTLREW,

SELECT pgaa.spark_sgl(query, catalog_name);

0 IR

DTy rrTaYyEMHT B, pgaa.spark_connect_url BT X — X —EEGEL T, FHMHE
7% Spark Connect ' — VB A% KR A ¥~ M T I2REDRDH D 7,

pgaa.execute_compaction() FEHESE

pgaa.execute_compaction() 7 7 ¥ 7 ¥ a ik, Wikt L7 =27 74 1% XD KRELTHERNR
Parquet 7 7 A JWIZHEE L. 53H7 Iceberg ¥ 721d Delta 7 — 7L D87  —< Y A X b L—=I%# % L
IHET,

SELECT pgaa.execute_compaction(my_iceberg_table::regclass);

0 IR

7 7 ¥ 7 ¥ a v pgaa.execute_compaction() (IIFHELET, pgaa.launch_task() ZBH L F5,

]l

o fEHED T — TR FRAL T MR LT —R 77 A VB XD KRERT 7 4 M —I L., Iceberg
=7z A MEHEHLET,

(SELECT pgaa.execute_compaction(lakehouse.inventory_iceberg: :regclass);

* pgaa.spark_sql() Zfffl L C. rewrite_data_filesSpark X AZ&# N L TX X T —RDA—"—
~y FZHIFELEI,

SELECT pgaa.spark_sql(@ﬁ
CALL preexisting.system.rewrite_data_files(
table => "preexisting".'"ns-1"."table-1",
strategy => sort,
(RDR—J1THi )
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(FIDR— 5 DFE %)
sort_order => value DESC,
options => map(rewrite-all, true)
)

5

PR PFPEINTWVWEFT TS gy eflOEER Y X MZOWTIX, Functions 2B TL I W,

11.2. T—TINT =T > ADO:EIL 75
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Postgres Analytics AcceleratorPGAA (&, 77417 —2 10— K% Seafowl ¥, KEMEFANHCEF Sz b
IMESHATZ Y P > TH S Apache Spark 1A 70— RF 252 I1IC&D, BT+ —< Y RAZEBILET,
PGAA DEIT S AZEIRT 2EEHET 22212k D, 22V % TEE SR IR LT, RRDER
bEEBTEET,

121 AX v X1 7218893
DT —TIN%EBET 2L, PGAAIZ2 DDBRRZETFT R ENLTT—XOES A2 ERL 3,

DirectScan Seafowl I3, 7Y 27 P A ML =I5 T — X R EEGRARD, Y —XTIXRNTDT 4 L&
CHEFEEA L. RENARERE Y DA% Postgres IR L 3, ZAUTK D, X7 Mok nEE
SERIHHAL, 2y "V —2 774 v 2B RNRIMZZZ21C& D, 73— 2RHRAMELET,

CompatScan 7 1) |Z Seafowl 25% A4 7 4 7 CUIETE R W SQLEREZ 12 AR LT 7 72 a VD E
FNTWBREA, SATLEIANA TV Y FE—RZ74—ANv 7 LET, ZDTF VY FTiE, Seafowl iX
BlEMET—RY — A UTHRELEITA IO 7 VAL —InST—R %A M) —3 7L, #HEAMNAR
TANRY VT RFETLUETH, Postgres IS REMERNEDO A —r A L —2— L THEEL £ 5,

CompatScan Tl&, 7—27 10— FIZRD &S5 ZHE X7,

o Seafowl 137 7 A V&2 FAIRD ., FAIENET v a X v BB L EITHEEE T I L —T N4
7E,

* Postgres & Seafowl 2> S i L X7z A bV — A% ZIFELD . Rk RkRE, BoRIRUAREZ, £
BRIV DU EREYR— P L TCWARWE oY vy 7 REITLE TS,

DirectScan (i AHE D HEETF 2, CompatScan [ IMEHTE 27+ — NNy 7 LTHKEEL. —HiD <
7 & — ¥ AEEIC U T Postgres BEREDTE 272 HIMEEREE L £ 35

122 9TV TS >0

PGAA D7 T —ZFEITLTWB HERIERT 2121%,. EXPLAIN a~ Y F2FHALET, HAwckh, ¥
DY UPEWMEEEZEITLTVWELBHL2D T,

 DirectScan SeafowlDirectScan ¥ 7-!Z SparkDirectScan / — FZEL £3, T, Seafowl 7t
ERIK7 4NV V7, FiE. BROEFH 2 L, REFROD A% Postgres ITIRT Z & 2R LTV
79,

+ CompatScan SeafowlCompatScan ¥ 7z1& SparkCompatScan / — FAFRINZLHE, 7T V11X [
47y R E— RFTFEITINTWE T, Postgres [ FFMEMRFTEA - A L —>a>» LT, %
ERMREO BRI L T2, Ty > a BT VEENEMNTR->TVWEEE, VE— bV IV
oy o—frEmdtTEE T,
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12.3 DirectScan 7 #—JL/\wv UV D EIE

7 Y 23K DB CompatScan 27X RIZ 7 + — ANy 7§ 55513, ROFIHWE->TE I IV a—T 4
VT EATOTLIZEN,

1. HEED+® v > a > T DirectScan D3FFA] XN TWE Z ¥ ZHEREL £ 5,

SHOW pgaa.enable_direct_scan;
-- If off, enable it:

SET pgaa.enable_direct_scan=on;

2. il 7 — WG REIEZEELET 74— ANy ZJORKZHL NI TE RS,

SET pgaa.direct_scan_fail behavior = error;

Postgres (&, AHWMED 70 SQL ML F 72137 — X B Z AT 2R AR —%2 A —-L ¥ T,

3. 7L MM SR, A1Z 1 DT OHIBRL T, N 7Y vy NE— N2l T 28580 THIRERY
A—1 ZOHELET,

124 AV a—FTa0>20Tyv>ad0 > DR

NATYy RE—RTH, VY —RE2RBIFEHITZ2BELA 70— FT232L12&D, BT 5—<
VAEBMRETEE T, ROFEEFTFT 74NV FTHEMR>TBH, XT74+—ADE—TFT 42y b E
LTHREL £ 3

pgaa.enable_join_pushdown > 27 453V € — h EITH Seafowl £ 721& Spark NOZ x4+ 70— KL LS
CFLIRAERLET, T XPFETIHEMTT —XEMAETSI &, KR ET Xty
I % Postgres X EVIZFNT 22 exEML, 2y P T =27 57 4 v 72 KIEICHIEL £,

pgaa.enable_groupby_pushdown %4 SUM . COUNT . AVG ¥ X Uf GROUP BY AjO 4 71— K2 KB L £ 7,

YV —ZAT10EIT% 10 DN —TIZENT 22, 7 — REEIFHTHIR S A, FE 2 Postgres CPU D
TIDERNENE T,
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)7 7L YAt a Tl Postgres Analytics AcceleratorPGAA DFFMIZ B Z R L 3, Zh
LDUY—REMHHALT, MREMAREL, P R—bShT0ETF—XBEHERL, ST — 7V 2 ER
LES,

RGBT 2725 D PGFS #8812 DWW TIE, Al Factory PGFS documentation ZZ R L T 72X\,

e Configuration parameters PGAA YE5RIEREDBIEIX. Grand Unified ConfigurationGUC ZHUC X - Tl
HEhxd, ThoDRFTRX—X—Z2fHT L, T/7EF2—KX—Z2YDEZ, X7 +—<2 XD
RE(LZAECL, X2V 71 BIREREZEHETEET,

e Functions PGAA X, iLWTF—T LD v 7, AL —IYDREDEH, XUFTF ANy D
TR a TOEEREDEMARIDEDDSQL 7 vy a v AL — b REALTVWET,

e Table options M7 — TN~y BV 7% RIBMERT 256, MEDL S ay2FHLT, A7
P PRI T =R AL 3 E AT EEERTEET,

* Data types and definitions PGAA 1Z. A4 7 4 7D Postgres 7 — X% 7 =X L 4 7 OFRELE iz
NI nF—BRIZvy T LET,

o Benchmark datasets 777 — Xt v b OHEFBRINTZAF—<v T —2DO0— FIERIZT7 7€ AL
T, NI A=V ADRN—AF4 VETHELET,

13.1 Configuration parameters

ZDYV 77 LY AHA FTIE. Postgres Analytics AcceleratorPGAA JEFRIEAE DRI T 28T X — & —
WOWTHALE T, ZHUckh, FITo oo vofif VE— MEROEHE, BXUT—-X1 4 72k
DI INNRT 5 —< Y ADERWEEHATEE T,

1311 TJ/€Fa—-4—-TPY

pgaa.executor_engine

INHREOEITZHY T 230 a2 —T 4 VI Ny VY FERELE T,
PR— FEINTWVBEIL seafowl . B X Uf spark_connect TI,

77 # )L bli& seafowl T3,


https://www.enterprisedb.com/docs/edb-postgres-ai/latest/ai-factory/pipeline/pgfs/
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pgaa.spark_connect_url

Spark Connect % — Y A DT> ALV b REFELET, VE— b Spark Connect #—E 2D URL %
&L %3, pgaa.executor_engine 7’ spark_connect IZFREXINTWVWABIGHE, TOHREITNETT,

fElX. FFE D Spark Connect URI JER sc://<host>:<port> It S DEMRH D £5,

57 %)L ME NULL T,

pgaa.spark_connect_extra_config

pgaa.executor_engine= 'spark_connect' {3 255, GBI A - - TV X4 LRE
ZJSONA 7Yz 27 b LT Sparck vy ¥a VITEZERHELET, £ 7> a0V X MZOWTIE, Spark
Connect configuration ZZH L TL S W,

!

SET pgaa.spark_connect_extra_config =

Bk

"spark.sql.execution.arrow.maxRecordsPerBatch": "65536"

57 %)L ME NULL T3,

13.1.2 T —BEhfE
pgaa.enable_direct_scan

T —TND 7 L) ETEHIEZHIE L £, PGAA 27 =) &K% &Kt /- Seafowl > P T H
Jur—RL &S T2, fZHED Postgres L A Y —2FHH L TUHET 20502 EL ET,

77 4L M&on T, Z4UX, PGAA %5 CompatScan IZ7 = A LA — N—TF ZH{IZ, HHIZ DirectScan % ik
T2 Z2EKLET,

pgaa.direct_scan_fail_behavior

XALZ P RAF v UHPRITEND, B AE— FIATVRWV SQLEREE -3 XD DI T TERD -
S EDS AT ADORISZERLE T,

PR—FERTVBEERDOE B DT,
e ignore ¥ A7 LIEH A L ¥ MIZ CompatScan iI27 + — Ny 7 LET,

ewarn 7 7 ANV M7 TV IEEHET =Ny AL TETEI N E T2, Postgres I DirectScan
PRI e 2 RdEEENZRITLE T,

e error DirectScan 2 TE R WHE, 72 ) OETIEELICHIEINE T,

DirectScan 2SER X 72K M LU 72355 DFHE, ignore. warn. error DWW, 77+ M warn
T3,
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https://spark.apache.org/docs/latest/configuration.html
https://spark.apache.org/docs/latest/configuration.html
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pgaa.enable_join_pushdown

CompatScan TlX. 77 — 7L OFEEHRE D B LHkEE 2 HIf# L £ 37, #58% Postgres ATTH— LI
WIS 270, VE— FEITT VYV Seafowl F721& Spark ICA 70— R30I RREL T,

F7 4 MEon T3,

pgaa.enable_groupby pushdown

CompatScan Tl&. £5##/E SUM. COUNT. AVG. GROUP BY 2 ¥ % U E— FFITL > ¥ ¥ Seafowl ¥ 7213
Spark I 7B —FL LS & LET,

T 7 %) bMEon T3,

pgaa.ctas_intermediate_flush_size

PGAA BT — 7D KIS INSERT %7213 CREATE TABLE AS (CTAS) AL — g YHD NNy FHj
fERHIEL 3,

T 7 )Lk 8192 T,

pgaa.flush_task_interval_s

PGAA Ny 7759 ROV APKTEA R L —IANDGHTF—ZDREFD I v a%2F v 7 LT
FITT HHEELHHEMTIEEL £75

FI7 %Lk 5T,

pgaa.max_in_memory_mb

AL —=IADHINIZT 79> adB b Y FT—ZNDBHNT, FAXBT—ZDNY 7 7 —ICHHTE S X
EBEVDRAKBZ XS ANA PR THRELE T,

7 7 4V ME 3072MB T,

pgaa.scan_aggregation_cost_factor

a2 — A )LD Postgres EfTE LT, VE— Ny 7T N Spark % 721F Seafowl THEFIZFETT 2R
b R E AT 5728012 Postgres 7 V) 7' F > F —MERH T % BEL

7 7 4 i 0.005 TT,

pgaa.scan_per_tuple_cost

0 — /1)L D Postgres FATL LB LT, VE— h Ny 7T F Spark ¥7213 Seafowl TH—1TX L% X% %
V3§33 RMEEATIB72DIT Postgres 7 L) TT I —0MEHT 5L

741 0.02TT,
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pgaa.scan_startup_cost

0 — # )LD Postgres FATL LLEEL LT, VE— b Ny 7T F Spark %7213 Seafowl TR ¥ v ¥ ZHT 5
EE RZ—+ 7 v 7| 2R NBEAIT S 72D Postgres 7 TV 75 > F—EHT 2T,

F7 4N k25T,

pgaa.use_seafowl_cost_estimates

Postgres 77 TV 7' >~ F—23, Postgres 12 & o THHINE S NMEHIKIFES 2 DTIEZR L. Seafowl T
PYBEHEY) TNRA LDAR MEERZERT 20 I NERELET,

T 7 %) bMEon T3,

pgaa.write_lock_timeout_s

XA LT P LUTHEZRIES 201IC. TR ANEZIAAD Y 7 OG22 KT 2 RKRE 2 BT
fRELE T,

F7 %Lk 3T,

13.1.3 BB

IE pgaa.autostart_seafowl 85 X — & —%, WarehousePG O PGAA T T& ¥ A, Ware-
housePG TlZ, Seafowl (%R Z F T systemd H—E 2 LTEHINE T, #HHICOWTIE, WarchousePG
installation €7 > a Y BZRLUTL XN,

pgaa.autostart_seafowl
Ny 7779y R ==&k > TEH XN Seafowl 71t XD HEIBHRZHIH L 3,

F7 %) MEonTI,

pgaa.autostart_seafowl_max_memory_mb

FAIAA Seafowl T2 Y Y DHETE 2 RAM ORED FIR% X H A PRATHREL, T I X 4
> @ Postgres 7L ADY Y —AZKBIERNEIIICLET,

T 7 4V MZ 2147483647 TS,

pgaa.autostart_seafowl_memory_pool_type

HAIA A Seafowl > PV DMEH § 3 DataFusion X E VY F—L & A4 FRHFRELE T, ZFANSNBHEHIZ
greedy B X Of fair_spill T3, greedyid. RED I TV — 7 53—V A%G57=0DI12, TE ST
B XEVREDYTES, fair_spillid, av ALy barda—<2KICXEY 2SO, X
FYBNMFWRLINZ e HHET 42T 4 A7 LES, ZHTED, BDEIBED AT 4 —<v R
ZAPTEVWAYHL Y —D RTOXAEY REEEIHIRINE T,

77 %) M greedy T9,
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pgaa.autostart_seafowl_enable_metrics

EREQREHBEA Ry ZRFH L TOMT PV ORE, 2202 0—7y b, BLXUOY Y —X{lifR%E
FERTBEVTNRAL LRI 54— VAX M) v 7 2MHT2HHADO HITP =2 FRA >V b2 Z I
& Y. Seafowl 72+ 2T Prometheus X FV v ZZHIMZI L E 5,

7 7 4V MHIX on T3,

pgaa.autostart_seafowl_metrics_host
XM IV ERL Y PDANL Y EERRA b,

pgaa.autostart_seafowl_enable_metrics= on DA, Prometheus X bV v 73— B AN E|ZEA[RER
RAMGERZZIP 7 FLRAERIRELE T,

F7FVME127.0.0.1 T, ZHIEF 2V T4DDOR—INNL—T RNy I7ERL VP L, XUy
IWT T VP TREIN W L ZHRIEL 3,

pgaa.autostart_seafowl_metrics_port

pgaa.autostart_seafowl_enable_metrics= on @ ¥ ZI|Z Prometheus X bV v 7% —E RIZfFHIN 3
REDRy V=27 K- EEHELE T,

FR— P ZNTWBHEDHIFAIL 1024~65535 T3, 7 7 4L & 9090 T,

pgaa.autostart_seafowl_enable_object_store_cache

S3. Azure, E£721Z GCP OHEEA L — I DIFFFD Seafowl F 72 2 7 P A F 7 F v v a2 HGMTT 3
MEIMEBRELET,

F7 4 MEon T3,

pgaa.autostart_seafowl_log_level
Ny 72759 R Seafowl 7t 20u¥xy VO MELIREL T,
PR— P XNTWVWAEICIE, error, warn, info. debug. B XU trace ’EFENF T,

57 # )L b info TI,

pgaa.autostart_seafowl_path

Seafowl ZEZfTRIRE 7 7 A AANDMIT T 7 A NRZAEBELE T, ZHUTE D, No T 759y Ry
DUREEIT L Z I DAL F Y REET 20 % PGAA RA— 28— NA FIZIEMEICHERLE T, 205
X =R —DOEFE X, BlO~> v E/=Fay 7 F — T Seafowl —E R EFITLTWBH AR LBERDGE
WZDAHNETT,

F7 3 )V MEZEDOCFEHNT T,
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pgaa.autostart_seafowl_port

N 272759 R Seafowl 7L AT v AT B TCP E— F#FEEL F5, PGAA HLEMREIX Z DR —
FEMFEHLT, R—AET oIV eEELET,

T 7 4V ME 47470 T,

pgaa.autostart_seafowl_tmp_dir

2T VYVDETHIIANY 7752 RO Seafowl 7R ZAN—ET7 » A LB RETEZT 4L 2 M) REEL
9,

F 7 4L MEIZEOXFHTT,

pgaa.enable_maintenance_worker

PGAA Ny 7 757 Y RRA—2S—NAFREHDRA YV FF VAV —h—TFub A2 EEE LB T 25
ballo B vk N =

77 A4V ME off T,

pgaa.maintenance_worker_sleep_interval

BEFEIT T 2REPDIEED L VWIGEIC, FILWRRIZ7Z2F 2y VT IHICA Y TFH YR —H—Tak
AT 2 I 2 BN TERL £ 95

77 4N ME 30T,

pgaa.seafowl_client_retry_base _ms

Seafowl 7’ 1t ZAANDERE L 7= B3R % AT 3 2 HiIC Postgres 7 7 4 7 > b3S 2 WIHEIE % I U FDE
MTHEELET, BROEENRET 2200, HFERENZ 2 512D 3,

774V 100 TS,

pgaa.seafowl_url

PGAA fIL5RIZHES Seafowl ¥ — L' R LIBIE T 2 72D T 222 FRA > F URL 2I6E L £F, 77+
L R T, PGAA IZF—&ZR—ZX L [EIUEKRR T Seafowl 70t 22 HEIMICEHLET, ZDRTFX—
Z—DZEHEZ, Blo<w> vFERFaryFF+—T Seafowl H—E ZH#EFTLTWVWBE DR Z LAEROEEIZD
HNETT,

77 4L ME http://localhost:47470 TI,

13.1.4 A% 0O DOFHA
pgaa.metastore_sync_poll_rate_s

HEEGHINTWA A Za Z70RERZR—) V7T 3RREMBEMTRELEST, ThE0IHRETS L.
HEINy 72752 > FRAPSERICENIZ D £3,

77 4V ME 60T,
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pgaa.metastore_sync_stale_duration_s

XN hZ2u 7o —hl XA R F—ZRH0WeEZLNI LEWVMERZERELET, I—HLlFrvia
DRXRXTF—=ZPZOHM LD B EH WS, AT LEEREBLELTT—XL A 27 0—BHEHRIEL T,

F7 0 MI 0TI,

pgaa.enable_metastore_sync_worker

PGAA DEHD ANy 7759 Y R =D —%ER LT, Iceberg REST A X B 772 DY E— bk FRNAL X —
MPHDRART =R e MBHNCFAT 20502 REL £ T,

774N MJ off T,

1315 *Fvv vy
pgaa.lakehouse_table_stats_cache_ttl_s

pgaa.lakehouse_table_stats() 77> 27> a v PR—F+TE2-DIYHT—TINLDH A4 XBF v v
CaXNAHAMMEBEMNEFIFEILE S, ZHCED, XXT—RDA TV =27 v R b7 ANDFEELRE R DL
EXNET, ChEOIKRETI L., HeltF vy adEMTRD, 7707 a iZA =Y 7aAN
AR = oEET—X 2R LET,

F 7 4L ME 300 BT,

pgaa.autostart_seafowl_object_store_cache_capacity _mb

Seafowl 7’0t AMREGFIN ST —REF v v aTE2-DIHFHTEZ0—ALF 4 AZ7EBORAE
T XHNAL FVEATIEELET,

77 4V k1024 T,

pgaa.autostart_seafowl_object_store_cache_min_fetch_size kb

pgaa.autostart_seafowl_enable_object_store_cache WEMICH > TVWB L EAT Iz 7 VAT
WIKEENE 7Y ANY Y RERDERIN A X EELE T,

F 7+ b 1024 T,

pgaa.autostart_seafowl_object_store_cache_ttl_s

Seafowl A 7P 2 7 P AP 7 F v v ¥ alFFEINTWVWE A 7Y 227 D Time To LiveTTL Z18E L £ 9,
TDRIA—Z—F, FXx v adNLETF—RF ¥y IBRIL TS arDONRE R 3 FTICHENGERZ
RELET,

F 7 L b 3600 T,
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13.1.6 Postgres DistributedPGD &
pgaa.max_replication_lag_s
7 F vy a PGl X N B F TORKIFEELEND,

FI7 Lk 5T,

pgaa.flush_task_interval_s
SATLENT Ty a BT = v 7T BHER,

F74)NE5TT,

13.1.7 DataFusion h*S#fF&E I NT-HERK

PGAA 3 Seafowl 7 TV > Y v DRITIKR BT > > & LT Apache DataFusion Zfiiffl3 % 7%, PGAA
BT VETL Y BT E 31EHD pgaa.datafusion. * ST X — & — 2424 L £ 5,

INOOREIZ, XEVEM, FATWILE, 477 4 <A F——iL, 7TV D Explain 7172 ¥ DK
LULOEIEZHIEI L £ 3, NBIX N3 4E125HIE execution . explain, B XU optimizer T,

R#=5FT LT, PGAA D3 HAA T DataFusion Hi 8T X — X —DERR Y A M 2R TEE T,

SELECT name, setting, short_desc, context FROM pg_settings WHERE name LIKE %pgaa.data

—%;

F—, T4V ME, BLUNRT 3 —< Y ANOEED UL Y A M2 DWW T, DataFusion documentation
S L TL7Z2E W, DataFusion R ¥ 2 X > N 223 2858, pgaa. ZHHEEFL LTHITS 22Tk D,
RFaX > bdFr—%PGAA BT X —R—IZEBTXFE T,

13.2 Functions
V)7 7L YR+t aid, Analytics Accelerator T RIBERIKRED U A M T,

PGAA DIREGFT B S % DI OWTIX, PGFS functions for Pipelines Z S L T <L 72X W,

13.21 7—JIT77>o>3aY
pgaa.list_analytics_tables()

PGAA IZ L o TEHINTVAITRTOOHT—I LD X 2R LET, MR, R ML — e BTE
DL TN —2a VAT —RAREAET,

BE

SELECT * FROM pgaa.list_analytics_tables();
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INFTX—=F—
Lo
W
Column Type Description
nspoid OID T — 7V GUEHIZER A ¥ —~< D OID,
reloid OID T—7N1VL—a>rd0ID,
schema_name TEXT Postgres A ¥ —~ D,
table_name TEXT ST — 7LD EHi,
format pgaa.table_format {RTETE “delta’, iceberg. ¥ 7213 “parquet’s
ob- BIGINT AT PAML=VHNOERHDT —TNA

Jject_storage_snapshot_s
ob-

Ject_storage_total_size_l

replication_status

stor-
age_location_name
storage_location_path
catalog_name
catalog_namespace

catalog_table

BIGINT

pgaa.replication_status

TEXT

TEXT
TEXT
TEXT
TEXT

FvFay bONL NEMNDOF A X,

FTP 2 PR ML —YHNDIDT—TNLDT
NTON=Y a V7 7 4 VDAL NEAOEF
P4 Z,

T — X BHOILEDIREE enabled. disabled. F
721Z “initial_offload" , PGD ${ &N ETT,

7 — 7 ICBEEAT Y 5T W B PGFS #H5 T
D44,

T RADBFET B A N L —VEHFIND R Z,
AR 2 v 7 DETHITELS T 255,

AR & 1 2N D4 EiZEE

NEA Za S TERI N7 — 714,

T—7ME, NGBR3 X 2ROl e TEET, MAZROILIETEEEA,

AR T OFME, AT PRI —=IANDH T ERA 70— FEREL TV S = a3 Y EFET
TEGERLV TV r—>ayX—7 vy b, £720& Integrating with Iceberg catalogs DIFENEY — A &0 7

DY EZIRL £9,

pgaa.lakehouse_table_stats()

MEDDHT—ITNDRA ML —=IWEIZIRLET. RFIDT 7T 4 TRRAF v TFTay vV A X, 7
VPR —VIBREEINTVEITRTOT—EIN—Va VERTFT—Xu SO 2EY A X2 &

AET,
T

SELECT * FROM pgaa.lakehouse_table_stats(table_name::regclass);

INTA—=Z—
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Parameter Type Description
relation REG- HWES 2 07— 7L D4 F 721% OID,
CLASS
W
Column Type Description
latest_snapshot_size BIGINT T—TNDBRHDT VT 4 THRAF Yy T ay
tDNA FEADY A X,
total_size BIGINT ARTF=R, v rvavus BEAFY

FTav b EED, ATV PR PL—VD
F— 7 NVCEEMIT SN TVWETRTD T 7 A
ADNA FEA DGR A X,

pgaa.test_storage_location()
ERSINTREGFTOEME MM E T A P L, @AY $7-3EF ZAAMHEREZHRL 7,
B

SELECT pgaa.test_storage_location(location_name, test_writes:= true);

NFA—52—
Parameter Type Description
name TEXT 7 A N T ARG D&,
test_writes BOOLEAN ‘true D&, 7 7 ¥ 7 a YidFEZALEZRIT L THEIR
PR LE T, “false DHE. FiAND DA T A MEhZE
ED
Eam

TRA NP UGEIENILL 2R L E S, 7R PBERLZEGE, SRR —X vt —Y %R F T,

pgaa.pgaa_version()

FREDEINL FN—=Y a >y, BV RH, Git 23 v by & 2% 8¢ EDB Postgres Analytics Accelerator DN —
VasfEREELET,

BE

SELECT pgaa.pgaa_version();

INFA—F—

7;1/0
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R n

BFEDA VAP —=LD—ED Git Bl F. Bt~ T4 v I "—Vary, VARERALAEXYT, BLXU—

B Git i+ %= & L4,

pgaa.engine_version()

FEME I TOWAETZ I b AA—Y a VIEMRZHE $ 3, pgaa.executor_engine Seafowl ¥ 7
% Spark Connect IZ & » TEIREININY FJ Y RV I VEREL, 2ONN—V a3 YOFMERL T,
Seafowl DFFE. ELREN=Ta DA XT—REFERE T, Spark Connect DA, Spark N— a2 ~

Y. FIFHATRER 5 Spark K54 N—2 50D Java, Scala, XU OS HEREHERE T,
PGAA 1.9 THIFR X #17= pgaa.seafowl_version() ZE =2 £,

o

SELECT pgaa.engine_version();

INTA—=Z—
A
R

TITF 4 TRIITZ I DAN— a v DR &S,

4

13.22 A&#OQJ77>0a>

pgaa.add_catalog()

HL W Iceberg 1 X1 27% PGAA ICESR L3, TOMEEIX. H XU Y AT LITERSINLEIC. H
ki = v 72 EIT LT, BIRIERE 7 7 R AA[REMEZBGEEL £9°
Bz
SELECT pgaa.add_catalog(catalog_name, catalog_type, catalog_options::json);
INFTX—=2—
Parameter Type Description
catalog_name VAR- PGAA WD A & v 7 D—E DT,
CHAR
catalog_type pgaa.catalo, H x0T XA T, HFR— b INTWAIHEIL, iceberg-rest Ice-
berg REST & 1 | 3 K iceberg-s3tabless AWS S3 7 — 7'
VT,
catalog_options JSON BRI R =R = 7 A =X —%2EL ISON A 7Y =
7 bo

AT 22X ML =3I E T, catalog_options M JSON 7 7 A MZBIDF T a v BIEET 2 NERD

D&,
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o REST 7 &1 7 DiGHE

{

"url": "https://your-catalog-endpoint.com",
"warehouse_name": "your_warehouse_name",
"warehouse": "your_warehouse_id",

"token": "your_secret_auth_token"
"danger_accept_invalid_certs": "false"

3

ZZT
* url REST A X1 7% —E ADX—X HTTP(S) T KRS > ko,

» warehouse_name ¥ x 7 N7 R ID 12X 2 A HIFERTREZR AR, #ERE fELIC S 5 72— D
REST 7R N4 X —THR—FZINTVET,

» warehouse 7 X 1 7% — L ARDFRED T £ 7 N7 A D—EDAIF,

 danger_accept_invalid_certs true IZFE XN TWBIEA, Postgres & SSL iEHAZE OMFEE X % v
TLET, ZUT. AT A P ERZECBALAAZELHHT 258 COABHLET, KED 7
Vo ZHERICIER LU THEHALROTLZE W,

Snowflake Open Catalog D X 5 72 —#D Iceberg REST X1 7 F a4 =%, BlDT X —&—%HE
TRHGENRDHDET, XKD OAuth + 7> a Y EIEEL £ 3,

{

"oauth2.grant_type": "client_credentials",
"oauth2.client_id": "oauth-client-id",
"oauth2.client_secret": "oauth-client-secret",

"oauth2.token_uri": "https://EXAMPLE-polaristest.snowflakecomputing.com/polaris/api/
—»catalog/v1l/oauth/tokens",
"oauth2.scope": "PRINCIPAL_ROLE:read_only"

e oauth2.grant_type OAuth2 7n — %2 EEL EF3T, ¥y — L AMARFEOR D — MBI & EH X
client_credentials T3,

e oauth2.client_idID "R NNAf X —IZBEFINTT TV 75— a ¥ DO—EDHHT.
e oauth2.client_secret 754 7> F ID OFIFICEH XN A MEF —,

» oauth2.token_uri PGAA BERBEREEE LTI 7R —7 v EERT 2527 HTTPS) =~
REA > b

e cauth2.scope 7> aF NI FA4A TV M7 7R ABZERL TWAMEREZIZY Y —ADAR—R
XgIh Yz,

o AWS S3 7 — 7L DIGE
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{

"arn": "arn:aws:s3tables:us-east-1:1234567890:bucket/my-bucket",
"region": "us-east-1"

}

ZZT

e arnS3 T —IANT v FD—EDOMA T TH S Amazon VY — A% —2Lh ARN 2I5E L £J, -region
S3 T —=TNNT Y NRFET S AWS 7 — Xt ¥ X — O G EEE L 5,

T
WS s hxnr08HT 2Rl £T,

pgaa.update_catalog()

BETZD Iceberg 7 X0 7 DWERA 7> a >V JSON A 7P =27 F 2 EH L ¥, pgaa.add_catalog() & [F
BC, 20777 a YEEGEEF =y 2R EITLC, BEZEAT 2R1TH LW X — X — 03
REL TV Z e ZHERLE T,

BE

SELECT * FROM pgaa.update_catalog(catalog_name, new_options::json);

INTA—H—
Parameter Type Description
catalog_name VAR- PGAA DA Z 1 7 D—E D%,
CHAR
new_options JSON FF XN BT A — R — LT XA — X —% &1 JSON

FT7T =7 b,

BH RO T RAFSITRER ISON 7 4 —)L FOFHMNZDOWTIX, pgaa.add_catalog() 2SR L TL 72& W,

R
HHARINST 28, AExaZOHEERL X,
|

OAuth2 t—27 r%Zn—7—>a L%,

SELECT * FROM pgaa.lakehouse.update_catalog(
marketing_lakehouse,
"url": "https://iceberg.example.com",
"oauth2.client_id": "pgaa_service_user",
"oauth2.client_secret": "new_secure_secret_2026",
"oauth2.token_uri": "https://auth.example.com/token"
(RDR—J1THi )

13.2. Functions 91




Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.9.0

(HTDR—T 5 DFEX)

I::json

DE

pgaa.delete_catalog()

BIxXNlhZu e T — X=X 5HIRLET, BHENLT —XDBEEZ[D, hExu/TEH
ENTWET—IADRELFEETIZEHE. 2077072 aYTRIARAT — FF X —&2—%IRIZ true
WKRETDIDERDD 3,

o

SELECT * FROM pgaa.delete_catalog(catalog_name, cascade := true);

NFA—2—

Parameter Type Description

catalog_name VAR- HIBR 3 % & v 7 D41,

CHAR

cascade BOOLEAN “true’ D¥5&. PGAA I, A&y Y ZHIBRS 211,
ZDARa I TEHINTVWEITRTOR—IILT —TIGE
FeHHBMNCHIFRL £9, 77 4V M false TT,

T

IEFICE TS 2L, HiFRShZAL2 a7 D4R ZIE LT,

pgaa.list_catalogs()

AT ANICEFRENTVEITRTOIEZB DY AP 2IRLE T, EHfN,. X277 —XFEHZ 4 A
227 WEOEBWERTF —X AR EHET,

o

SELECT * FROM pgaa.list_catalogs();

NFA—H—

%L,

W

Column Type Description
name TEXT 1 & n 7 D4R,

RDR— IV L
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£ 8-HIOR—I DL DX

Column Type Description

type pgaa.catalog_type xR AL T, BAR=FEINRTWVBHEIEZ.,
iceberg-rest Iceberg REST h & mn 2, B XU
“iceberg-s3tabless AWS S3 7 — 7L TF,

options JSON ZOARa IR INBEH ST X — X —
URL. ARN 7z &,

status pgaa.catalog_status HZ a7 DBEIEDNIVAR detached., attached. re-
Sfresh_retry, F 7213 “refresh_failed”

created_at TIMESTAMPTZ A RO RRINER SN DR A LAR
¥

last_refreshed_at TIMESTAMPTZ PGAA DIRIZRICZI DA RO T IMOERX R T — X%
IEF ISR L 7= R

pgaa.import_catalog()

TR LAF v Y EFEITL, BERIEAD Iceberg 1 X 1 27> & Postgres 127 — 7 IVERDA ¥ R— b EHE
TLES, 207727 avid, PGAAR Y E— T —INZRRT 2D EZT—INART —
ZEERLET, ZHUIFHTIERD DA Y R-1+ThHDH., HEITHENRFEINIEINCHE D £8 A,

BE

SELECT pgaa.import_catalog(catalog_name, namespace_filter);

INTA—B—
Parameter Type Description
catalog_name VAR- A VR—bTBLENCESRL=H Za 7 DA,
CHAR
namespace_filter VAR- BELEGE. ZORED Iceberg ZHTZEMAD 7 — 71D
CHAR ADVA R—PESNET, HEWEIENULL OFE, TR
TOHHZEEDTRTOT —TINADA Y R=-bENFET, 7
7 # )V ME NULL T9,
B
%l

pgaa.attach_catalog()

LIBEMIZES% U 7= Iceberg 7 X 1 7 DifffkiAT7e X 2 7 — X DREAZ BRI U F 3 pgaa.add_catalog() % fE
fixid &, PGAAIZVE— b A X a7 DEHE 2 HEIRNCER L. Z4UIIE LT Hr— %)L Postgres X X 7 —
REBEHLET, =V 2L — MERICOWTIX, AEOJDOEE 28BLTLEX W,
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0 IR
pgaa.attach_catalog() 1& WarehousePG TV KR — F INTWER A, Kb DI pgaa.import_catalog() %
FHLT, #Zu/ XX 7 —X2%2FHTA VR—-PLET,

S

SELECT pgaa.attach_catalog(catalog_name);

INTX—=F—
Parameter Type Description
catalog_name VAR- [FIHAZ B4R 2 BERiE A A & 1 7 D4 i,
CHAR
T
%L,

pgaa.detach_catalog()

BRI L7z Ieeberg 71 & 11 7 OkfEHI72 X & 7 — X DA ZAF1 L, detached IREEICHEE L $£9°, cascade
Atrue DFE. TR FTIRNCHEZO AL > TEHEINTWBIRTDT— IV ERHIFRL £3, cascade
H false DFHE, 7 — T MET — X R—=RIZHED £ 35, FIIEIEL 5,

B=

SELECT * FROM pgaa.detach_catalog(catalog_name, cascade := true);

INTGA—Z—
Parameter Type Description
catalog_name VAR- U0 Bt ERE AN 2 v 7 D,
CHAR
cascade BOOLEAN * 7Y a7, “true DEFE. PGAA X, T & v F§ BHIC,
ZoHxuZEEMT LA THE TR TOR—H LT —7
WVERZE HEIHNCHIFRL £ 5, 77 4L M3 false’ TT,
Wan

Trrravii,. TRyFENBEHEZOZDpgaa.catalog AT LT — T OITEHERET,

Column Type Description

name TEXT Tt NT=H & a7 DG,

RDR— IV L
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F£ 12-FiOR—I D5 D=

Column Type Description
type pgaa.catalog_type hraTRA T,
status pgaa.catalog_status B LWR T — & R “detached 1272 D £3,

pgaa.test_catalog()

BRIz Ieeberg A X 0 Z DAL E W Z T A M LE T, ZD 7 77 a i, Postgres £ Y AR VA
BVE—PIEZBITIZY RRA Y PEBETEZ 2 2MEL. A 7Y a v CRESINLERERICEZ
ABMERN D 5 Z 8 BMGEEL 3,

o

SELECT pgaa.test_catalog(catalog_name, test_writes:=true);

INTAR—Z—

Parameter Type Description

name TEXT TANF BEEREAD X T DK,

text_writes BOOLEAN ‘true DIFE, 77272 aYi3AZA I XART—XY—¥Y 2
ANDEZAABEEZFIT LU C. MEREZHERL 5, “false D
5a. SRR MEROART A M INET,

R

TA MBI UGB NULL 2R L 5, 7R MDRKL 728556, SN —X vt —YRIRLET,

pgaa.list_catalog_tables()

BIR I Nz Iceberg X0 P CHAABER TR TOT =712 La—D Y X MERLET, ZOMKRERff
A322, BRUNCT =TV Q=T —RZR=RZA VR—bERFERTI R, VE—II X
nro0ays Y ERRTEET,

BE

SELECT * FROM pgaa.list_catalog_tables(catalog_name, namespace_filter);

INFA=F—
Parameter Type Description
catalog_name TEXT BRT 288G AH & v 7 D4,
namespace_filter TEXT T 256, 7 4 VX —F 5% Iceberg HRTZEM R ¥ —~ %

BELET, B E1E NULL OBE. X aZHNoFN
TODT—ITNVPREINET, 77 5/ NI NULL TS,
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R
Column Type Description
schema_name TEXT ) £ — b D Iceberg ZRTZEM/IA F —<,
table_name TEXT T—INEREE 2 — D4,

pgaa.drop_catalog_tables()

FFED Iceberg h X B 72X 5> TEHIN TS TRTDHE—H )L Postgres 7 — 7L & B a2 —ER T HIFR
L %79, cascade 7’ true DHE, MFEA 7 27 V2 EBAET, VE—FDIceberg hX0 7 DT —T )L
WIEHE L EE A,

o

SELECT * FROM pgaa.drop_catalog_tables(catalog_name, cascade := true);

NFA—2—
Parameter Type Description
catalog_name VAR- BT — 7D HIBRE N2 BRI A D X v 7 D,
CHAR
cascade BOOLEAN ‘“true D&, 77272 aYiZINeD7—7MHKFET %
F7Y =2 b HEFRNCHIFRL 9, 77 4L P& false™ T
K
T
Column Type Description
schema_name TEXT T — 7 VIMFELE L 721 — B )L Postgres A ¥ —<,
table_name TEXT HIFR X iz a — L7 — 7LD 44,

13.23 Spark 77> o> 3>

pgaa.spark_sql()

HeH% 4 D Spark Connect > R4 > %/ LT Postgres 27 5 A & — T Spark SQL 2 L. ) — % #5517
LEF, ZHUT LD, Postgres TEEHT & 2\ Iceberg JEMiNL —F > F721& Spark 7 7 > 7 > a Y B EITT
ERE

AR RS —Y %y —D VY R MZDOWTIX, Spark procedures 2SR L T L 72& W,

DTy rIYarEFETTBITE, W YT X — & — pgaa.spark_connect_url ZE%E LT, fHHR]EE
7% Spark Connect ' — VB A% KA ¥ b T E2REDNDH D 7,
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BE

H—0hxuaZoEs

‘SELECT pgaa.spark_sql (query, catalog_name);

BN Za ZD5E

tSELECT pgaa.spark_sql (query, ARRAY[catalogl, catalog2]);

NFA—H—

Parameter Type Description

query TEXT Ff7§ % Spark SQL 27— h X > |,

catalog TEXT or Z7XV—WfEHT2IH—OHRus%, £RBAXa 740
TEXT[] Besl,

Wan

JSONA 7Y 27 b2 LT74—~<v b &N Spark 7 TV DFfEREL v b,
1l

rewrite_data_files Spark X A7 Z N L TA R T —XDA—"—~v REHIKL 3,

SELECT pgaa.spark_sql(@ﬁ
CALL preexisting.system.rewrite_data_files(
table => "preexisting"."ns-1"."table-1",
strategy => sort,
sort_order => value DESC,
options => map(rewrite-all, true)

)

59

pgaa.execute_compaction()

EHFEET LT, OMTF—T DR 74— VAL AL —URMBREPH LIV ET, IA T4 T Nw Y
TV KRR UTETEN, Iceberg 7 — 70k Delta 77— 7 VDM Y R—F LTVET,

0 IR

7 7 ¥ ¥ a v pgaa.execute_compaction() IXIEHELET, pgaa.launch_task() Z B L E T,

BE

SELECT pgaa.execute_compaction(table_name::regclass, settings::json);
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INFTX—=F—
Parameter Type Description
relation REG- [EAES 2 0Hr 7 — 7V DA HET E 721& OID,
CLASS
settings JSON BHHEYR—-PIRhTVWERA, EMENELERTEA > 2
YDISON A7 =7 b,
0 IR

NRT R —&R— settings’ [ FHEVR—- IR TVWERA, EMBEIEZ & D FEMICHIE T 21213,
pgaa.spark_sql() ZHEHAL F3,

T
7;[—/0

!

SELECT pgaa.execute_compaction(lakehouse.inventory_iceberg: :regclass);

13.24 NV OJT SOV RBRIT7o03>
pgaa.launch_task()

DTN REINEITAZRN=T T —TADN I TII Y RRA VT FVRARRAI B AT 2a— LV L ET,

0 IR

Delta Lake [ ¥fEHAIRER TR TD X R XA TRV K-+ LTWETH, Iceberg 7 — 7VITBILE “com-
paction’ A XL —>a YDAZYR—FLTVWET, X5, Ieeberg 2287 2 a Vi, dry_run ZFR
&. Delta Lake TR AIREALFEMI 2R — 2 F K — P LTOWEEA,

0 IR

WarehousePG Tld, Nv 777V Y RAYTFYRT—=H—3a—T 4 x—RX—TDAEfTEh, €7
XY MRRAPNTRETINEFREA, EHIT, ZDT 7 ¥ a VIENERT gen_random_uuid()” %
TB7H, A—7 4 2 —X—IT pgerypto’ IRIRIEREDNE TS, D7 7 ¥ 7> a ¥ 2O FH{IC,
a2 —7 4 % — & —"T CREATE EXTENSION IF NOT EXISTS pgcrypto;” 2T L 3,

BE
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SELECT pgaa.launch_task(
table_name: :regclass,
task_type,
task_options::jsonb,
scheduled_at: : timestamp

);
NFTR—=F—
Parameter Type Description
table_name REG- RAY BEITT 29T — 7)VD4HEITE 7213 OID,
CLASS
task_type TEXT X TF Y RAIRVY = 3 ¥ compaction, zorder. vacuum,
% 7213 “purge’,
task_options JSONB BRI XA FIZEEDOWBA T 22 LT EE W,
scheduled_at TIMES- IBEXNZGE. RAZIZZORMETCHEEL TEITEINE
TAMP $o 774 MEINULL' TS,

JSONB task_options DfEl. % task_type QK-> THELD £3, columns ZHE Y § 3 zorder ¥.
storage_location ¥ path O %2 HEE T3 purge ZFRE, §RXTOF T a3t 7> aF i,

o compaction /NEXB T 7 ANBERER T 7 ANMIT—P LT, DA F vy 2Edt L9, H/HA]
HEZ: task_options XKD EBH T,

{
"target_size": 536870912,
"preserve_insertion_order": true,
"max_concurrent_tasks": 10,
"max_spill_size": 2147483648,
"min_commit_interval": 60,
"dry_run": false

}

ZZT

e target_size FTARXDAH N7 7 A4 NV DHF 4 X BN, PEMNTHEELE T, -
preserve_insertion_order F LA X DAITOMED Y — FEEZMFE T 208 5 2, -
max_concurrent_tasks 7NV X DA T/ F 2 — R —DPERITTEHMH X7 DEEHIKRL
9, -max_spill_size TAXDATOELZAHFIIT 4 AZICHHETEZ2H/RAT— XA XA
FHEATHRELE T, -min_commit_interval T &R DA /MR 2 M THRELET T
27 OEHFEII v TS, -dry_run true DFH, ARV —Y a VEFEBLIO0 ZICERL
FI. EMEIEITLER A

e zorder 7V X DAEBDINI DIz > TT—XZFHBMEL T, Zh5DFNCT 4 VR EFH LI =
Vo IF—&2%y 7 A EXEE752%Y v 7FiE, HHATRE: task_options XKD B D
T3,
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{

"columns": ["customer_id", "transaction_date"],
"target_size": 1073741824,
"preserve_insertion_order": false,
"max_concurrent_tasks": 4,

"max_spill_size": 2147483648,
"min_commit_interval": 30

}

ZZT

e columns #H Z * — X —IfEH XN 252 RS XFHOBLS, - target_size W17 7 A LD A
XA PN TIEEL 9, -preserve_insertion_order {TOREFED Y — MEZHEIF T30
5 %% -max_concurrent_tasks T/ ¥ F 2 — R —PRITTEZHNX A7 OEEFIBLET, -
max_spill_size REXHNIT 4 AV IZIHHTE2H|ART — RV A X% 4 VRN THRELE T, -
min_commit_interval 7 Z 0 DEH%E 3 I v T B ETORNMIEREZEMNTHREL T,

e vacuumDelta DA TR b5 037 arn il ko TSBINLL Kol nwWTF—& 7 7 £ L% H|
FRL, A7 27 PR ML =Y DOMEBERML 3, HHREEXR task_options [IRDELBH T,

{
"retention_period": "168 hours",
"dry_run": false,
"enforce_retention_duration": true

3
ZZT
e retention_period ZIXNTWVWERWT 7 A ADHIFRORNR L R 2 FmEERXZLE I, -dry_run
true DIFE. HIBEINE 77 AL E2HES I ZICEHE LT T2, HIBREETLERA, -
enforce_retention_duration true DFE. XA ZIZT AT LD Z 0 — U/ NEEFHIFRICH LT
retention_period #MALEL 3,
e purge TV RDARFED A b L—I 2057 — R EWIRINCHIBR L £ 3, FHRIEE/X task_options
BFERDOEBHTT,
{
"storage_location": "s3_main",
"path": "archive/2023/temp/"
}
ZZT
» storage_location #%H, RIFGFTOHAHET, - path SERICHIER S 2 B DB 2 (RIFGFTAN O T 1
L7 MU RRERIET 7 £ VEETEEE,
R
RAZD—EDRRY 1D,
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pgaa.background_task T — 7L LM EINSZZ R ID EBET 3 ICED, RATDAT—R A%
MRTEZ T,

£l
c BETHMEI DI OHEWT —&7 > A AL EHIBRLEI,

SELECT pgaa.launch_task(

sales.transactions,

vacuum,

!”retention_period": "7 days", "dry_run": falsei::jsonb
D

.

o EfiZRITLET

SELECT pgaa.launch_task(
telemetry.logs,
compaction,
"target_size": 536870912,
"max_concurrent_tasks": 2
I::jsonb
)3

* ¥l region B XU customer_id T/ F AKX Y V73252 I2&D 7T —XIT2FHMmIKL 9,

'SELECT pgaa.launch_task(
crm.customers,
zorder,
"columns": ["region", "customer_id"],
"target_size": 1073741824
I::jsonb
);

13.2.5 Postgres DistributedPGD #i & 144

pgaa.convert_to_analytics()

PGD L7V 7 — 7 —7/)LHTAP % PGAA 7 7 L A FIEICELE 3, ZD7 77> ayid,. LU —
SarvENLTHREENZA T2 P AL =IO 7 A AN ERETARIERCD 29T — X2 HE
BRAVILETD,

o

CALL pgaa.convert_to_analytics(relation_name::regclass);

INTX=F—

13.2. Functions 101



Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.9.0

Parameter Type Description

relation REG- TFVT 4 7 RCEHT 3 PGD LY & — k57— 7L HTAP
CLASS DT E 721X OID,

iR i

Lo

0 IR

bt — 7o — 7% PGAA T — 7 IVICEM T 5 7=, ALTER TABLE 2~ > R ¥ “SET ACCESS
METHOD PGAA™ #5735 Z & b TEE T, stfllld. Table options B L TLIZE W0,

pgaa.convert_to_tiered_table()

HES—7 4 > avfbe it 7o— F2EHAL T © =77 — 71 % PGD BEORE 7 — 7 AL
9, ORI, =T 1 ¥ a LSRR TV T =T VoK EAELL., BIFOT— X %
7L KAy FVELE A=A REOWATD T4 7% A ZNKRY) =2 /L FT, dHflllZ. Implementing tiered
tables ZZH L TLZE W,

S

CALL pgaa.convert_to_tiered_table(
relation := relation_name::regclass,
range_partition_column := column_name,
partition_increment := interval_string,
analytics_offload_period := interval,
initial_lower_bound := start_date_string,
retention_period := interval DEFAULT NULL,
enable_replication := boolean DEFAULT false,
minimum_advance_partitions := integer DEFAULT 2,
maximum_advance_partitions := integer DEFAULT 5,
drop_after_retention_period := boolean DEFAULT true,
purge_analytics_target := boolean DEFAULT false

0 IR
LYIONR—T 4 aIfEHINZFE. EF—THI20ERHD T,

=T Y RAEREINEF—HINEEL T T E, BET— LTI R— IR TWERA, BEET—
TMCERT BRI, S—F Y RAFERIFa v A ML A Y REIRT 2 HENH D F3,

INFA—5—
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Description

Parameter Type
relation REG-
CLASS
range_partition_column TEXT
partition_increment TEXT
analytics_offload_period INTER-
VAL
initial_lower_bound TEXT
retention_period INTER-
VAL
enable_replication BOOLEAN
mini- INTEGER

mum_advance_partitions

maxi- INTEGER

mum_advance_partitions

drop_after_retention_period =~ BOOLEAN

purge_analytics_target BOOLEAN

FfE T — I NICE# ST 2 b — 77— 7L O4HT % 7213 OID,

Ly I R=T7 4 ¥a A EN 3%, "DATE %7213
“TIMESTAMP' TH hH, EX—ICEENZDENRHD FT,
"ITmonth' 72 ¥, B X—F 4 > a > DV A4 A& EFET KM
(=8
NR—=T4TasPa—ANA L —=—I06T—X1LA4T7D
a—)L FBIZBEIXN S £TOL EWHEIKBGERE T,
BHID—F 4 > a > O RR OB,

(AT aFN) T —EPRa— L REPL =T ZINEETD
i, 77 4L ME NULL T3,

(AT ay)wue DGFE. 7774 THBR—T 4> a>Dk
IOz PR L—=IANDYTNEALLT ) r—>are
HTAP 7— 7L LTHMILE S, 774/ M false’ T
T

(AT aF V) ERT 2RO =T 4 > a vy DRI T
74k 2T9,

(X T>aFn) MRS 2RRO =T 4 > a Y ORKEL, T
74k 5T9,

(A7 a ) REHIR O BREAR DI 1%, =T 1 > a
VEA—HMIFBR Y TTE3NE S5, 77 L MME true’ T
T

(AT ar)tue DFE. A7V VAV T7T 4127 bV
FhFhzn sy v VIZBFEDO T — 7 UDHIBRE N E T,
false WCRESINTE D, BIFEDOT— 7B =546,
A<y FETI—THRHKLES, PGD6.3+THAR—FEh
TWET, 77 4L M false" T3,

N=g=|
xnn

Lo

|

b — 77— IV EREREICEIL, T ABH I —T 4 ¥ avfbE i,

UTZNERAL LD

2SSy RIZL I rA—raN, 3LAMEEVWEI— LR ML —JICHBINICA Y B — RXNET,

CALL pgaa.convert_to_tiered_table(

relation
range_partition_column
partition_increment
analytics_offload_period
initial_lower_bound
retention_period
enable_replication

minimum_advance_partitions

public.sensor_readings: :regclass,
reading_time,
1 month,
3 months,
2026-01-01,
2 years,
true,
3,
(RDR—J12Hi )
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(HIDR=TI D 5 DfEX)

maximum_advance_partitions := 6,
drop_after_retention_period := true,
purge_analytics_target := true

DE

pgaa.disable_analytics_replication()

HTAP 77—V DA T 27 FA ML —IADPGD L Y r— a vy 2hicLEd, 2O 7727 a
VES AT PR L=V ANDHERL IV —a YA M) —ARELRTAEI2ICED, T—TLE
HTAP HREED 5 b — FIRERICERE U % 9, aHflld. Replicating to analytics ZZM L TL 2 & W,

BE

[CALL pgaa.disable_analytics_replication(relation_name: :regclass); J
KT A= —

Parameter Type Description

relation REG- AL TV r— a Y2 NS 5 HTAP 7— 7 VD411

CLASS 7z1% OID,

i
=]

N
c
o

0 IR
HTAP 7 — 71 DL Y r—3 3 > EHITT 2120%. ALTER TABLE 2 < > K ¥ “SET

pgd.replicate_to_analytics = FALSE" 2547325 Z & & TE %3, #flld. Table options T B L TL 72
S,

pgaa.enable_analytics_replication()

SHADA TS 27 PR ML=V AND—FF—TLDPGD L SV —>a v EMCLEST, 207>
YT avii.o PRIV UADERL V=2 a A M) — AR AZEICLD., Elf DL —F
7 — 7% HTAP 7 — 7 WZAT L 3, affllld. Replicating to analytics ZZH L TS W,

BE

CALL pgaa.enable_analytics_replication(

relation regclass,

purge_analytics_target boolean DEFAULT false
s
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NFA—H—
Parameter Type Description
relation REG- LTV r—> a Y 2EMTTI2—T T — 7 LDGETE
CLASS 721% OID,
purge_analytics_target BOOLEAN (7> a ) true DFE. L7V r— a v ZBRs 20012
IR —=7 v FOBHFDT — X% =Y L¥F, PGD6.31Y
BENPETT, 77 4L M false T3,
B
%L,
0 iR

tE—F 75— DL Y Fr—a v

B d 31, ALTER TABLE 2= Y F ¥ “SET

%
pgd.replicate_to_analytics = TRUE Z#EfT3 5 Z & b TXEJ, g OWTIX, Table options &%
LT ZE W,

pgaa.htap_table_stats _uncached()

PGD B2 D HTAP 7 — 7L OFE 2R £ 5,

T

SELECT * FROM pgaa.htap_table_stats_uncached(

htap_catalog text,
htap_catalog_namespace text,
htap_catalog_table text,
htap_storage_location text,
htap_storage_path text,
htap_format text

);

INFA—=F—
Parameter Type Description
htap_catalog TEXT HTAP 7 X 1 7 D4,
htap_catalog_namespace TEXT HTAP 7} X v 7 ND A RIZER/ A F—~,
htap_catalog_table TEXT HTAP ) X1 ZNDRED T — 7 V4,
htap_storage_location TEXT F 7Y =7 MREFEG O URL % 723851+
htap_storage_path TEXT T —ADEET 5 R b L —IGFRRDRED S R,
htap_format TEXT A b= THHENET—XEA,

Wan

13.2. Functions 105




Postgres Analytics Accelerator - PGAA, 'V 1J—2X 1.9.0

Column Type Description

latest_snapshot_size BIGINT BHOTFT—ZAFy I ay DA FELOD
P4 Z,

total_size BIGINT T— 7 NVCEEMSIF SN TS TRTDT—X

DEFTREBEY A XD NA BT,

pgaa.list_tiered_tables()

NR—T 42 aV&E. T—2EFHRYV Y —, A 70—, AP L= A XX MY w27, PGD

EMOEELT — 7 VBT 2FEREIE L £,

BE

SELECT * FROM pgaa.list_tiered_tables();

NTA—=Z—

7; LO

R

Column Type Description

schema_oid OID AF—<DHNEA TP =7 FikBlT

table_oid OID T—INVDNEA T = 7 FiEBIT

schema_name TEXT LT — 7% & 2 X —< DI,

table_name TEXT M8 7 — 7 L D4R,

partition_increment INTERVAL HEI—T 4 > a MDD ER S N,

retention INTERVAL F—ZB Ry FENDSECTHEFIN B HE,

analytics_offload INTERVAL TP T YA 7a—-REINEET
DHAM,

replication_enabled BOOLEAN T7FVT A ITANDL IV r—=>a BT 7T 4
ThEIERLET,

tiered_data_size BIGINT F T2 PR L =R ENT NS F—
RDEFIH A ZDNA b HAf,

untiered_data_size BIGINT O—ANLA ML —IIHEoTWE T —XDEE

P A XDNA LB,

pgaa.restore_from_analytics()

FT7I 2T PR L —=DITH B PGAA T — 7N EREHED PostgreSQL & — 77 72 A FIRICER L 5,

o

CALL pgaa.restore_from_analytics(relation_name::regclass);
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INTA—=Z—

Parameter Type Description

relation REG- b — 77— 7NWIIEITL T 3 PGAA 7 — 7V DART % 7=
CLASS I% OID,

N =g~
xknn

Lo

0 IR
PGAA DT — I b — FICEWT 272912, ALTER TABLE 2~ > ¥ ¥ “SET ACCESS METHOD
heap" (T3 22 b TEXE T, I Table options T B LT IZE W,

~

13.2.6 A—T4a4 VT4 7703
pgaa._bench_replication()

pgbench D X S BERN Y F~v—2 2FTL T, FBESNLREGN I A X TANDT =X DDA
BDNRT 4+ —2 Y RAZAELET, IF—&0on— FHEELEENR NS o2 a v AL—Fy b %
HELZT,

T

SELECT * FROM pgaa._bench_replication(
storage_location text DEFAULT NULL,
catalog text DEFAULT NULL,
format text DEFAULT iceberg,
scale integer DEFAULT 100,
transactions integer DEFAULT 100000,
dry_run boolean DEFAULT false

);
INFTRXR—=F—
Parameter Type Description
storage_location TEXT RNV FR =20 T —XPEZAEN S PGFS 585 rRFE 5T D%
Hilo “catalog” & HHHHFMIAT,
catalog TEXT RNy Fo—0R—=7v b LTHRT % Iceberg 1 21 27D
Wi, storage_location™ & AHELHEMT,
format TEXT RYF—PIMHEHT 27— AR, 77 51 MI ice-
berg T3,

RDR—JZHi <
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£ 29 —HiDR—I 5 D=

Parameter Type Description

scale INTEGER RV F~—2 DA — R, 97 —&ty hOH 4 %
WELES, 745100 TT,

transactions INTEGER AL —F v b T ARSI al— 323 50> ay

D&, 77 4L & 100000 TF,
dry_run BOOLEAN ‘“true D&, 7 7 V7 a VIFFEBEDOR Y F~— 27 2F 783
WCRT R =R =BG ZMAE L 5, 7 7 AL M false’ T

ER
B
Column Type Description
initial  load  speed DOUBLE PRECISION VT — Xty bR L —DICEZAEIN
(MB/s) A,

throughput (TPS) DOUBLE PRECISION

RUYFR—THIGEREINZ 1D~
WA EAL i 8

13.3 Table options

13.3.1 PGAAT—TILATF> 3>

CREATE TABLE . ALTER TABLE A7 — F X > hiZ, USING PGAA WITH ... A& ROA T a v EHHL

THEITTEET,

Option Type Description

pgaa.storage_location  text PGFS R L — Y5t D4,

pgaa.path text RIFGFTN D 8 R

pgaa.format enum 7 —7MER. BRNAEIR delta’. iceberg. B &
O “parquet TF, FREEIC K > TEHKR—- b
TWRWEERHD £5,

pgaa.managed_by text HRaTEBT—TNDhH R0 T,

pgaa.catalog_namespac. text J1 & ua ZNDOLHTZER-IA ¥ —<,

pgaa.catalog_table text HEaTHNDT— TN,

pgaa.auto_truncate boolean 7 7R AHFENPGAA YD b2, b—7

pgaa.purge_data_if _exis boolean

TP IETHENE T, PGD MAHNHET
T, FMICOVWTIX, TFHIVTAIAANDA T
O—F 2L TL X0,

*CREATE TABLE AS® O TRACEHFD 47 7 —
ReN—=TYLET,

RDR—JIZH L
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£ 31 -HIOR=I P LM E
Option Type Description

pgaa.tiered_table boolean s —71e L T~v—27L%3, PGDHED
METT, F#flicoVnTIZ, BET—7ILDX
EEZRLTLEZ W,

£
o HEUEHT — T NLDIER

CREATE TABLE managed_sales_data (
id BIGINT,
sale_date TIMESTAMP,
amount NUMERIC

)

USING PGAA

WITH (
pgaa.format = iceberg,
pgaa.managed_by = my_iceberg_catalog,
pgaa.catalog_namespace = public,
pgaa.catalog_table = managed_sales_data

s

0 iR

FIEREZZED () DEFICT DL, PGAA R, BAICT— TN ERARLILE ZWIRART =R T 7 4 L
HAF—<EHBINCHE L, VE— b D Iceberg/Delta X X 7 — X F 7213 Parquet v X —THOM >
77 4=V RRARTTHIZ< Yy L ET,

o WD S F—TNELEEL T, PGFS X FL—UBAZEA ~ FLET,

ALTER TABLE managed_sales_data

SET ACCESS METHOD PGAA,

SET (
pgaa.format = iceberg,
pgaa.storage_location = my_lake_data,
pgaa.path = warehouse_data

13.3.2 PGD 7—TJ I AT 3>

b — 7% 721X HTAP 7 — 7 /L% L C CREATE TABLE . ALTER TABLE 27— h X ¥ 2T L. XD PGD
FTavERRETEET,
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Option Type Description

ped.replicate_to_analyti boolean G727 PR ML= ANDMERIL T T —
PaYRAMELIZENNCL T T, FEMIICON
T, 7FHITA OV AANDEH ZZRLUTLE
W,

pgd.purge_analytics_tar boolean BBEOT—IN %A T 27 VAT T4 L2 b
VEREAZB T P UDLGHIBRL $7, 7F
MZONWTIE, BEET—TILDORE 22K LT
{TEEW,

4l
e BIEDOF —TINELEBLT, ATV 27 PR ML=V ADO#RHIL ) r—> a v EMCLET,

ALTER TABLE my_table SET (pgd.replicate_to_analytics = TRUE);

13.3.3 7V X FEDERE

T—=TNDT I RTTEREBETLILICED, FIUH I a AL =Y ESMA L —YRTT —
TNEBITLES, THUE, B—HD Postgres 74 RZ AT 227 PA ML —=YRITT =X ZFET
BEIT 2 ERFERRME L 9, FHMlE. Offloading to analytics ZZIR L TL 72E W,

HTAP H'5 PGAA A\DYIDE X

HTAP 57— 7% A7 27 PR ML =224 78— R L, B—H LT 4 AZHEBPEAHT 212X, 7
7B 2J515E% PGAAWCEE LE T, 0—H L7 —RIFHIFREN, T—XETF—R LA ZI2DOHED £7,
k. BEbEhz54 794 2t 7a— FoFFHREBETT,

ALTER TABLE sales SET ACCESS METHOD PGAA;
SET (
pgaa.auto_truncate = true,
pgaa.format = iceberg,
pgaa.storage_location = my_lake_data,

pgaa.path = analytical_data
D

PGAA S5 E—TFADYIDEZ

ST —TNEZR—HN ST TS aryF—TMETLT 3123, 727 RAFER PGAA 26 b — 71T
ZHELET, Postgres ZA T2 7 PAML—=I DT —X%ET VL, B—HILA ML —IR=JICHHEK
L3, 2 HENCA 78— RENT—XICESEEDOEH 2 FHIT T 2 0ENH 255 CHHL T,

ALTER TABLE sales_history SET ACCESS METHOD HEAP;
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13.4 Data types and definitions

EDB Analytics Accelerator PGAA &, 4 7 4 7@ Postgres 7 — X XA T T —X L A 7 Db X hi
BT LF—ERCTy B I LET, TOR-JITUI, $R-PENTWEXA T2 Y XL, PGAAHE
BEa—THONERT—XAa—-F2ERLET,

13.41 7—X%E

PGAA l&. 7 — & %3 Postgres ICitAAEN D FTEE, T—X LA ZICEZAENLHEPGD MEZMEAL
THEIEELES, 2O07—F77F vid, BHLEXELEY K- 3hTtuivwEe oL #HikE
PR L D S, N7+ —< AR LE T,

TFIT 40D 5 DEHED

PGAA 7— TN %2MBET 22, TVIVELATINAIRINLET—XERIRL, AF -V TEHEINT-X—
7w b Postgres XA FWHHIL LS LET, 24T 4 TN F VT =K, $BREHEARICED 2720
IZ Postgres X 4 FICEE~ vy Y 7INFE T, DX A FIXAER Postgres ZEEMKRELFHL TX -7 v

k& A ATEHANCR SN E T,

Natively Supported Coerced
BOOLOID CSTRINGOID
BYTEAOID TEXTOID

CHAROID VARCHAROID
INT20ID BPCHAROID
INT401ID JSONOID

INT8OID JSONBOID

OIDOID UUIDOID
FLOAT40ID ANYENUMOID
FLOATS8OID CSTRINGARRAYOID
NUMERICOID TEXTARRAYOID
DATEOID VARCHARARRAYOID
TIMESTAMPOID BPCHARARRAYOID
TIMESTAMPTZOID UUIDARRAYOID
INTERVALOID Any other type
BOOLARRAYOID

INT2ARRAYOID

INT4ARRAYOID

INTSARRAYOID

FLOAT4ARRAYOID

FLOATSARRAYOID

DATEARRAYOID

TIMEARRAYOID

TIMESTAMPARRAYOID

TIMESTAMPTZARRAYOID

NUMERICARRAYOID

THIT4 O ANDEZASH
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T—RET =R LA 7IEET 55 PCGD MG 2T % &, PGAA 3R ZRAKRICED 27201204
TATANAFIVEAR—2FHLET, HICKREZA ML =—IFERTEHRA 74 TIZHER—-F I TRV
R A THFEL TG, PGAA X ZN% UTF-8 7F R F REUCHEIMICERL T, —BELEEEDESW
HEIAAZIRIEL £3,

Natively supported

Converted to UTF-8 text

BOOLOID CSTRINGOID
BYTEAOID TEXTOID
CHAROID VARCHAROID
INT20ID BPCHAROID
INT40ID JSONOID

INT8OID JSONBOID

OIDOID UUIDOID
FLOAT40ID ANYENUMOID
FLOAT80OID CSTRINGARRAYOID
TIMESTAMPOID TEXTARRAYOID
TIMESTAMPTZOID VARCHARARRAYOID
DATEOID BPCHARARRAYOID
INTERVALOID UUIDARRAYOID
NUMERICOID All other types
BOOLARRAYOID

INT2ARRAYOID

INT4ARRAYOID

INTSARRAYOID

FLOAT4ARRAYOID

FLOATS8ARRAYOID

DATEARRAYOID

TIMEARRAYOID

TIMESTAMPARRAYOID

TIMESTAMPTZARRAYOID

NUMERICARRAYOID

13.4.2 BEIEADIER XT—2 R
RKDNRFT X —X—YEIZ. FICPGAAEBH VLY 2 —1ZHhFT, R, ZNHOFAL I R—FEIhATWVW3

H2VRAMLET,

Type

Supported values

Description

pgaa.table_format

pgaa.catalog_type

delta, iceberg, and parquet.

iceberg-rest (Iceberg REST
catalog), and iceberg-
s3tables (AWS S3 Tables).

FTT 27 PR L —YHNDT — T INLDIHTE
o
H&u 7Y —v 20EHE,

RDR—JNZH L
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#£ 35-FiDR—I D5 D=

Type Supported values Description

pgaa.catalog_status detached,  attached, re- Postgres & 1 X 1 ZEDIRLEDEIHIDIREE,
fresh_retry, and re-
fresh_failed.

pgaa.replication_status ~ disabled, initial_offload, and FEET — 7 VDT — X DBEDIRE,
enabled.

pgaa.task_status pending, running, success, NI T 7Y R RT—H—RRATD7A4 T7HA
and failure. 7 VIRAE,

13.5 Benchmark datasets

YU ITNARYFI =TT =Ry P 2ELAWS DT Y v 7 S3ANFy P RFHTEET, ZNbik, X
DTy RRA VP ENLUTHHTEE S,

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

s3

://beacon-analytics-demo-data-ap-east-1-prod
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Schema name Dataset
tpeds_sf 1 TPC-DS, Scale Factor 1
tpeds_sf_10 TPC-DS, Scale Factor 10
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Schema name Dataset

tpeds_sf_100 TPC-DS, Scale Factor 100
tpeds_sf_1000 TPC-DS, Scale Factor 1000
tpch_sf 1 TPC-H, Scale Factor 1
tpch_sf 10 TPC-H, Scale Factor 10
tpch_sf_100 TPC-H, Scale Factor 100
tpch_sf_1000 TPC-H, Scale Factor 1000
clickbench ClickBench, 100 million rows
brc_I1b Billion row challenge

0 IR

ClickBench 7 — &+t v + @75 — &% “EventData" 1%, HAFTl372 < EBE T3, ClickBench DFIZ 121X
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